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Lifelog analytics is an emerging research area with technologies embracing latest advances in machine learning,
wearable computing, and data analytics. However, state-of-the-art technologies are still inadequate to distill
voluminous multimodal lifelog data into high quality insights. In this paper, we propose a novel semantic
relevance mapping (SRM) method to tackle the problem of lifelog information access. We formulate lifelog
image retrieval as a series of mapping process where a semantic gap exists for relating basic semantic attributes
with high-level query topics. The SRM serves both as a formalism to construct a trainable model to bridge the
semantic gap and an algorithm to implement the training process on real-world lifelog data. Based on the
SRM, we propose a computational framework of lifelog analytics to support various applications of lifelog
information access, such as image retrieval, summarization, and insight visualization. Systematic evaluations
are performed on three challenging benchmarking tasks to show the effectiveness of our method.
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1 INTRODUCTION
Personal wearable cameras take first-person view (FPV) photos together with other sensory data at
low-temporal frequency without users’ active control [22]. The recorded information of wearers’
daily activities is helpful for personal event search, memory assistance, self-monitoring of activities,
and long-term assisted living [22, 42, 52]. However, in view of the diverse user needs and the
voluminous multimodal lifelog data collected, accessing lifelog information in an efficient and
informative way becomes a tough challenge. This has been addressed by recent lifelog analysis
methods that exploit computer vision, machine learning, wearable computing, human-computer
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interaction, and multimedia analysis [33]. In essence, these methods help users make use of the
lifelog data according to their specific requirements. This research tackles the problem of query-
driven information access, where a query takes the form of text-based search topics related to
specific user needs. Specifically, we focus on lifelog image retrieval, which is concerned with
finding images related to user activities or events with specific spatial-temporal and conceptual
constraints [31, 36].

Amajor challenge in lifelog information access is how to parse the retrieval instructions into basic
semantic elements that are “searchable”. Such a requirement is different from conventional image
tagging/captioning, which focuses on the production of accurate and concise textual descriptions
for images [3, 9, 17, 43]. In particular, image tagging mainly cares about elementary semantic
description of images, such as objects, scenes, and human activities, whereas lifelog image retrieval
deals with high-level events related to user experiences. In this respect, although deep learning (DL)
approaches have achieved notable success in image classification [24], object detection [30, 39], and
place recognition [47], they are inadequate to deal with the rich semantic meanings of user activities
and experiences. Moreover, unlike lifelog retrieval, image tagging treat images as discrete data
points without considering the temporal dependencies. Although recent work on video analytics
considers the temporal constraints [45, 50], they deal with data with high-temporal frequency
whereas the lifelog data typically has low-temporal frequency. This makes it difficult to exploit the
strong association between consecutive frames for image retrieval.
This paper proposes a semantic relevance mapping (SRM) method to bridge the semantic gap

in lifelog image retrieval. In particular, it formulates the image retrieval task as a systematic
mapping process from perceptual data to event knowledge. The formulation allows us to train a
regression model to determine the mapping relationships using a small set of annotated lifelog
data. Unlike existing DL-based solutions that focus on end-to-end learning, we resort to the SRM
to model the retrieval process explicitly. This may help us better monitor and control the semantics
extracted from the DL models, and support different user needs. By extracting the intermediate
semantic attributes, we can inspect the performance of different models based on the human-
understandable intermediate outputs. The proposed SRM method can be flexibly applied in various
lifelog information access tasks, such as lifelog summarization and lifelog insight generation. We
demonstrate its effectiveness by using it to tackle a few open challenges of lifelog information
access.
Part of the work has been reported in [14, 29] on the ensemble method for DL-based image

retrieval and in [51] on pragmatic methods of insight visualization. This paper extends previous
work by developing a formalism of SRM and its solutions. Specifically in [14], the relevant and non-
relevant semantic attributes are propagated from WordNet, and the parameters of the regression
model, i.e., weights of the semantic clusters are hand-crafted. In comparison, the current approach
formulated the SRM where both the relevance map and the weights are learned automatically. This
significantly reduces manual effort and the need of human expertise. The work of [29] does not
present a comprehensive problem formulation of the SRM method and only performed evaluation
on one task. The current work formalize the problem and conduct extensive experiments on
multiple datasets and image retrieval tasks. We restrict the scope of this paper to image retrieval
and reproduce some results of the insight visualization [51] in the supplementary information to
showcase possible applications of the proposed methods. The main contributions are two-folded. (1)
We formulate the lifelog image retrieval task as a semantic mapping problem, and propose a novel
SRM method that learns the association between symbol-level semantic attributes and topic-level
query concepts. It simulates the cognitive process of autobiographical memory retrieval which
learns the relevant, non-relevant, and inhibitive information related to a retrieval task. (2) We



systematically evaluate the proposed methods on three tasks with respect to large-scale datasets.
The results lead to insights into the role of the extended semantic attributes and SRM mechanism
to the respective tasks. Notably, our method achieves superior performance in all tasks, showing
its effectiveness in dealing with challenging lifelog applications.

2 RELATEDWORK
A key challenge in lifelog analytics is how to derive high-level event semantics from multimodal
data, including visual information andmetadata in various forms. Importantly for visual information
processing, conventional approaches tackle the problem by mapping the low-level visual features
(e.g., bag-of-words on histograms of gradients, colors, etc.) to semantic descriptors [18]. Various
techniques, such as fuzzy logic, statistics, and probabilities have been proposed to enhance semantic
learning in content-based image retrieval [18, 31]. However, these approaches have limited success
due to the uncertainty and ambiguity on the relationship between the visual features and semantics.
Recently, DL approaches have achieved notable progress in image analysis on lifelog data [6,
38, 41, 53]. For example, video captioning leverages both visual analytics and natural language
understanding to translate sequential visual semantics into sentences [26]. A few interesting works
report the application of recurrent neural networks to deal with multimodal data while accounting
for uncertainties related to user experience [43, 44, 50]. They effectively take account of the spatial-
temporal information for improved understanding of video content. However, these methods
deal with data with high-temporal resolution whereas the lifelog data typically has low-temporal
resolution. This makes it difficult to exploit the strong associations between consecutive frames of
lifelog images.

Query-based image retrieval involves the task of understanding textual information and translat-
ing it into semantic labels. The process of mapping from natural language instructions to semantic
labels is referred to as semantic parsing. Many techniques have been proposed, such as rule-based
methods [4], statistical methods [54], and ontology-based methods [5]. However, these methods are
mainly used in machine translation and question-answering. For image retrieval tasks, it is inade-
quate to apply simple text-based search [53, 57]. A few methods resort to keyword propagation on
established ontology, such as WordNet, to get a more comprehensive set of search criteria [14, 19].
However, these methods usually adopt naïve methods in associating the attributes with high-level
semantic concepts, so that they require a lot of expertise and involve a tedious trial-and-error
process. Thus, existing text parsing solutions cannot deal with the complicated concepts and con-
straints embedded into the query topics of lifelog image retrieval. Another stream of works resorts
to DL-based approaches and strives for end-to-end learning [45, 49]. While end-to-end learning is
a desirable feature, it may suffer reduced rationalizability, i.e., many decisions are made without
explainable rationale [35].

At the system level, a computational framework is missing to support multiple lifelog applications
for effective and efficient information access [42]. Existing work usually focuses on specific use
cases (e.g. image retrieval, summarization, etc.), and adopts tailored programs to support it. To
provide systematic support to lifelog multimedia access, a model-driven architecture is proposed,
which adopts DL for semantic extraction and a 5R mind map to wrap up the use cases [1]. However,
little is reported on the implementation of the proposed framework and its performance in lifelog
dataset. Meanwhile, lifelog summarization has put a lot emphasis on understanding events, where
event segmentation is an essential step [37]. Key techniques include clustering mechanisms to
group frames of similar semantics [17] and detection of event boundaries [7, 15].

These works deal with the consistency, relevancy, representativeness, and uniqueness of events
in a summary [6, 23], as well as the presence of significant people and/or objects [10, 27, 28]. In



general use cases, different episodes are better identified with rich semantic-level features; and that
a summary should include frames that are diverse, informative, and noteworthy. Towards this end,
many researches adopt a “story-telling" metaphor and attempt to extract a consistent description
of life events [32, 38] (See [6] for a review). Finally, there is a trend to provide novel visualization
mechanisms to access lifelog data, so as to enhance user experience. Some commercial lifelogging
products are available, but are restricted to activity and fitness tracking. Multimedia information
(mainly photos and videos) is only lightly exploited [2, 10]. It is desirable to enhance the effectiveness
of lifelogging information access for insight generation [20] and data visualization [11].

3 METHOD
3.1 Background
We represent the lifelog information access as a semantic mapping process, aiming to establish the
relationship between perceptual information (mainly images) and conceptual information (query
topics). First, we denote the discrete perceptual information (images) as a set I = {Ii }. Note that
perceptual information also includes non-visual multimedia data. Since the focus of this study is
on image retrieval, we do not represent other modalities explicitly, and only use them to assist the
retrieval of images. The perceptual information can be further represented by a set of semantic
attributes, denoted as D = {dj }. The semantic attributes are intermediate level concepts related to
basic descriptions of the multimedia data, such as, objects in an image, human actions (running,
walking), and locations (home, office), etc. The semantic attributes are extracted from perceptual
data either using automatic data analytic tools or through manual annotation. Thus, each individual
perceptual data Ii is characterized by the activation level of all the semantic attributes. Finally, we
define topic-level events that refer to human activities/behaviors spanning over a period of time. In
the context of lifelog image retrieval, an event is presented as a query topic, which is denoted as
Q = {qk }. Thus, the problem is reduced to finding the set of Ii for a specific query topic qk .
Currently, manymethods focus on the semantic understanding of images that tackles themapping

of I 7→ D. However, for human users, a more important issue is how to understand and retrieve
event-related activities/behaviors. As an example, a user may want to find the moments when
he was drinking coffee in Starbucks, which has a complex semantic structure and description as
compared to the detection of specific objects or actions (e.g., “A person is holding a cup.” ). This
study tackles the problem of formalizing the mapping between perceptual data and topic level
event: I 7→ Q, whereas we emphasize the critical role of the mapping D 7→ Q. As shown next, we
formulate this process as a learning problem. Based on some observations (training data), we learn
a correlation matrix, called SRM, together with a set of parameters for weighing different aspects
of semantic attributes.

3.2 Problem formulation
The SRM is defined as a mapping function R : D 7→ Q, which element r∗jk denotes if an attribute
dj is relevant to the current topic qk , i.e., 1 means relevant, -1 means inhibitive, and 0 means
non-relevant. The functions of SRM are inspired by the human cognitive process involved in
the retrieval of autobiographical memory. In memory studies, there are three types of cues for
goal-driven retrieval, namely, relevant, non-relevant and inhibitive cues, which are modulated by the
purpose, attention, emotion, social and cultural contexts [34]. The relevant cues would enhance the
recall of the past experience, the non-relevant cues have less effects on the recall, and the inhibitive
cues induce a suppression on the recall. Existing approaches for image retrieval typically employ a
relevance score within [0,1], which is only able to model the effects of relevant and non-relevant



cues [36]. We extend this to {+1, 0,−1}, to characterize the effects of relevant, non-relevant and
inhibitive relations, respectively.
The function of SRM is explained in the following examples. A user may by interested in

understanding his drinking habits. To get images related to this, one may consider that “cup" is
relevant to the event “drinking coffee" whereas “tree" is not. Sometimes, the relevance can be negative,
meaning that the activation of certain attributes are unfavorable to an event. This happens mainly
when several semantically related attributes are co-activated, whereas some of them contribute
negatively to the respective event. For example, the topic “Working on the computer" may be
closely related to “screen". However, other relevant attributes, e.g. “television", may be activated
because its “visual” resemblance to “screen", leading to false alarms. In this case, the activation
of attribute “television" will negatively affect the retrieval result. Semantic-aversion may also be
initiated explicitly by a user, e.g., the user may want to retrieve photos related to “Lecturing in the
classroom”, while excluding those showing the projector screen.
Traditionally, lifelog image retrieval is conducted by directly interpreting query topics as a set

of relevant semantic attributes, i.e., without explicit definition of SRM. Our prior work adopts a
mechanism similar to SRM, whereas it is specified manually [14]. Besides, directly applying the
mapping R : D 7→ Q leads to unstable outcome. In this research, we adopt the following strategies
to make it more efficient and trainable.

First, the SRM element is expressed by a discretized relevance score r j of a semantic attribute on
a pair of thresholds, which is a tuple denoted as θ = (θ+,θ−), whereby

r∗i =


1, if ri ≥ θ+
−1, if ri ≤ θ−
0, otherwise.

(1)

Second, we cluster the semantic attributes inD into groups, called semantic clusters, according to
the inherent relatedness of these attributes. This is based on the observation that query topics have
varying sensitivity to different aspects of semantics. For example, some queries are place-sensitive,
some are time-sensitive, and some are human-sensitive. We introduce semantic clusters and apply
different weights to them to accounts for such sensitivity in an efficient way. Let δs (s = 1, 2, ..., S)
be a semantic cluster, so that dj ∈ δs is a subset of semantic attributes belonging to the cluster.
With the SRM element r∗k (Eq.1), the semantic attributes are associated with query topic qk . In

practice, r∗k can be separated into two parts r+k and r−k , which represent the SRM rates for relevant
and inhibitive attributes, respectively. The semantic attributes of each aspect cluster are thus
divided into relevant group (δ+s ) and inhibitive group (δ−s ). Non-relevant attributes are dropped. In
this formulation, there are two nodes for each aspect cluster, one for relevant, and the other for
inhibitive attributes. The node activation levels of an aspect cluster are computed as:{

∆+s (k) =
1
|Ds |

∑
dj ∈δ+s (r

+
jk · aj )

∆−s (k) =
1
|Ds |

∑
dj ∈δ−s (r

−
jk · aj )

(2)

where |Ds | represents the cardinality of aspect cluster, and aj is the deep convolutional neural
networks (DCNN) output probability of the respective semantic attribute dj . Based on the above
formulation, we compute the activation value of an image with respect to a query as:

â(Ii ,qk ) =
1
S

∑S

s=1

(
w+s (k)∆

+
s (k) +w

−
s (k)∆

−
s (k)

)
(3)

where 0 ≤ w+s (k),w
−
s (k) ≤ 1 are weights assigned to relevant and inhibitive semantic clusters

respectively, andw+s (k)+w−s (k) = 1. Thus,−1 ≤ â(Ii ,qk ) ≤ 1. The problem is reduced to determining



w+s (·) and w−s (·) as well as R∗ to allow the retrieval of images relevant to the respective query
topics.

Fig. 1. Diagram of lifelog image retrieval.

3.3 Learning of semantic relevance
To learn the SRM matrix R∗ and the weights of semantic clusters, we randomly select a subset
of lifelog images and manually annotate their relevance to the provided query topics. Note that
this annotation process is only used for the benchmarking tasks presented later. For real-world
lifelog applications, a mechanism of human-machine interaction can be included whereby a user
is prompted to complete regular maintenance of the data, e.g., asking the user to confirm if a few
selected photos are from a specific event. These images form a Learning Set, where each image is
relevant to one topic. The activation of semantic attributes can be expressed as a M × N matrix
A = [âi ]

N
i=1, which is called attribute activation matrix. Note that âi is the predicated activation

value of an image with respect to a query and is different from aj in Eq. 2 that denotes the semantic
attribute activation based DCNN models. An iterative learning procedure is applied on the Learning
Set (Algorithm 1). For topic qk , the Learning Set is randomly split into two subsets: a training set It
and a verification set Iv . The two subsets are further divided into positive sets and negative sets:
It = I

+
t ∪ I

−
t and Iv = I+v ∪ I−v , where I+t and I+v are composed of samples relevant to qk , and

I−t and I−v consist of samples not relevant to qk . In each iteration, for each semantic attribute dj ,
its relevance rate to topic qk is computed as

r jk = α1

(
1
Pk

∑Pk

n=1
â(n)j

)
+ α2

(
1
Nk

∑Nk

n=1
â(n)j

)
(4)

where Pk is the number of positive samples in I+t , Nk is the number of negative samples in I−t , α1
and α2 are pre-defined weights of positive and negative samples, respectively. We arbitrarily set the
weights α1 = α2 = 0.5. We also tested a few alternative configurations, namely, α1 = 0.7,α2 = 0.3
and α1 = 0.3,α2 = 0.7, which lead to similar results. Next, the relevance rate r jk is transformed into
a discrete value r∗jk according to Eq. (1). Both θ+ and θ− can be initialized arbitrarily and fine-tuned
based on greedy search. In this study, we empirically adopted a threshold of θ+ = θ− = 0.05. This is
based on the observation of semantic attribute activation values from DCNN models. Since the
majority of semantic attributes (>90%) are activated at very low levels (below 0.05), setting the
threshold at 0.05 will effectively exclude many semantic attributes, which will reduce computation
while having little impact on the retrieval performance. This results in an SRM element for topic
qk on the training set It = I+t ∪ I−t . Next, the node weights of aspect clusters {w+s (k),w−s (k)} are



Algorithm 1 : Semantic relevance learning

1: Input: Query topic qk , training set It = I+t ∪ I−t and verification set Iv = I+v ∪ I−v , semantic
attribute activation matrix A.

2: Output: Binarized relevance score r∗k and node weights of aspect clusters {w+s (k),w−s (k)}.
3: for i ← 1 to T do
4: Compute the relevance rate r (i)jk by Eq. (4) on training set
It (i) = I

+
t (i) ∪ I

−
t (i).

5: Transform the relevance rate r (i)jk to binarized logic value r ∗(i)jk (Eq. 1)

6: Learn the weights of aspect clusters {w+(i)s (k),w
−(i)
s (k)}.

7: Perform lifelog image retrieval by using learned SRM r∗(i)k and
{w+(i)s (k),w

−(i)
s (k)} on the verification set Iv(i).

8: if ∃ missed positive Ip in I+v(i) then
9: Move Ip from I+v(i) to I

+
t (i), i.e.,

I+t (i+1) ← I
+
t (i) ∪ Ip ; I+v(i+1) ← I

+
v(i) \ Ip .

10: if ∃ false positive In in I−v(i) then
11: Move In from I−v(i) to I

−
t (i), i.e.,

I−t (i+1) ← I
−
t (i) ∪ In ; I−v(i+1) ← I

−
v(i) \ In .

12: Update the training set It (i+1) = I+t (i+1) ∪ I
−
t (i+1)

and the verification set Iv(i+1) = I+v(i+1) ∪ I
−
v(i+1)

13: Terminate the iteration if no missed and false positives.

obtained on the training set It = I+t ∪ I−t . After that, we apply the learned SRM to the samples
in the verification set Iv = I+v ∪ I−v to perform lifelog image retrieval. If there are images in I+v
which are not retrieved, they are moved from I+v to I+t , and if there are images in I−v which are
falsely retrieved, they are moved from I−v to I−t . The learning iteration is applied on the extended
training set It . The learning algorithm terminates when there is no more missed or false positive
samples, or if there is no performance gain by the above updating process. Note that we choose to
add the samples from the verification set incrementally instead of using the entire set in a single
run. This is because the number of positive samples far exceeds that of the negative ones. To
tackle the imbalanced data, we randomly sample a subset from the positive samples in training
set at each iteration, and mix it with the negative samples. By incrementally adding samples from
the validation set, the data used for training the weights are randomized, which enhances the
robustness of training.
In Line 6 of Algorithm 1, we apply a conditional random field (CRF) method [40] to learn the

weights for aspect clusters for each query topic. This is implemented using the MAXFLOW software
tool [8] on the training samples. The input to the software tool is the node activation levels of
aspect clusters and the correct query topic label of each image in a training set. The output is
the node weights of the aspect clusters for each query topic, i.e., {w+s (k),w−s (k)} for {δ1, · · · ,δS }.
Therefore, from Algorithm 1, we simultaneously obtain the SRM matrix R∗ = [r∗jk ] and weights for
aspect clustersW ∗ = [w+s (k),w−s (k)].

To account for temporal consistency of lifelog, temporal smoothing is incorporated into lifelog
image retrieval. In particular, the association between an image and an event is smoothed by
applying a triangular moving window along the time line. With temporal smoothing, we obtain



the smoothed value of the relevancy of each image as p(Ii |qk ). If the query is related to multiple
topics, the relevancy associated with each topic are smoothed first and then summed up to obtain
the aggregated relevancy. Images with the largest relevancy values are selected.

3.4 Applications
3.4.1 Scenarios. The semantic relevance mapping method is the core inference engine to support

different scenarios of lifelog information access. Other than basic image retrieval presented earlier,
lifelog summarization focuses on the extraction of repeated activities or events over a period of
time [7]. Meanwhile, insight visualization zooms deeper into the identification and visualization of
lifestyle or activity patterns [11, 42]. It helps reveal hidden patterns of lifestyle that might relate to
personal health.

3.4.2 Lifelog summarization. Lifelog summarization can be implemented in two styles: (i) ex-
tracting multiple types of events within a time period (e.g. “What did I do last Saturday?” ), which
naturally involves multiple concept topics of daily activities, and (ii) extracting multiple occurrences
of the same type of event over a period of time (e.g. “Gym exercises in the past three months” ). Built
on the image retrieval outcome of the SRM method, the following operations are applied to realize
lifelog summarization.
• Ranking.
Based on the image retrieval approach described above, each lifelog image is characterized
by a relevance score that indicates its relevance to an event. Next, the images are ranked
according to their relevance scores. A set of topT images are retrieved from the whole lifelog
dataset, where T is larger than the summary length budget.
• Event clustering. The set of selected relevant images belongs to various events. To ensure
diversity for general use case, event clustering is applied to the set ofT images. Two clustering
methods are adopted: k-means clustering and Contextual Event Segmentation (CES) [15]. For
k-means clustering, the distance between two representative images is computed on their
activation scores of semantic attributes. Different weights for semantic aspects are applied
for feature combination. To mimic the human perceptual reasoning when detecting event
time boundaries, we adopt the CES algorithm [15], which is independent of the semantic
attributes. It predicts the visual context at each time-step, and compares it to the future
photo-stream. The visual context is then extracted and CES locates the time boundaries of
events. By clustering images into different events, we can avoid over-sampling images from
a few dominant events.
• Key-frame selection. Event clustering results in a set of image clusters ci = {Ini }, where
each cluster corresponds to an event. The images in each event cluster are ranked, based
on either their distances to the cluster center (k-means clustering) or their distance to the
event boundary. To achieve a balanced diversity of images from different events, we select
representative images iteratively from the event clusters. At each iteration, the top-1 image
from each event cluster is moved to the summary set. It is terminated when the summary set
has reached the length budget.

3.4.3 Insight visualization. Lifelog insight and visualization extracts latent patterns of daily
activities and provides graphical interfaces to let user gain better understanding of the lifestyles. It
can present the trend of life (e.g., change of dietary preference), user’s mood and personality, and
potential relationship between lifestyle and health. To generate insights from lifelog data, we first
use the SRM to extract activity level semantic representations (i.e., activity identification). Next,
a suite of methods is applied to generate and visualize insights. In particular, we apply a set of



Table 1. Clusters of the Extracted Semantic Attributes

Aspects Training Model/Method Dimension
Object (δ1) ImageNet ResNet152-ImageNet1K 1000
Place (δ2) Place365 ResNet152-Place365 365
Multi-object (δ3) MS-COCO Faster R-CNN 80
Task-specific (δ4) NTCIR-13 VGG16-NTCIR 634
Human (δ5) - Sighthound API 1
Time (δ6) - Heuristics 1
Activity (δ7) - Annotation 5
Location (δ8) - Annotation 142

Total 2228

theme-finding templates, e.g., aggregating data so as to show trends, and building associations
between different measurements to understand potential causality or correlations. Meanwhile,
we present insights using various visualization tools, such as an affinity map that illustrates the
activity-location relationship [51]. More technical details of the insight visualization can be found
in supplementary information.

3.5 Semantic attribute extraction
In this study, we employ various DCNN models to obtain semantic attributes of multiple aspects.
In addition, we apply human detection and image quality assessment to enrich the semantics.
Beyond visual features, we make use of attributes from metadata, such as sensor-based location
and offline annotation provided by lifeloggers. This provides an extensive set of semantic aspects
that is generated by state-of-the-art DL models and other vision and non-vision information for
lifelog applications (Table 1).
• Object Recognition: We use ResNet with 152 layers [24] trained on ImageNet [16] to predict
salient objects in lifelog photos. Given a lifelog image, the model produces a 1000-dimensional
probability vector, indicating the activation level of 1000 object classes. Hereafter, the output
is called ResNet152-ImageNet1K.
• Place recognition: We use a ResNet with 152 layers [24] trained on the Places365 [55] to
predict scene information. For a lifelog image, the model generates a probability vector of
365 dimensions that indicates the activation of a scene class. The output is called ResNet152-
Place365.
• Multi-object detection: A Faster R-CNNmodel [39] with Inception-ResNet [46] is employed,
which focuses on the presence of multiple objects. It is trained on MS-COCO dataset [30],
which consists of about 200,000 images with 80 categories of objects annotated under the
natural object-context in the real-world. Using this model, a lifelog image is affixed with top
20 detected objects based on the maximum probability for each category.
• Task-specific indexing: Some dataset contains additional, task-specific semantic informa-
tion. As will be presented later, the training set of NTCIR-13 Lifelog consists of over 53,000
images annotated with 634 visual concepts [21]. With this dataset, we fine-tune a VGG16
network (pre-trained on ImageNet1K dataset), which is subsequently called the VGG16-NTCIR
net.
• Human detection and people counting: For human-centric events and social interactions
(e.g. “Presenting/Lecturing”), the presence of people in a lifelog image is a vital cue. We adopt
a commercial API service provided by Sighthound, Inc. for human detection and people
counting.



• Image quality: There are many non-informative images in FPV photos captured in the
real-world environments, such as clear sky, blank walls, and images with motion-blur and
occlusion caused by a wearer’s body parts. We perform blurriness assessment using two
methods: (1) Modified Laplacian method, and (2) Variance of Laplacian. Additionally, we
detect non-informative content by analyzing the color uniformity [14]. Images with server
motion-blur and excessive color-homogeneity are filtered out.
• Metadata: This set of attributes includes time, location, and activity. Time is directly obtained
from the time stamp of images. Location and activity information are presented as text labels
that are annotated by the lifelogger [21]. With reference to the set of labels, the metadata are
transformed as binary vectors of 0/1 based on the respective requirements. For example, if
the location label “office”=1, it means the lifelogger is located at his/her office at the specific
time. Similarly, time information is transformed into a task-dependent binary vector. Given a
particular time-related concept, such as, “having lunch”, we defined it to be between 11:00am
∼ 14:00pm, and a time stamp can be binarized to indicate if it is within lunch time.

4 EXPERIMENTS
We conduct experiments to evaluate the proposed method and system on three benchmarking tasks,
namely, (1) NTCIR-13 lifelog semantic access task (LSAT), (2) ImageCLEF 2017 lifelog summarization
task (LST), and (3) ImageCLEF 2018 lifelog moment retrieval task (LMRT). We show the results
based on official report in LSAT and LST, and perform additional performance evaluation on LMRT.
We provide detailed description of the experiments and conduct ablation studies to evaluate the
effectiveness of the proposed methods.

4.1 Benchmark 1 - Lifelog Retrieval in NTCIR-13
The NTCIR-13 LSAT focuses on retrieval of relevant moments from recorded lifelog images [21].
The dataset is generated by two users, denoted as u1 and u2, with a total of 114,547 lifelog images.
There are 24 query topics [21]. We apply the SRM-based image retrieval to address this task. First,
to learn the semantic relevance mapping, we create the Learning Set by randomly sampling 22,304
lifelog images, which is 20% of the entire dataset, and manually annotated them with respect to the
given topics. Half of the sampled images are used for training, and the remaining for verification.
Note that the train/verification split is used for training and tuning our model. The final performance
test is conducted on the entire dataset, as done in other benchmark methods.

Table 2 shows the results of 3 submissions: (1) the Baseline search engine from the organizer [56],
(2) the PBG method [53], and (3) our method I2R_R1. From the raw lifelog data, the Baseline
search engine extracts locations, visual concepts, time, and activities, and transforms them into
indexable feature vectors, which are used to match with search keywords. The PBG method employs
multiple DCNN models to extract two aspects of semantic attributes, including two models (i.e.,
GooLeNet and AlexNet) trained on ImageNet, and four models (i.e., GoogLeNet, AlexNet, VGG, and
ResNet) trained on Places365. The keywords for searching are extracted from the query title and
its description. A weight is assigned manually to each keyword. A text-based relevance score is
computed based on the similarity between the query keywords and image labels for image ranking.
Instead of applying multiple DCNN models on the same attribute aspect, our model includes

multiple semantic aspects on different training datasets. Furthermore, we learn the SRM for query
topic understanding and the weights to each semantic aspects by exploiting a CRF method on the
Learning Set. The official performance metric is mean Average Precision (mAP) across 20 tasks (4
topics are excluded for official evaluation). Our method achieves an mAP score of 0.576, which
outperforms the other two approaches by large margins.



Table 2. Performance comparison of benchmark 1 (NTCIR-13) - Retrieval

Method Semantic Attributes Parsing Query mAP
Baseline [56] {δ1}∗, {δ6,δ7,δ8} keyword 0.098
PBG [53] {δ1,δ2}∗, {δ5 ∼ δ8} keyword 0.278
I2R_R1 [29] {δ1 ∼ δ4}∗, {δ5 ∼ δ8} SRM 0.576

∗ indicates visual concepts extracted by DCNN models.

Table 3. Performance comparison of benchmarking 2 (ImageCLEF-17) - Summarization

Method Semantic Attrib. Parsing Query Mode F1@10 F1@50 Time Comp.
Org_A [57] {δ1}∗, {δ6,δ7,δ8} Automatic (NLP) Automatic 0.194 - -
Org_SA [57] {δ1}∗, {δ6,δ7,δ8} Keywords Automatic 0.319 - -
Org_RF [12] {δ1}∗, {δ6,δ7,δ8} Keywords Interactive 0.772 - -
UPB [19] {δ1}∗,{δ6,δ7,δ8} WordNet filter Automatic 0.132 - -
I2R_S1 [14] {δ1 ∼ δ3}∗, {δ5 ∼ δ8} WNP, HCW Automatic 0.497 0.508 (2 - 3 hours)
I2R_S2 {δ1 ∼ δ3}∗, {δ5 ∼ δ8} WNP, LW Automatic 0.370 0.392 10.6s
I2R_S3 {δ1 ∼ δ3}∗, {δ5 ∼ δ8} SRM, LW Automatic 0.360 0.429 15.5s
I2R_S4 {δ1 ∼ δ3}∗, {δ5 ∼ δ8} SRM(-n) , LW Automatic 0.285 0.373 14.3s

∗ Visual concepts extracted by DCNN models. WNP: WordNet Progagation; HCW: hand-crafted weights,
SRM(-n): SRM without negative feedback; LW: learned weights

4.2 Benchmark 2 - Lifelog Summarization in ImageCLEF 2017
The LST in ImageCLEF 2017 uses a lifelog dataset gathered by 3 lifeloggers, consisting of 88,124
images with location tags [12]. The objective is to generate summaries on 10 event queries evaluated
officially as the F1@10 score [12], e.g., “Summarize the activities of u1 in a meeting at work”. We
apply our lifelog summarization method (Section 3.4.2) to tackle this problem. The train/validation
sampling and annotation strategy is the same as in Benchmark 1. We make use of the ground truth
in the development set (provided by organizer) in training.
There are five official submissions to this task. We show the result of our best performing run

(denoted as I2R_S1), together with three representative runs from the Organizer’s team [12, 57],
and one from the UPB team [19] (Table 3). All the approaches employ visual concepts of 1, 000
objects (equivalent to δ1) extracted from the Caffe CNN model and additional metadata. In the
organizer’s automatic run (Org_A), the query topics are parsed into keywords by using natural
language processing (NLP). Alternatively, in Org_SA, keywords are selected manually. The UPB
method includes an additional step that usesWordNet to automatically filter the topics for keywords.
Images are retrieved based on similarity between image concepts and keywords.

In our submission I2R_S1, two aspects of the semantic attributes are used, i.e., centric object and
scene (Table 3). The query topic parsing is conducted semi-automatically: a maximum of 3 key
concepts are selected manually for each task, which are then propagated on the WordNet (see [14]
for details). This WordNet-based filtering is performed using text matching and is not equivalent to
the SRM method that learns the mapping relationship on a Learning Set. Besides, the weights of the
attribute aspects have been hand-crafted in our initial submission (I2R_S1). In this paper, we further
evaluate the summarization capacity of SRM when combined with our clustering algorithms based
on k-means and CES. We compare the summarization performance for a model that learns with
SRM (I2R_S3) versus one based on the semi-automatic WordNet propagation (I2R_S2). We also
evaluate the SRM without negative feedback, i.e. I2R_S4, to investigate the influence of inhibitive
information (Eq.1) on the retrieval performance.



While our previous method (I2R_S1) achieves an mAP of 0.497, being the best among the three
submissions in automatic mode, it involves a fair amount of human input with trial-and-error
process for selecting the keywords, and setting the weights of semantic aspects. In contrast, the SRM
method I2R_S3 is able to learn the semantic mapping and feature aspect weighting automatically.
The performance (0.360) is higher than the Org_SA score of 0.319 [57], the baseline (Org_A) 0.194
and the UPB method 0.132 [19]. The organizer contributes a run in interactive mode (Org_RF ),
i.e., with human feedback during summarization, which achieves highest performance of 0.772.
It shows the large performance gap of current automatic methods compared to interaction ones.
However, the protocol of an interactive run is markedly different from an automatic run. In addition,
as the organizer, the team may have additional knowledge of the dataset. Thus, it may not be a
fair comparison with the other automatic runs. We additionally report the F1@50 to evaluate the
impact of each method in the extensive run (i.e., for larger summaries). Note that the F@50 scores
are not available for the other submissions because they are not included in the official report. As
shown in Table 3, the SRM method achieves an F1@50 of 0.429, being only inferior to I2R_S1 that
involves intensive manual parameter tuning.
We further evaluate time complexity of the variants of our methods. The experiments are

conducted on a desktop PC equipped with Intel Core i7 CPU (3.6GHz) and 32GB RAM. The time
taken for configurations I2R_S2, I2R_S3 and I2R_S4 are similar at about 10 - 15 seconds (Table 3).
For I2R_S2, the time is significantly longer (typically several hours) because it involves human
intervention in tuning the weight parameters.

4.3 Benchmark 3 and recent progresses
Some progresses have been made recently in lifelog information access, such as ImageCLEF 2018
LMRT [13] that uses dataset enhanced from the NTCIR-13 LSAT dataset (Benchmark 2), consisting
of 80, 440 lifelog images with metadata. We use part of the dataset of Benchmark 2 (restricted to u1
in compliance with the LMRT task) to perform the evaluation. We apply the image retrieval module
for this task and obtained the final results based on the official evaluation protocol (provided by
the organizer).
Six teams made official submissions and the the performance score is reported as F1@10. The

performance result is summarized in Table 4, which shows the best performing runs from all teams.
This table also includes results of a few runs generated after the official competition, so as facilitate
broader comparison on methods developed without time constraints. Our method (denoted as
I2R_M) achieves an F1@10 score of 0.556 which outperforms all other submissions, including those
submitted after the official competition. Regarding the methods adopted, most teams resorted
to combining visual information, textual information and metadata, and applied certain concept
matching to support retrieval. The best official submission achieved an F1@10 of 0.545, where the
team applied a priori ground truth annotation and learning on a subset of the dataset before the
actual retrieval [25]. Interestingly, the concept filtering method proposed in [48] is similar to our
SRM method, achieving an F1@10 of 0.395. However, it is unclear if concept filtering is performed
manually or learned automatically from data.

4.4 Impact of different semantic attributes
To evaluate the impact of each semantic aspects δ1 ∼ δ8 in the retrieval and summarization problems,
we perform a series of ablation studies by dropping one of the semantic aspects. The performance
of our methods when ignoring one aspect is shown in Figure 2 (evaluated on benchmark 1 and
benchmark 3, respectively). Similar evaluation is done for the lifelog summarization approach in
Figure 3 (on benchmark 2).



Table 4. Performance comparison of benchmark 3 (ImageCLEF 2018 LMRT)

Team F1@10
Organizer [58] 0.131

0.407∗
AILab-GTI [25] 0.545

0.542∗
CAMPUS-UPB [13] 0.216

0.443∗
Regim Lab [13] 0.424
NLP-Lab [48] 0.395
HCMUS [13] 0.479
I2R_M 0.556∗

∗ Runs submitted after the official competition.
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Fig. 2. Effect of dropping each semantic attribute aspect on LSAT and LMRT.

As expected, we observe a drop of performance when a DL-based visual feature is excluded.
Particularly, in LSAT, removing the task-specific (NTCIR-13) indexing achieved by fine-tuning
the VGG16 network has the largest impact, suggesting it is the most important semantic aspect.
Considering that this feature is extracted by training on the annotation in the task-specific dataset,
it is supposed to be directly relevant in understanding the basic semantic information. Indeed, the
impact of other visual feature aspects (i.e. object, place, and MS-COCO) are lesser, with MS-COCO
having a moderate influence on u2. Thus, it is generally helpful to use all the features to achieve
higher accuracy. In the LMRT, all the attribute aspects seem to contribute to the performance
to a significant degree, with ImageNet1K, the task-specific aspect and MS-COCO being most
important for a small retrieval budget (F1@10), and MS-COCO and the task-specific aspect being
most influential for a larger budget (F1@50). In the summarization task on ImageCLEF-17 dataset,
we also observe a disparity between big and small summaries. For small summaries (F1@10),
attributes of centric object (trained in ImageNet) has little effect on the result, while the attributes
of Place and MS-COCO do have a moderate effect. For large summaries (F1@50), all three aspects
have an impact, with the centric object being most influential, and MS-COCO being least important.
Meanwhile, with the ImageCLEF-17 dataset, we observe a significant performance drop when only
the DL-based visual features are used (denoted as only visual, i.e. all attributes based on metadata are
excluded). This suggests the importance of meta-information in the task. Similar trend is observed
in the LSAT and LMRT tasks. Notwithstanding the differences in how much different attribute
aspects contribute to the overall performance, it is safe to say that it is beneficial to use multiple
semantic aspects to enhance performance.



Fig. 3. Effect of dropping each semantic attribute on LST task.

Fig. 4. Retrieval results with and without inhibitive feedback for query topic: “Preparing Salad” (a) images
correctly retrieved in both methods, (b) images retrieved with inhibitive feedback, (c) images retrieved without
inhibitive feedback. Images extracted from published dataset [21].

4.5 Impact of the chosen query parsing
From Table 3, it is remarkable to note that the automatic attribute selection made by the SRM
(I2R_S3) is competitive with the semi-automatic WordNet propagation parsing (I2R_S2) for the top
10 frames in the summary, and much better when producing a summary of size 50. This observation
is consistent throughout most of the ablation experiment (see Fig. 3), for which only when deprived
of the metadata or the places semantics does I2R_S2 outperform I2R_S3 for F1@50. This proves
the suitability of SRM to automatically finding the relevant classes for a given query. Critically,
when negative feedback is not considered, the discounted SRM method (i.e. I2R_S4) achieves and
an F1@10 of 0.285, and an F1@50 of 0.373, which is much lower than SRM with negative feedback.
In effect, the discounted SRM method simulates conventional methods [41, 53] in image retrieval
that only consider “relevant (1)” and “non-relevant (0)” semantic attributes. Apparently, applying
negative feedback is conducive to overall performance, i.e. inhibiting semantic attributes related to
negative samples does play an important role in the retrieval task.



We illustrate the effect of negative feedback through an example. For the query topic “Preparing
Salad”, there are specific requirements that the images show the lifelogger preparing a salad
in a kitchen or in an office environment; it further specifies that eating salad is not considered
relevant. The top 10 images retrieved using two methods are shown in Fig. 4, namely, I2R_S3 with
inhibitive feedback and I2R_S4 without inhibitive feedback. The first row (a) shows common images
correctly retrieved in both methods, where the common semantics include “guacamole”, “pot”,
“plate”, “kitchen”, “cup”, etc. The second row (b) has additional images from I2R_S3, which has two
true positives (b1 and b2) and three false alarms (b3, b4, b5). The last row (c) is from I2R_S4, which
are all false alarms. Importantly, other than two false positives (c4, c5) that are also found in (b),
three false alarms (c1, c2, and c3) are plausible results that shows the lifelogger eating food. A closer
look at the semantic attribute activation shows that both images has a relevant semantic attribute
“dinning table”, whereas they are considered as inhibitive in I2R_S4. Therefore, they are effectively
excluded with the negative feedback.

4.6 Discussions
Our method improves the performance of lifelog analysis in three aspects. First, the SRM method
bridge the semantic gap by providing an explicit, trainable model that achieves more effective
learning of the mapping relationship between the semantic attributes and high-level semantic
concepts. The experimental results show that in most cases, the SRM achieves equivalent or even
superior performance compared to hand-crafted methods. Critically, the SRM approach alleviates
the tedious trial-and-error process of human input, thus improving efficiency. Our method is
advantageous to traditional methods where query topics are either parsed by extracting keywords
from the query statement [53] or hand-crafting the semantic concepts and their weights [41, 57].

Second, we show that clustering the semantic attributes is effective. Based on the experimental
results, particularly the ablation studies, we show that different semantic aspects lead to higher
overall performance, whereas their contribution may vary depending on the nature of the dataset
and task requirements. According to Benchmark 1, the most important semantic aspects are the
task-specific attributes and time (Fig. 2). We observe that the DL-models trained on ImageNet
dataset produce less accuracy on semantic prediction, probably because the training dataset is
based on photos other than FPV lifelog. In contrast, the task-specific attributes provided by the
organizer are specifically annotated on the lifelog data.

In essence, accurate semantic description is the basis of image retrieval and summarization, as is
shown in the case of high importance of the task-specific attribute (NTCIR-13) in Benchmark 1
(Fig. 2). Moreover, multiple aspects seem to be conducive to the performance, whereas their impact
may vary. This may have been caused by two factors. (1) The accuracy of the semantic description
in the respective semantic aspect may be low, causing them to be more noisy than other attributes.
(2) Different aspects may share some common semantic concepts, so that in subsequent relevance
learning, their contributions covary with each other. Meanwhile, training multiple DCNN models
on the same dataset (as in [53]) need not lead to significant performance gain.

Third, the proposed SRM method is flexible to support multiple application scenarios. By adding
a ranking and event clustering procedure, the SRM can support effective lifelog summarization. It
can also be used to generate lifelog insights by extracting relevant images according to specific
insight topics. We have shown the applications of our method in a few open challenges of lifelog
information access on large-scale datasets. The tasks and dataset reflects those of real-world
applications. As such, we believe our method is scalable to alternative lifelog application cases. One
practical issue in real-world application is how to get the training set as is needed for tuning the
SRM. We propose that such information can be obtained from the regular maintenance routines of



lifelog users. For example, users may be prompt to label a few recent photos as interesting events.
The results from such maintenance actions can be used to classify future images. Nevertheless,
we have not attempted to provide real-time processing since lifelog data is collected over time
at low-temporal frequency. There is minimal requirement of processing live video frames in this
context.

One limitation of the SRM method is related to the over-fitting problem. This is because the SRM
matrix is learned from the ground truth data (i.e. the Learning Set). Therefore, the characteristics of
the ground truth will significantly influence the outcome of SRM learning. For example, a retrieval
task is concerned with the concept of sunset. It happened that in the Learning Set, many photos
of sunset have been taken when the user was in the car. Consequently, the learned SRM matrix
specifies a mapping relation between sunset and a set of semantics related to car interior, such as
window shield, steering wheel, car mirror, etc. Apparently, such a mapping is counter-intuitive and
not generalizable. Nevertheless, over-fitting is a common problem of data-driven machine learning,
which can be alleviated by gathering balanced and representative dataset.

5 CONCLUSIONS AND FUTURE WORK
Extending prior work [14, 29], we present a system to enhance semantic inference of lifelog images
and support a wide range of lifelog applications. The SRM is proposed to bridge the semantic
gap by extracting extended semantic attributes using recent DL models and connecting high- and
low-level semantic features using a novel SRM algorithm. The algorithm explicitly learns the
underlying relationship between search topics and image features, which is more flexible than
end-to-end learning approaches based on established DCNN. Currently, the SRM method requires
additional ground truth data, and the performance is heavily influenced by the characteristics
of ground truth. As such, the results may be biased and not generalisable. The effort made to
extract multiple aspects of semantic representations pays off as seen from the improved overall
performance when all the semantic aspects are used. This is because different models trained on
different dataset can facilitate higher semantic tagging accuracy and allow the system to learn
from the most effective aspects. We show with extensive experimental results that lifelog image
retrieval, summarization and visualization can be effectively realized based on the fundamental
capability of semantic understanding. This will be helpful to develop high-value-added services in
lifelog technologies.
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