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Abstract. Having received significant investment from both academia
and industry, cloud storage systems nowadays become the primary stor-
age space for cloud users’ data. Despite huge advantages and flexibility
that the cloud storage services bring to users, many challenges are hin-
dering the migration of users’ data into the cloud. The data privacy is one
of the most important challenges needed to be addressed. In this paper,
we design and implement an encryption service namely ESPRESSO (En-
cryption as a Service for Cloud Storage System) to securely protect the
users’ data by using advanced encryption algorithms. The flexible design
and the standalone property of ESPRESSO allow cloud storage service
providers to easily integrate it without heavy modification and imple-
mentation of their infrastructures. We conducted real experiments were
to assess the performance and effectiveness of the proposed service. The
experimental results also show the transparency of ESPRESSO that the
encryption time overhead is negligible compared to the total operation
time of a data management request.

Keywords: Cloud computing, cloud storage system, encryption, data
privacy, data protection

1 Introduction

Cloud computing is an emerging computing platform which organizes and sched-
ules services based on the Internet [1]. Cloud storage is a model of networked
online storage which has been used for data backup and archiving. With signif-
icant investment, many cloud storage systems such as Amazon Simple Storage
Service (Amazon S3) and Google Cloud Storage are providing cloud users high
data availability and the flexibility in data management, and they become the
primary storage space for users’ data. Thus, instead of storing and managing
data in local servers, most of users nowadays are moving their data into the
cloud and paying for storage and management service by a pay-per-use model.
In this sense, cloud users are sharing a common storage space offered by Cloud
Service Providers (CSPs). This characteristic raises several challenges which are
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hindering the migration of users’ softwares and data into the cloud [2]. Among
them, the security and data privacy is the most important challenge needed to
be solved. Indeed, when the users’ data is stored in plaintext/clear (i.e., without
any form of encryption) in such environment, they have no guarantee of data
integrity and confidentiality since their data is easy to be exposed to others.
Even though a CSP is regarded as a trusted entity, user’s outsourced data could
still be attacked from other users due to the shared storage space characteris-
tic of cloud storage systems. Therefore, users should be aware through the data
protection process of all the operations carried out to secure data stored in cloud
storage systems.

Data protection in cloud storage systems has been studied in numerous
works [3,4,5,6]. Current approaches mainly focus on user-centric authentication
services using an identity management (IDM) system such as a password-based
mechanism. However, the user’s data is not fully isolated and protected by using
only this approach since illegal users with stolen login information can access to
the login owner’s data without any authorization. Such attack problem is even
more severe if the CSP does not apply a strong firewall system which can be
broken by anonymous hackers. Driven by the need to secure growing cloud data
storage systems as well as high profile security breaches, encryption emerged as
one of the most effective means to protect sensitive data no matter where it
lives [7].

On the user’s side, users can encrypt data by themselves on their local ma-
chine before uploading the encrypted data to a cloud storage system. However,
this approach introduces an additional burden for users to manage the encryp-
tion key and operate the encryption software. Furthermore, users are required to
equip local machines which are capable of handling such a compute-intensive pro-
cess that incurs the time overhead. These issues make the user’s side encryption
approach difficult to realize or even impossible in some scenarios such as users
are using mobile devices. A provider’s side transparent encryption approach is
therefore needed. On one extreme, CSPs can provide the encryption to users as
an added value service with minimal additional cost. On the other extreme, this
encryption can be provided as a free charge service. It then becomes a compet-
itive advantage of a CSP against other CSPs to attract users and increase the
CSP’s reputation. Among existing CSPs, Google Cloud Storage provides such
encryption service. User’s data as well as its metadata are encrypted by using
128-bit Advanced Encryption Standard (AES-128). In addition, each encryp-
tion key is itself encrypted with set of master keys which are regularly rotated3.
Amazon S3 also provides Server Side Encryption (SSE)4 which encrypts not only
each object with a unique key but also the key itself with a master key that is
regularly rotated. It uses 256-bit Advanced Encryption Standard (AES-256) to
encrypt data.

3 Google Cloud Storage server-side encryption: http://googlecloudplatform.

blogspot.sg/2013/08/google-cloud-storage-now-provides.html
4 Amazon S3 SSE: http://docs.aws.amazon.com/AmazonS3/latest/dev/

UsingServerSideEncryption.html

http://googlecloudplatform.blogspot.sg/2013/08/google-cloud-storage-now-provides.html
http://googlecloudplatform.blogspot.sg/2013/08/google-cloud-storage-now-provides.html
http://docs.aws.amazon.com/AmazonS3/latest/dev/UsingServerSideEncryption.html
http://docs.aws.amazon.com/AmazonS3/latest/dev/UsingServerSideEncryption.html
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Only Google Cloud Storage and Amazon S3, which are commercial CSPs,
offer such a transparent encryption service. Many other CSPs do not have yet
this service such as Microsoft Azure5, GoGrid6, RackSpace7, etc. This observa-
tion inspires us to design and implement a standalone encryption service, called
ESPRESSO (Encryption as a Service for Cloud Storage System), for such CSPs
to integrate without heavy modification of the architecture and implementation
of their infrastructures. Furthermore, with ESPRESSO, we aim at providing a
configurable and flexible encryption service for both CSPs who can choose the
encryption algorithm based on their preference, and users who can specify the
critical level of their data (i.e., the sensitive level of the data). The data with
high critical level needs to be more securely protected. Last but not least, we
aim at providing ESPRESSO as a transparent encryption service which makes
users perceive no difference between with and without the encryption service in
terms of latency and complexity of data management operations.

The rest of the paper is organized as follows. Section 2 presents the prob-
lem statement including threat model and design goals. Section 3 describes the
design and architecture of the proposed encryption service. Section 4 presents
the detailed implementation and integration of ESPRESSO into the OpenStack
Swift storage system. Section 5 presents the experiments and analysis of results
which assess the performance and effectiveness of ESPRESSO. We discuss the
related work in Section 6 before we conclude the paper in Section 7.

2 Problem Statement

2.1 The System and Threat Model

In this paper, we consider the CSPs which focus on providing a data storage ser-
vice with significant storage capacity. Cloud users, who have different amount of
data, use the Internet backbone to interact with the CSP for data management:
upload, download, update and deletion. To simplify the data access control, we
assume in this paper that the data is only used by its owner. Data sharing
between data owner and data consumers is however widespread nowadays in
multiple domains. We will consider it as a future work.

To protect the data privacy, an encryption service is used to encrypt the
data before it is stored in the CSP’s storage space, and decrypt the data when-
ever users need to access data. Depending on the deployment domain of the
encryption service, different threat models can be introduced.

1. The first model applies the user’s side encryption approach. Cloud users
deploy the encryption software on their local machine or on a remote machine
in their trusted domain. This model allows users to have an over control on
the encryption service and to flexibly operate the service without needing

5 Microsoft Azure: http://www.windowsazure.com/en-us/
6 GoGrid: http://www.gogrid.com/
7 RackSpace: http://www.rackspace.com/

http://www.windowsazure.com/en-us/
http://www.gogrid.com/
http://www.rackspace.com/


4 ESPRESSO: An Encryption as a Service for Cloud Storage Systems

to trust another third party. However, users are generally not expert in the
security domain. The user’s machine therefore suffers the security risks such
as key exposure attacks or attacks from malicious programs. Furthermore, it
is not a straightforward task for non-expert users to take full responsibility of
encryption key management such as key generation, key storage and keeping
those keys always safe. Yet, if users are using scarce resource devices such
as mobile devices, deployment the encryption software on such devices is
impossible since the encryption is considered as a compute-intensive task.

2. Instead of deploying the encryption software and performing the data en-
cryption on the local machine, users can rely on a third party who deploys
the encryption software and provides it to users as a service. The third
party therefore takes full responsibility for managing the data encryption,
protecting the encryption server from the security attacks and preventing the
exposure of the users’ encryption keys. Assuming that the encryption service
is truthful and resistant to the security risks from different malicious users
other than the third party, users still have the sole concern on the adversarial
behavior of the third party. With the curiosity and economic purpose, the
third party might collude with a small number of malicious users to harvest
data contents when it is highly beneficial [8]. Furthermore, since users have
to retrieve the encrypted data to their local machine before uploading to
the CSP, the data integrity might be affected due to the possible corruption
during the data transfer.

3. In the third model, CSPs play the role of the third party presented in the
second model. CSPs deploy the encryption software on a server in its trusted
domain as one of its components. Users therefore benefit all advantages but
also suffer the security risks as mentioned above. The operation overhead
might be lesser since users do not need to manage the encrypted data. In-
stead, users upload the plaintext data to the CSP who will redirect the plain-
text data to the encryption server to encrypt before storing the encrypted
data in storage servers as shown in Fig. 1.

InternetUsers

Encryption 
serverStorage server

Storage server

Cloud Service 
Provider

Fig. 1: Architecture of a cloud storage system which deploys the encryption ser-
vice in its trusted domain, i.e., the encryption service is controlled and managed
by the CSP.

As described, each model of handling encryption service has advantages and
disadvantages. From the user’s point of view, we believe that the third model
brings to users the most advantages while assuming that users trust the third
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party in the second model and the CSP in the third model at the same level.
It is noted that, in this paper, we focus on protection of data at rest, i.e., data
is stored in storage space of CSPs. Nevertheless, we believe that data in motion
can be securely protected by using secure data transfer protocols such as SFTP
or FTPS.

Depending on the model, the encryption service may be designed and im-
plemented differently to assure that it efficiently operates at high performance.
We present in the next section the design goals of ESPRESSO, the encryption
service for CSPs as we advocate the third model presented above.

2.2 Design Goals

Architectural requirements To achieve a provider’s side standalone and
transparent encryption service, designing the architecture of such a service should
be carefully considered since the design directly affects the overall performance
of the system. In general, the designing step includes determining the number
of components and structuring the connection among them. In this encryption
service, two main components should be included. The first component is the en-
cryption key management. To increase the security and isolation between users,
a CSP may use different keys to encrypt different users’ data and a user may
have multiple keys for different data. Managing the database of encryption keys
becomes important to prevent leaking one’s key to another. Hence, the encryp-
tion key must also be encrypted and isolated to avoid its exposure. Additionally,
this component should also provide the key replication function. Since the data
availability is one of the most important requirements of a cloud storage system,
keys therefore need to be replicated to make sure that they are always available
for users’ requests.

The second component is data encryption management. ESPRESSO needs
to provide the flexibility for both CSPs and users. For CSPs, the service should
support multiple encryption algorithms. CSPs may choose one among supported
algorithms based on their preference to encrypt and decrypt users’ data. With
multiple algorithms, the design must allow CSPs to easily switch among algo-
rithms. Obviously, they cannot use one algorithm for encryption and another
algorithm for decryption of the same data. Thus, all algorithms should be de-
signed with the same API (input, output and functions). For users, the design
should allow them to specify an appropriate critical level for their data, i.e., the
sensitive level of the data. A higher critical data should be more securely pro-
tected. Thus, each critical level should be matched to a length of the encryption
key, assuming that the longer key is used, the higher critical level is guaranteed.

Additional components can also be included into the architecture. However,
the more complex the architecture is, the higher operation overhead and de-
ployment cost will incur. Since CSPs aim at providing a transparent encryption
service, it should make users perceive no difference between with and without
the encryption service in terms of latency and complexity of data management
operation. A clear and well-structured design of the system is therefore needed.
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It is also important to consider the number of servers for running afore-
mentioned components in regard to structuring the connection among them. A
clear-separated design leads to the separate deployment of service components
on different servers. This eases the operation and maintenance procedure. How-
ever, it introduces higher operation overhead and security issue since sensitive
information such as encryption keys will be exchanged between servers.

Choosing supported encryption algorithms and critical levels of data
As an another requirement of ESPRESSO, choosing the supported encryption
algorithms and critical levels of data is also important to achieve the flexibility.
There exists many encryption algorithms in the literature including symmetric
and asymmetric algorithms. It is crucial to analyze advantages and disadvan-
tages of each algorithm to choose it as a supported algorithm in the system.
A symmetric algorithm eases the implementation, however, it may not provide
high level of security while an asymmetric algorithm is more complex to manage
its key pair. Additionally, an asymmetric algorithm may take longer time for
data encryption and decryption.

On the critical level of data, users may have different requirements of data
privacy. For example, medical or financial information can be regarded as the
most sensitive data, whereas username and email address are relatively less sen-
sitive data. However, there is no such mechanism which differentiates the level of
privacy among users’ data on current cloud storage systems. Therefore, it is sig-
nificant to implement the functionality allowing users to specify the critical level
of their data. Then, depending on the specified critical level, CSPs determine an
appropriate key length to generate the encryption key for that data. Determin-
ing the length of encryption keys supported in the service has an impact on both
critical level and the transparency of the service. A short key reduces the latency
of the service, however, it may be easy to break. Thus, a suitable key length is
necessary to securely protect data but should not dominate the encryption and
decryption time.

APIs for integration to cloud storage platforms As a last requirement of
ESPRESSO, a well-designed integration API is also important since this allows
CSPs to integrate and to use ESPRESSO easily without heavy modification of
the architecture and implementation of the infrastructure. For instance, to pro-
vide an enhanced encryption service with a flexible critical level, the critical level
should be one of API parameters along with data to be stored and user identi-
fication. Depending on the design, other parameters could be added. However,
they should be carefully chosen since it may be difficult for CSPs to integrate
ESPRESSO with redundant parameters.

3 System Design and Architecture

Based on the design goals described in previous section, we now present the
architecture of a provider’s side encryption service, ESPRESSO. We first present
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the detailed architecture and then describe the method to handle the flexibility
and support multi-user scheme in ESPRESSO.

3.1 Architecture of ESPRESSO

Encryption as a Service

Master KeyKey Generator

Key 
EncryptorEncrypted Key 

Storage

Encrypted Key 
Replicator

Primary 
Keys DB

requests 
master key

requests key 
encryption/
decryption

requests/stores 
encrypted keys

replicates 
encrypted keys

updates DB

updates DB
Backup 
Keys DB

Keys 
Management

Data Encryption 
Management

Universal API

Data Encryptor

Encryption 
Algorithms

requests 
algorithm

requests 
keys

requests data 
encryption/
decryption

Encryption/
Decryption 
Requests

submitted

Fig. 2: Overall architecture and network flow in ESPRESSO.

The overall architecture of ESPRESSO is shown in Fig. 2 with two main
components: Data Encryption Management and Keys Management. Data En-
cryption Management is responsible for data encryption procedures while Keys
Management is responsible for management of users’ encryption keys.

The request flow of ESPRESSO is as follows. Universal API is the gate of
ESPRESSO which provides a wide range of interaction protocols allowing mul-
tiple CSPs to integrate ESPRESSO into their infrastructures. After receiving
encryption or decryption requests, Universal API delivers those requests to Data
Encryptor which is responsible for the encryption and decryption of users’ data
using algorithms implemented in the Encryption Algorithms component. Data
Encryptor requests encryption key from Keys Management component through
Key Generator which is the starting point of the Keys Management component.
Key Generator first requests for retrieving the key stored in Encrypted Key Stor-
age. If the requested key already exists, Key Generator receives this encrypted
key and sends to Key Encryptor to decrypt the key using a master key. If the
requested key does not exist in the database, that means the user is new on the
system or the key for that specific critical level does not exist, Key Generator
creates a new key and sends key encryption request to Key Encryptor. The new
key is then encrypted by a master key and sent back to Key Generator to store
it in Encrypted Key Storage. To increase the availability of encryption keys,
encrypted keys are replicated and stored in the backup key database.

3.2 Handling the flexibility and multi-user scheme

To provide CSPs the flexibility in choosing a preferred encryption algorithm,
ESPRESSO currently supports two algorithms which are AES and Blowfish.
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Both algorithms are symmetric. By choosing symmetric algorithms, we elimi-
nate the complexity of managing encryption key pairs which are supposed to be
stored on different physical machines. Furthermore, asymmetric algorithms are
considered as compute-intensive algorithms that have a negative impact on the
transparency of the service. Additional algorithms can also be integrated into
the system without breaking the architecture of ESPRESSO thanks to its agile
design.

On the critical level of data, ESPRESSO provides three different critical levels
by using three key lengths: 128, 192 and 256 bits for all supported encryption
algorithms. We believe that these three levels are enough to satisfy the users’
security requirements. Furthermore, a less than 128-bit key may be broken by
the modern machine while a more than 256-bit key will increase the latency
of the service. Thus, each user served by a CSP can have up to three different
keys corresponding to three critical levels: high level which uses 256-bit keys,
medium level which uses 192-bit keys and default level which uses 128-bit keys.
For a specific user, all the data with the same critical level are encrypted by the
same key. Since a CSP serves multiple users, each user is therefore identified by
a user identification. We tie the user identification to the critical level and the
encryption key, resulting in a tuple of < user id, critical level, key string > in the
encryption key database. Additionally, keys are generated on request of the CSP
for a specific user and critical level. Thus, different users have different keys, i.e.,
three keys of user A are different from that of user B. This prevents the problem
that user A uses his key to decrypt the data of user B.

4 Implementation and Integration

In this section, we first present the detailed implementation of ESPRESSO and
then describe the integration of ESPRESSO into the OpenStack Swift cloud
storage system.

4.1 Implementation of ESPRESSO

We have implemented ESPRESSO in Python which is selected based on its broad
adoption and efficiency. The detailed class diagram of ESPRESSO is shown
in Fig. 3. Inherited from the abstract UniversalAPI class, the SwiftAPI and
EucalyptusAPI classes allow Swift-based and Eucalyptus-based clouds to use
ESPRESSO. When a CSP receives an uploading or an updating request from a
user along with the required data critical level and the data content, the CSP
creates an encryption request whose parameters additionally include the user
identification: user id. The CSP sends the encryption request to ESPRESSO by
calling the encrypt data function in the implemented class of the UniversalAPI:
SwiftAPI or EucalyptusAPI. The request is then forwarded to the DataEncryp-
tor class. The encrypt data function of the DataEncryptor class, which has three
parameters: user id, critical level and data, contains the code instructions for
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MasterKey

espresso.keymnt

+ getMasterKey()

KeyEncryptor

- masterKey

+ encryptUserKey(user_key)
+ decryptUserKey(encrypted_key)

KeyGenerator

- keyEncryptor
- keyStorage

+ getUserKey(user_id, critical_level)

KeyStorage

+ getUserKey(user_id, critical_level)
+ storeUserKey(user_id, critical_level, encrypted_key)

- keyReplicator

KeyReplicator

+ replicateKey(key_id, encrypted_key)
espresso.enmnt

UniversalAPI

- dataEncryptor

EucalyptusAPI

+ encrypt_data(user_id, critical_level, data)
+ decrypt_data(user_id, encrypted_data)

SwiftAPI

+ encrypt_data(user_id, critical_level, data)
+ decrypt_data(user_id, encrypted_data)

+ encrypt_data(user_id, critical_level, data)
+ decrypt_data(user_id, encrypted_data)

DataEncryptor

- keyGenerator
- algorithm

+ encrypt_data(user_id, critical_level, data)
+ decrypt_data(user_id, encrypted_data)

Algorithm

+ encrypt_data(key_string, data)
+ decrypt_data(key_string, encrypted_data)

AESAlgorithm

+ encrypt_data(key_string, data)
+ decrypt_data(key_string, encrypted_data)

BlowfishAlgorithm

+ encrypt_data(key_string, data)
+ decrypt_data(key_string, encrypted_data)

Fig. 3: Class diagram of ESPRESSO.

preparing the encryption. The code includes instructions for requesting the en-
cryption key from the KeyGenerator class, initializing the encryption algorithm
instance based on the preference of CSP and finally calling the encrypt data
function implemented in the AESAlgorithm or BlowfishAlgorithm class with
two parameters: key string and data. We additionally implemented an abstract
class namely Algorithm for the AESAlgorithm and BlowfishAlgorithm classes to
inherit. This allows us to easily add different algorithms to the service in the
future. The algorithm selected by the CSP is saved in an INI configuration file
with simple format, for example, [algorithm]name = AES. The data encryption
and decryption are actually performed in these inherited classes. For the mo-
ment, instead of implementing all encryption algorithms by ourselves, we use a
Python library namely PyCrypto8.

Since the critical level parameter is needed to retrieve the encryption key for
data decryption in the future, users however may or may not remember which
level they set for their data in the past. We therefore include the critical level
parameter in the output of the encrypt data function. Thus, it is stored with the
encrypted data in the storage server of the CSP. When there is a data retrieval
request from a user, the CSP gets the encrypted data from the storage server
and passes it to ESPRESSO with the user id parameter in a decryption request.
The DataEncryptor class first extracts the critical level from the encrypted data
and then launches the decryption with the appropriate algorithm. This explains
why all decrypt data functions do not have the critical level parameter.

To provide users a friendly manner to specify the data critical level, we
decode the three proposed critical level by three letters: A stands for the highest
critical level which uses 256-bit keys for encryption and decryption, B stands for

8 PyCrypto: https://www.dlitz.net/software/pycrypto/

https://www.dlitz.net/software/pycrypto/
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Table 1: Structure of the encryption keys table in MySQL
Field Type Description

key id Integer Key identification: auto increment field

user id String User identification

critical level Character Critical level of user’s data

key string String Key string for encryption and decryption.

the medium critical level which uses 192-bit keys and C stands for the default
critical level which uses 128-bit keys. Theses three symbolic letters hide the
complex technical details of critical level from end users who are not expert in
the security domain. The default critical level is also used to encrypt and decrypt
data in case where users do not determine their preference. This assures that all
users’ data are protected in the cloud.

On the encryption key management, keys are generated by the Random li-
brary supported in Python. Each key is a randomly generated string including
alphabet and numbers with length depending on the critical level. All keys are
stored in a MySQL database whose the structure of the key table is shown in
Table 1. The KeyEncryptor class uses the same algorithm, i.e., AES or Blowfish,
to encrypt the users’ encryption keys with a master key retrieved from the Mas-
terKey class. Since we use MySQL database for storing the users’ encryption
keys, the implementation of the KeyStorage and KeyReplicator classes simply
contains code instructions for interacting with MySQL database, i.e., formulat-
ing SQL query statements and connecting to the database to execute the query.

4.2 Integration of ESPRESSO into OpenStack Swift

As a standalone encryption service supporting multiple integration APIs, ESPRESSO
can be integrated into any existing cloud platform. However, as we cannot test
and validate ESPRESSO on a commercial and production cloud platform such as
Amazon S3 or Google Cloud Storage, we look for open-source cloud platform for
this purpose. We choose the OpenStack Swift object-based cloud storage system
which is one of well-known open-source cloud platforms and it is widely used in
both research community for experimental purpose and industry for commercial
purpose.

OpenStack Swift As shown in Fig. 4, OpenStack Swift (Swift for short) mainly
consists of one or multiple proxy servers and storage servers depending on the
scalability level of the system. To interact with Swift for data management, users
first have to request for an authentication token by using their username and
password. The authentication token, which has a default lifetime of 12 hours,
is issued by the identity service, the Keystone server9. It is then used for all
data management requests during its validation period. When there is a data
management request, the proxy server first checks whether the authentication

9 OpenStack Keystone: https://wiki.openstack.org/wiki/Keystone

https://wiki.openstack.org/wiki/Keystone
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token received from the user is authentic through the Keystone server. If the
token is valid, the user’s request is then forwarded to the appropriate storage
server where the user’s data is located. The storage server then processes the
request with the data object and manages the associated metadata [3].

Internet

Storage 
server

ESPRESSO
server

Keystone
server

switch

Swift

REST requests

Users

CSP trusted domain

Storage 
server

Storage 
server

Proxy
server

switch

Fig. 4: Integration of ESPRESSO into OpenStack Swift.

Integration of ESPRESSO into OpenStack Swift The integration of
ESPRESSO into Swift is presented in Fig. 4 where we add the ESPRESSO
server as a novel component of the cloud platform. As a standalone service,
ESPRESSO is deployed on a separate server rather than becoming an internal
component of Swift. This avoids breaking down the Swift’s original code struc-
ture. The integration involves determining a proper place in Swift source code
where ESPRESSO will be connected by using provided APIs and adding code
instructions to realize that connection.

Two Swift server entities participate in the process of data object transfer to
and from the user’s machine: the proxy server and storage server. It is obvious
that the encryption and decryption should be initialized on one of these servers.
Our first thought was to initialize encryption and decryption on the storage
server. However, this would force us to modify a lot of Swift code sections to
forward the user identification and the data critical level from the proxy server to
the storage server. Thus, it seems that the proxy server initializing encryption on
ESPRESSO leads to simpler and more transparent data flows. The data stream
arrives to the proxy server and it is redirected to the ESPRESSO server for
encryption or decryption. The data does not need to be cached on the proxy
server to perform any operation.

Since the encryption and decryption happen only when users have down-
loading, uploading or updating requests which correspond to GET and PUT
methods in RESTful API supported by Swift, all of modifications were made
to the swift/proxy/controllers/obj.py module at two functions: GET(self, req) and
PUT(self, req). Since we provide a Web Server Gateway Interface (WSGI) in the
SwiftAPI class, the encryption and decryption requests are initialized by using
the HTTP or HTTPS connection. The pseudocode for encryption and decryp-
tion calls from Swift is presented in Algorithm 1. The total number of code lines
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Algorithm 1 Encryption and Decryption calls

Input: data, user id, critical level if the request is an encryption; encrypted data and
user id if the request is a decryption; the ESPRESSO server address: espresso server
for both requests.

Output: Encrypted data if the request is an encryption; plaintext data if the request
is a decryption.

1: connection = HTTPConnection(espresso server); /*Initialize an HTTP or HTTPS
connection*/

2: connection.putrequest(’EN’, ”); /*Send the request method: ’EN’ for encryption
and ’DE’ for decryption*/

3: for header in headers do /*Send all HTTP headers: user id, critical level*/
4: connection.putheader(header name, header value);
5: end for
6: for chunk in data do /*Send data by chunks*/
7: connection.send(chunk);
8: end for
9: response = connection.getresponse(); /*Waiting for response*/

10: Extract encrypted data or plaintext data from the response
11: return

added is less than 50 for both methods. This assesses the easy and light adoption
of ESPRESSO in any cloud storage platform.

On the user’s side, this integration does not complicate the data management
operation. Only the uploading and updating requests require one more parameter
to be added: the data critical level. For instance, if users use cURL10, which is
a command line tool compatible with the RESTfull API, to interact with Swift
for data management, the data critical level will be added as a novel header.
The following example shows the difference of the commands for uploading a file
before and after the encryption service is integrated. The additional header is
highlighted in bold text.

– Before the encryption service is integrated, i.e., without the encryption we
have:

curl -X PUT -H ’X-Auth-Token: xxx’

-T /home/test file.xml

http://xx.xx.xx.64:8080/v1/test/

mycontainer/test file.xml

10 cURL: http://en.wikipedia.org/wiki/CURL

http://en.wikipedia.org/wiki/CURL
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– After the encryption service is integrated, i.e., with the encryption we have:

curl -X PUT -H ’X-Auth-Token: xxx’

-H ’x-critical-level:A’

-T /home/test file.xml

http://xx.xx.xx.64:8080/v1/test/

mycontainer/test file.xml

Even if users do not set anything for the data critical level when they use
the integrated version, ESPRESSO will automatically assign the default level,
i.e., C, to encrypt the user’s data. This assures that all users’ data is protected
with at least the default critical level.

5 Experiments and Performance Evaluation

5.1 Experiment setup

The integrated Swift storage system is deployed using two dedicated physical
servers on the same rack of the Communications & Networks Lab (CNL), Na-
tional University of Singapore. The Swift storage system was installed on the
server xx.xx.xx.64 and ESPRESSO was installed on the server xx.xx.xx.65.
The servers are PowerEdge C6220 with Intel(R) Xeon(R) Processor E5-2640
2.50GHz, 24GB RAM. In all experiments, we used real data files which are
downloaded from the Wikipedia archive11. The file size varies from several MB
to 4GB that allows us to evaluate the efficiency of the encryption algorithm
with different loads. Three following performance metrics were considered for
evaluation:

– Latency of encryption algorithms: To show the efficiency of encryption algo-
rithms, we first measure the encryption time with different key lengths for
the same encryption algorithm. In addition, we compare the encryption time
of two different encryption algorithms with the same key length.

– Latency of the Swift storage system with and without ESPRESSO: To
show the transparency of ESPRESSO, uploading time with and without
ESPRESSO are compared. Furthermore, detailed encryption time overheads
are measured to observe which overhead mostly impacts on the uploading
time.

– Impact of network bandwidth: To show the impact of network bandwidth
from client to the Swift server, a client server which is distant from the Swift
server is needed for this experiment. In addition, we apply two different
network connections, i.e., WiFi and wired connection, to observe the impact
on the operation time.

11 Wikipedia archive: http://dumps.wikimedia.org

http://dumps.wikimedia.org
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Those three experiments were performed during a week. For each experiment,
we performed 5 times to measure the average and standard deviation values of
performance metrics. Thus, there is a total of 500 data files which were uploaded
and downloaded from the system during the experiment period.

The objective of all experiments is to show the effectiveness of the encryp-
tion service and to prove that the integration of the proposed service does not
introduce a large overhead in terms of waiting time of users when they upload
or retrieve data files.

5.2 Performance analysis

Evaluation of encryption algorithms In the first experiment, we evaluate
the efficiency of the encryption algorithm by measuring the encryption time.
Fig. 5 presents the encryption latency of the AES algorithm with respect to
the data size. We executed the AES algorithm with three different key lengths:
128-bit, 192-bit and 256-bit. It is expected that with the same key length, the
larger data volume, the longer time needed to complete the encryption. With
the largest file at 4GB, the encryption time with 256-bit key is 93 seconds. We
believe that this latency is negligible regarding the overall operation time of
the whole system when we integrate ESPRESSO into any cloud storage system.
Comparing the latency of the AES algorithm with three key lengths, it is trivial
that the longer key needs longer time to complete the encryption, however, it
generates a more robust encryption, i.e., the data is more securely protected.
Therefore, users must consider the trade-off between the encryption time and
the critical level.
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Fig. 5: Encryption time of the AES algorithm with respect to the data size.

We also measured the encryption time of the Blowfish algorithm and observed
that there is the same behavior as the AES algorithm. Comparing the robustness
of AES and Blowfish is out of scope of this paper. To the best of our knowledge,
AES and Blowfish are currently considered as unbreakable encryption algorithms
with key at least 128-bit length. Thus, choosing AES or Blowfish is based only
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on the preference of CSPs. In Fig. 6, we present the encryption time of the
AES and Blowfish algorithms with respect to the data size and with the same
key length, 256 bits. The experimental results show that the Blowfish algorithm
needs a longer time to complete the encryption for the same data compared
to the AES algorithm. Indeed, since Blowfish uses a 64-bit block size while
AES uses a 128-bit block size, the number of blocks processed by Blowfish is
doubled compared with AES. The processing overhead between blocks leads to
the longer time for Blowfish. Additionally, the standard deviation of Blowfish
is relatively higher than that of AES. The experimental results also show that
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Fig. 6: Comparison of encryption time of AES and Blowfish.

the decryption time when users retrieve data from the Swift server is almost
the same as the encryption time as expected, which is the nature of encryption
algorithms supported in the proposed service. Thus, to avoid the redundancy,
we will not present the results on decryption time.

Integrated system validation To validate the integrated system, we run the
Swift client on a machine located in the same LAN and the distance between
the client machine and the Swift server is less than 100 meters. Thus, the data
transfer time from the client to the Swift server is affected by the network usage
of other users in the building. A bash script has been developed to automati-
cally upload or download a file in a time interval of 5 minutes. The encryption
algorithm is AES and the critical level of data is A, i.e., using 256-bit key for
encryption and decryption.

Fig. 7 shows the uploading time of files from the client machine to the Swift
storage system with and without ESPRESSO. In the case without the encryption
service, the total time can be considered as the data transfer time from the client
to the Swift server. It is expected that the uploading time to the storage system
with ESPRESSO is longer than that without ESPRESSO since an additional
time overhead is needed for data encryption. This overhead includes data transfer
time from the Swift server to the ESPRESSO server, the encryption time and the
transfer time from the ESPRESSO server back to the Swift server for resulted
data. In the worst case, the uploading time increases up to 63.95% compared
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with the case without the encryption service. The details of the encryption time
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Fig. 7: Comparison uploading time with and without encryption service.

overhead is presented in Fig. 8. From this result, we can observe that the largest
portion of the encryption time overhead is from the encryption time. The data
communication time includes the time for Swift to send data to ESPRESSO and
receive the results when ESPRESSO finishes the encryption. However, as we used
the PyCrypto library, we could not improve the performance of the encryption
algorithms. Additionally, this is not our focus in this paper. The data transfer
time between the Swift server and the ESPRESSO server is small since they are
installed on the same rack. The transfer is therefore not affected by other users.
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Fig. 8: Details of the encryption time overhead.

Impact of network bandwidth In practice, users are not always located
nearby the cloud storage system. Therefore, the data transfer time from the
user’s location to the storage system is much larger than that presented in pre-
vious experiment. Indeed, we did the third experiment by running the client
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machine locating 3 kms from the Swift server, using the Internet backbone for
transferring data. In Fig. 9, we present the total uploading time of data files
when the client machine uses the WiFi connection and wired connection. We
also plot the total encryption time overhead to make a comparison with the to-
tal uploading time. The results show that the data transfer time from the client
to the Swift server dominates in both cases: the WiFi and wired connection.
With the largest file with the WiFi connection, the total uploading time is up to
37.45 mins while the encryption time overhead is only 2.75 mins, corresponding
to 7.34% of the total uploading time. From the point of view of a user who is
very sensitive with the waiting time, he may still not accept such overhead. How-
ever, considering the security aspect that the user’s data is securely protected
by CSPs, we believe that the cost represented by the time overhead is worth for
such a security service.
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Fig. 9: Total uploading time from a distant client.

In conclusion, these experiments assess the validity of the proposed encryp-
tion service. The observed encryption time overhead is small enough to be neg-
ligible compared to the total uploading time.

6 Related Work

Various security related issues and concerns in cloud computing have been iden-
tified and under study including data privacy [9,?,?], data protection [10] and
access control [8,11]. On the data protection using the encryption mechanism,
most of literatures have focused on providing a user’s side encryption tool and the
mechanism which allows the owner to share his data with different consumers.
The study of [12] proposed an Identity-Based Authentication (IBA) scheme by
which the data owner can share his encrypted data stored in the cloud. The
authors restricted the data sharing only for the data owner and data consumers
who are in the same domain. Since the encryption and decryption are performed
on the user’s side, this requires more effort from users to manage the key and
the encryption operation.
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In [4], the authors presented YI Cloud, an end-to-end framework for pro-
tecting the data privacy in the cloud storage system. The framework includes
two components: a client component which is deployed on the user’s machine
for encryption and key management, and a server component installed on Sec-
tor [13] for user account verification and management of data storage nodes.
Again, this framework requires users to manage the encryption on their local
machines which sometimes lack of resources due to the computing-intensive na-
ture of the encryption. Yet, both [12] and [4] did not provide the flexibility for
providers nor users in choosing the encryption algorithm and data critical level
as ESPRESSO did.

In [11], a progressive encryption system has been proposed based on Elliptic
Curve Cryptography. The system allows data owner to share his encrypted data
stored on the cloud with other data consumers without revealing the clear data
to untrusted cloud providers. In this system, a piece of data is first encrypted
on the user’s machine before being stored on the cloud and then re-encrypted
on the cloud before being shared. The re-encryption is performed on the cloud
without decryption to avoid revealing the clear data. The decryption is finally
performed on the data consumer’s machine. The work did not present any real
experiment to assess the effectiveness of the approach. We believe that this
approach involves a large amount of computation, thus introduces high latency.
Furthermore, [11] only focused on the encryption algorithm and the sharing
mechanism while we aim at providing an entire encryption service which can
be adopted by any existing CSP. Also focused on data sharing in the cloud, [8]
proposed a secure and scalable fine-grained data access control scheme for cloud
computing by combining attribute-based encryption with techniques of proxy
re-encryption and lazy re-encryption. Both [8] and [11] considered a different
threat model where users do not trust any third party such as cloud providers.
Therefore, users must take full responsibility for the data encryption and key
management on their local machines.

In [6], the authors presented PasS (Privacy as a Service), a set of security pro-
tocols for ensuring the privacy of user data stored in the cloud. PasS also allows
users to determine the privacy of their data by implementing user-configurable
software protection and data privacy mechanisms. Based on the privacy level,
the CSP allocates a different logical storage partition and this can be realized
by using cryptographic coprocessors. Although presenting a provider’s side en-
cryption service, this work assumed that the encryption service is maintained
by a third party that is trusted by cloud users as well as CSPs. We argue that
instead of trusting the third party, CSPs can integrate ESPRESSO as a security
component in their infrastructures. Thus, they can increase the reputation and
help cloud users alleviate the security concerns with the third party.

7 Conclusions and Future Work

In this paper, we proposed ESPRESSO, a standalone and transparent encryption
service for cloud storage systems. On the provider’s side, ESPRESSO provides
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CSPs the flexibility of choosing their preferred encryption algorithm by support-
ing two algorithms: AES and Blowfish. With the flexible design, CSPs can easily
integrate ESPRESSO without heavy modification and implementation of their
infrastructures. A total of 50 lines of codes were added to integrate ESPRESSO
into the Swift storage platform. On the user’s side, ESPRESSO provides three
data critical levels which allow users to specify an appropriate level of their data.
Depending on the critical level, a higher critical data will be more securely pro-
tected by using a longer key for encryption. Additionally, the integrated system
with the encryption service does not require much effort from users to make
their data protected. Only a novel parameter needs to be added in a data man-
agement request. The real experiments on the Swift storage system show that
the introduced encryption latency can be considered negligible compared to the
total operation time of a data management request. All these advantages make
ESPRESSO practical for any CSP to integrate and use ESPRESSO on a pro-
duction level. It aids users to alleviate security concerns and increase trust in
the cloud service.

Since we only considered Swift as the first cloud platform for our evaluation,
we will further extend experiments to other cloud platforms such as Eucalyptus
to validate the effectiveness of ESPRESSO.
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