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Abstract

In this paper, we introduce a cross-layer framework for enhancing privacy in RFID systems.
The framework relies on mechanisms in the physical (PHY) layer, as well as the medium access
control (MAC) layer, to provide flexible protection over the unique identifiers of RFID tags.
Such a framework prevents adversaries and malicious parties from tracking RFID tags through
the monitoring of their unique identifiers. More specifically, our framework relies on masking
of the identifier at the PHY layer, whereby bit-collisions are induced between the backscattered
tag identifier and a protective mask such that a legitimate reader can be allowed to recover
the tag identifier but an illegitimate party would not be able to do so. To strengthen the
level of protection provided by the bit-collision masking method, we present the randomized bit
encoding scheme that is used in our framework. In addition, we also incorporate mechanisms in
the MAC layer and make use of cross-layer interactions between the MAC and the PHY layers
to provide flexible privacy protection. This allows tags that do not require privacy protection
to be read conveniently while allowing tags that need to be protected to stay protected.

1 Introduction

In recent years, we have witnessed the proliferation of Radio Frequency Identification (RFID)
technology in the retail, manufacturing and logistics industries, as well as point-of-sale and
payment services. Essentially, RFID technology relies on RFID readers to remotely retrieve
information from RFID tags and each tag contains a unique identifier that allows a reader to
identify the tag from other tags. Since the tag identifier is usually backscattered in clear, this
poses privacy issues. For example, a malicious party can eavesdrop during the transmission to
identify and track the tag, thereby violating its privacy. Such a violation becomes serious when
the tag reveals further information or when background information is available that enables the
malicious party to link the tag identifier to the identity of the tag’s owner. As RFID technology
becomes more and more ubiquitous, such issues would become more prominent. In this paper,
we propose a cross-layer privacy protection framework to mitigate the RFID privacy problem.

In RFID systems, the process whereby a reader reads the unique identifier of a tag and
identifies it from a number of tags that are within the RF field of the reader is known as
singulation. The objective of our framework is to allow RFID tags to be singulated by authorized
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readers without allowing unauthorized parties to identify or track the tags. In our framework,
we rely on a physical (PHY) layer privacy protection mechanism that is similar to the backward
channel protection method proposed by Choi and Roh in [1]. In that method, the RFID reader
would transmit a masking signal simultaneously as the tag is transmitting its unique identifier.
This causes bit-collisions that can only be recovered if the mask is known. Hence, by having the
reader keep the mask secret, only the reader itself would be able to recover the tag identifier.
Any other reader that is eavesdropping on the transmission would not be able to recover the tag
identifier. However, this method suffers from the ‘same-bit’ problem, in which some bits of the
identifier could still be disclosed. In this paper, we propose the randomized bit encoding scheme
to alleviate this problem and provide stronger protection to preserve the privacy of RFID tags.

Besides the ‘same-bit’ problem, we find that Choi and Roh’s method suffers from another
flaw – it can only protect against eavesdroppers but not unauthorized interrogators. Choi
and Roh’s method relies on a legitimate reader to provide the masking protection while the
tag ‘blindly’ backscatters its unique identifier. There is no authentication mechanism (due to
resource constraints) for the tag to check whether the reader is a legitimate one and ensure that
the tag always reports its unique identifier only to legitimate readers. The tag would simply
backscatter its unique identifier to any reader, including unauthorized interrogators. Hence, an
unauthorized reader can interrogate the tag to obtain its unique identifier. To protect against
both eavesdroppers and unauthorized interrogators, we propose an enhanced system model,
which uses a trusted mobile device that is RFID-enabled and kept in proximity to the tags
to enforce privacy protection. This device, which we refer to as the Privacy Enhancement
Device (PED), would be equipped with the capability to perform mutual authentication with
an RFID reader and to check if a reader is an authorized one. The PED will also be responsible
to transmit masking signals to protect the tag identifier, whenever necessary.

Unlike some works that only provide privacy protection for a specific medium access control
(MAC) layer protocol, our framework is designed to support Aloha-based and tree-walking-
based singulation protocols. In fact, we contend that most RFID singulation protocols can
be supported under our framework. The only requirement is that tags need to singulate with
random pseudo-identifiers, instead of their actual identifiers. To preserve the privacy of tags,
each tag needs to generate some random number, which is used as its pseudo-identifier in the
MAC layer protocol during singulation. When the pseudo-identifier is selected by the reader,
the tag will then report its actual identifier. At this point, the PED will simultaneously transmit
a secret mask to protect the tag identifier. For greater flexibility, our framework makes use of
the selective identifier masking method presented in [2] and relies on cross-layer interactions
between the MAC and PHY layers to provide flexible privacy protection. This allows tags that
do not require privacy protection to be read conveniently while allowing tags that need to be
protected to stay protected.

To analyze the proposed framework, we performed some theoretical analysis and simulations.
The results show that our framework provides significant improvement towards protecting tag
identifiers against disclosure to adversaries. The related performance issues and overheads were
also investigated. In general, we find that our framework provides an effective measure towards
protecting the privacy of tags, while keeping the overheads low. The rest of this paper is
organized as follows – in section 2, we introduce the background and related work. In section
3, we describe our motivation and contributions. In section 4, we present the randomized
bit encoding scheme. In section 5, we describe our cross-layer framework for flexible privacy
protection. In section 6, we analyze the security and performance of our framework. Finally,
we wrap up the paper with our conclusion in section 7.
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2 Background and Related Work

Singulation in RFID systems is pretty much analogous to medium access control in local area
networks. Its goal is to resolve collisions between transmitting tags so that at the end of it, a
single tag is selected to be read by the reader. During singulation, tags are typically identified by
their unique identifiers, which poses a problem to privacy. For example, in the commonly-used
binary tree-walking scheme, an adversary that eavesdrops on the queries transmitted during
the tree-walking process can determine the unique identifier of the tag. In [3], Weis proposed
the randomized tree-walking scheme to protect a tag’s unique identifier during the tree-walking
process. This works by having each tag generate a random number to act as a pseudo-identifier,
which is used in place of its actual unique identifier during singulation. At the end of the tree-
walking process, the tag then reports its actual identifier over the backward channel (tag-to-
reader channel), which is assumed to be safe from long-range eavesdropping. Since the pseudo-
identifier changes with every singulation session, a long-range eavesdropper that is monitoring
the tree-walking process would not be able to track any tag. However, if the adversary is able
to get within close proximity of the reader and tag, he would still be able to eavesdrop on the
actual tag identifier transmitted over the backward channel.

In [1], Choi and Roh proposed a method to strengthen the randomized tree-walking scheme
by protecting the backward channel when the tag reports its actual identifier. The method
involves the reader transmitting a mask at the same time when the tag is backscattering its
identifier. This induces a collision between the tag’s identifier and the mask that can only be
resolved if the mask is known. Hence, an eavesdropper would not be able to identify the tag
without knowledge of the mask. Fig. 1 illustrates the singulation protocol that incorporates
Choi and Roh’s backward channel protection method and Fig. 2 shows the transmitted and
received bits under the method. In our framework, we adopt a similar concept of transmitting
a mask to induce bit-collisions on the transmitted tag identifier for privacy protection at the
PHY layer. We shall refer to such a process of protecting the tag identifier as ‘bit-collision
masking’. At the same time, we also observed some weaknesses and vulnerabilities in Choi and
Roh’s method. To mitigate those weaknesses and vulnerabilities, we propose the randomized
bit encoding scheme and advocate the use of an improved system model.

There exists a few other related works on privacy preservation in RFID systems. In [4],
Juels, et al. proposed the ‘blocker’ tag, which is a device that simulates RFID tags during
tree-walking singulation. The blocker tag works by responding to singulation queries of a reader
such that the reader is led to traverse the entire tree. This way, the presence of actual tags
that are to be protected is hidden from unauthorized readers. In [5], Rieback, et al. proposed
a mechanism known as “selective RFID jamming”, in which a battery-powered mobile device is
used to selectively transmit jamming signals to block responses from tags. The mobile device
holds an access control list (ACL), which specifies the queries that may be allowed from readers.
In [6], Castelluccia and Avoine made use of the concept of RFID signal masking to create a
protocol for exchanging secrets between a tag and a reader. This was achieved with the help of
a noisy tag, which generates and transmits noise when a normal tag is transmitting some codes
to the reader. The noise that is transmitted collides with the codes such that an eavesdropper
cannot completely recover the bit values transmitted by the tag. In [7], Juels, et al. proposed
the use of an ‘RFID Enhancer Proxy’ (REP), which is a high power device that can acquire
the identity of RFID tags. Tags that have their identities acquired by the REP will remain in
dormant mode until their identities are released back to them. The REP will then take part in
the singulation process on their behalf. For security, the REP is equipped with the capability
to authenticate readers to ensure that private information is only communicated to authorized
readers.
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Figure 1: The singulation protocol incorporating Choi and Roh’s method.

Figure 2: Resolution of an induced collision under Choi and Roh’s method.
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3 Motivation and Contributions

In this work, we seek to devise a well-rounded solution to preserve the privacy of RFID tags by
protecting the transmission of unique tag identifiers during singulation. In our solution, we build
our protection mechanism based on the backward channel protection method by Choi and Roh,
and at the same time, propose enhancements to mitigate some weaknesses and vulnerabilities
that we had observed in that method.

From Fig. 2, we can observe that Choi and Roh’s method does not completely protect the
tag identifier since some bits of the identifier are disclosed. This occurs due to the ‘same-bit’
problem – a phenomenon that was also observed by Castellucia and Avoine in [6]. When a bit in
the tag identifier and the corresponding bit in the mask have the same value, a collision would
be avoided and the bit can be properly decoded by any receiver. Hence, an eavesdropper can
identify the bit that was transmitted. Due to this ‘same-bit’ problem, each singulation session
would disclose some bits of the tag identifier to an adversary. Given a randomly generated
mask, the probability that a bit transmitted by the tag collides with the corresponding bit in
the mask is 0.5. When a collision occurs, the probability that the eavesdropper makes a correct
guess to the value of the bit is 0.5. When a collision is avoided, the corresponding probability
is 1. Hence, the probability that an eavesdropper makes a correct guess to a transmitted bit
under bit-collision masking is given by

Prob(correct guess to a transmitted bit under bit-collision masking )

= 0.5(1) + 0.5(0.5)

= 0.75 (1)

The probability that an eavesdropper makes a correct guess to a transmitted l-bit identifier
under bit-collision masking is

Prob(correct guess to l-bit identifier under bit-collision masking)

= (0.5(1) + 0.5(0.5))l

= (0.75)l (2)

To effectively protect a tag’s unique identifier from disclosure, it is necessary for l to be large.
However, for low-cost RFID tags with memory constraints, this may not be feasible. For ex-
ample, tags that conform to the EPC Class-1 Gen-2 standard [8] contain an electronic product
code (EPC) that is 96 bits but 16 of these bits are used for protocol control (PC) and another
16 bits are set aside for cyclic redundancy check (CRC), leaving only 64 bits for identification
purposes. Moreover, these 64 bits are not completely random since they are product-related
and an adversary with some background knowledge would have a higher chance of guessing the
masked code correctly. Hence, stronger protection mechanisms need to be in place. One of our
key contributions in this paper is to introduce the randomized bit encoding scheme to alleviate
the ‘same-bit’ problem and offer stronger protection over the tag identifier.

We observe further that Choi and Roh’s method suffers from another flaw. By having the
reader transmit the masking signal, the method relies on the reader behaving in a trustworthy
manner. If the reader misbehaves and refuses to transmit a mask, the tag identifier will be
exposed to eavesdroppers. Furthermore, there is no mechanism to ensure that the tag is com-
municating with a legitimate reader and not a malicious (or illegitimate) one. These threats
can be prevented by having the reader authenticate itself to the tag before the tag reports its
identifier. However, designing secure tag-reader authentication while attempting to preserve tag
privacy is a highly challenging task. Moreover, authentication mechanisms are generally too
costly to be effectively implemented on low-cost tags. Hence, we propose privacy protection to
be enforced by a separate trusted device that is capable of authenticating the reader. For conve-
nience, this device should be a mini mobile device that is RFID-enabled. We shall refer to such
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a device as the ‘Privacy Enhancement Device’ (PED). This is motivated by existing works
in [5], [6] and [7], which advocate the use of a trusted mobile device to protect the privacy of
tags. Prior to singulation, the PED would first perform mutual authentication with the reader
and thereafter, set up a secret session key, which will be used to generate secret masks. During
singulation, the PED would be activated to carry out bit-collision masking when a tag reports
its unique identifier. Ideally, the PED is possessed by and comes under the control of the tag
owner. During operation, the PED would be kept in close proximity to the tags that are to
be protected. Under such a system, the unique identifier of an RFID tag is protected against
eavesdroppers as well as unauthorized interrogators.

In an RFID-enabled environment that uses the PED to preserve privacy, readers will need
to register themselves and be identified as legitimate (or authorized) in order to read tags.
Such a system helps to ensure that tag privacy is strictly preserved. However, if there are tags
in the environment that do not require privacy protection (we shall refer to these as ‘public
tags’, and those with privacy requirements as ‘private tags’), then such a system would be too
restrictive. This is especially so when there are some readers that only need to communicate
with public tags and not private tags. For such readers, having to go through the registration
and authorization process would be too much of a hassle. To cater to such an environment, we
propose incorporating support for selective identifier masking (previously presented in [2]) in
the MAC layer of our framework. With selective identifier masking, readers can communicate
with public tags without having to go through registration and authorization. This brings about
greater flexibility and convenience, while maintaining the required protection for private tags.
Furthermore, we find that the previous works by Choi and Roh (backward channel protection
[1]), Weis (randomized tree-walking [3]), and Juels, et al. (blocker tag [4]), are all restricted
to tree-walking-based protocols in the MAC layer. In reality, Aloha-based protocols are also
widely used. Hence, in our framework, we seek to provide support for both tree-walking-based
protocols, as well as Aloha-based protocols. In fact, we contend that most singulation protocols
can be supported under our framework. The only requirement is that tags need to singulate
with a randomly generated pseudo-identifier, instead of their actual identifiers.

In this paper, we seek to design a solution that offers flexible privacy protection in an RFID
environment. Such a solution would allow readers that only wish to read public tags to do so
conveniently without having to be registered and authorized, and at the same time, protect
the unique identifiers of private tags. To achieve these goals, we present a framework that
incorporates the proposed PHY layer and MAC layer mechanisms. To seamlessly integrate the
various mechanisms spanning across the two layers, we introduce some amount of cross-layer
interaction into our framework. In summary, our key contributions in this paper are (1) to
propose the randomized bit encoding scheme that enhances the PHY layer protection provided
by bit-collision masking, (2) to propose an improved system model, which uses a separate trusted
mobile device to protect against both eavesdroppers and unauthorized interrogators, and (3)
to propose a cross-layer framework that seamlessly integrates the proposed PHY layer privacy
protection with mechanisms in the MAC layer to provide flexible privacy protection of RFID
tags.

4 The Randomized Bit Encoding Scheme

In this section, we present the randomized bit encoding scheme to mitigate the ‘same-bit’ prob-
lem encountered during bit-collision masking. We show that with the proposed scheme, stronger
privacy protection can be achieved.
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Figure 3: Bit-collision masking with the randomized n-bit encoding scheme.

Figure 4: The various processes involved in protecting the transmission of data with randomized
n-bit encoding and bit-collision masking.

4.1 Overview

Under the original backward channel protection method, a tag would transmit its l-bit identifier
to the reader, with the reader transmitting an l-bit mask at the same time to perform bit-collision
masking. With randomized bit encoding, each bit of the identifier would first be encoded into an
n-bit codeword, where n ≥ 2. Hence, a tag’s l-bit identifier would be encoded into an (l×n)-bit
codeword before it is transmitted (see Fig. 3). Specifically, with randomized n-bit encoding,
the set of n-bit strings {0, 1}n is first divided into two mutually exclusive sets ψn0 and ψn1 such
that ψn0 ∪ ψn1 = {0, 1}n and |ψn0 | = |ψn1 | = 2n−1. To encode a source bit b, we randomly select
an n-bit string from ψn0 if b = 0 and we randomly select an n-bit string from ψn1 if b = 1.
Hence, an l-bit string will be randomly encoded into an (l×n)-bit string. The PED would then
transmit an (l × n)-bit mask to perform bit-collision masking. Fig. 4 shows the entire process
of bit-collision masking with randomized bit encoding.
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Figure 5: Two possible randomized 2-bit encoding schemes and the resulting words received under
bit-collision masking.

4.2 Examples of Randomized 2-bit Encoding Schemes

One possible 2-bit encoding can be described as follows: let ψ2
0 = {00, 01} and ψ2

1 = {10, 11}.
Then a ‘0’ will be encoded into the 2-bit codeword ‘00’ or ‘01’ with probability 0.5 each. Similarly,
a ‘1’ will be encoded into ‘10’ or ‘11’ with probability 0.5 each. Another possible 2-bit encoding
would be to have ψ2

0 = {00, 11} and ψ2
1 = {01, 10}. Fig. 5 illustrates these two randomized

2-bit encoding schemes, together with tables showing the resulting 2-bit word received for each
possible combination of 2-bit codeword and 2-bit secret mask. The words (in the tables) that are
shaded dark gray and in white font correspond to words, which if received by an adversary would
allow the adversary to uniquely identify the actual source bit. For example, under Scheme I, if
an adversary receives ‘00’, ‘0x’ or ‘01’ (note that ‘x’ refers to the situation whereby a collision
occurs such that the bit cannot be properly decoded and its value is unknown), he would know
for sure that the value of the actual source bit is ‘0’. If the adversary receives ‘10’, ‘1x’ or ‘11’,
he can be sure the value of the actual source bit is ‘1’. However, if the adversary receives ‘x0’,
‘x1’ or ‘xx’, he would have to make a random guess since the source bit is equally likely to be a
‘0’ or a ‘1’. This is based on the assumptions that the adversary does not have any knowledge
about the secret mask, each mask value is equally likely, and each source bit is equally likely to
be ‘0’ or ‘1’. For the rest of this paper, we shall assume that these assumptions hold.

4.3 Measuring the Amount of Privacy Protection

A good randomized encoding scheme (under bit-collision masking) is one that results in the
received words providing the greatest amount of uncertainty to the actual source bits when the
secret mask is unknown. The greater the amount of uncertainty, the more difficult it is for an
eavesdropper to guess the source bits. Here, we introduce two key definitions:

Definition 1. The entropy of a word W , produced as a result of bit-collision masking
between an n-bit codeword C that corresponds to a source bit b and a random n-bit secret mask
M , is defined to be the amount of uncertainty to the actual value of b given W , when both
C and M are unknown. For an n-bit word W that is received under bit-collision masking, let
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p0 denote the probability that W corresponds to a source bit of value ‘0’ and p1 denote the
probability that W corresponds to a ‘1’, where p0 +p1 = 1. The entropy of W , denoted by HW ,
can then be given as follows:

HW =

{
0 if p0 or p1 = 0;
−(p0 log2 p0 + p1 log2 p1) otherwise.

For example, under Scheme I of Fig. 5, H0X = 0 and HX1 = −(0.5 log2(0.5)+0.5 log2(0.5) = 1.
Furthermore, note that for any word W , 0 ≤ HW ≤ 1.

Definition 2. The average entropy under bit-collision masking with a randomized
n-bit encoding scheme is defined to be the average entropy of all possible words that can be
received under bit-collision masking with the encoding scheme. The average entropy under
bit-collision masking, denoted by ξ, is given as follows:

ξ =
∑
w∈φn

pwHw (3)

where φn = {0, 1,x}n denotes the set of all possible received words under bit-collision masking
with the randomized n-bit encoding (for example, φ2 = {00, 01, 0x, 10, 1x, 11, x0, x1, xx}), pw
represents the probability of occurence of the received word w, and Hw represents the entropy
of w.

Referring back to Fig. 5, the average entropy under bit-collision masking with Scheme I
encoding is

ξ for Scheme I encoding

= (4)

(
1

16
× 0

)
+ (2)

(
2

16
× 0

)
+ (2)

(
2

16
× 1

)
+ (1)

(
4

16
× 1

)
= 0.5 (4)

and that for Scheme II encoding is

ξ for Scheme II encoding

= (4)

(
1

16
× 0

)
+ (4)

(
2

16
× 1

)
+ (1)

(
4

16
× 1

)
= 0.75 (5)

For bit-collision masking without encoding, the average entropy is given by

ξ for no encoding

= (2)

(
1

4
× 0

)
+

(
2

4
× 1

)
= 0.5 (6)

Hence, Scheme I offers as much privacy protection as no encoding at all. In fact, given that
2-bit encoding requires the transmission of an extra bit for every source bit, Scheme I actually
performs worse than no bit encoding. Scheme II, with a higher average entropy, offers stronger
privacy protection than Scheme I or no bit encoding. We now introduce two more definitions:

Definition 3. An optimal randomized n-bit encoding scheme is one which results in
the highest average entropy under bit-collision masking, i.e. no other randomized n-bit encoding
scheme gives a higher average entropy.

Definition 4. We define a bit disclosure under bit-collision masking with a randomized
n-bit encoding scheme to be the event whereby an adversary can uniquely identify the actual
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value of the source bit given an n-bit word that is produced as a result of bit-collision masking
between an n-bit codeword corresponding to the source bit and a randomly generated n-bit
secret mask. For example, under Scheme I in Fig. 5, a bit disclosure occurs when W =‘00’, ‘0x’,
‘01’, ‘10’, ‘1x’ or ‘11’.

Due to the ‘same-bit’ problem, we observe that when C and M are the same n-bit string,
i.e. C = M , then the received word W is such that W ∈ {0, 1}n and all the bits are available
in clear to an eavesdropper. Assuming that the mapping of a source bit to codewords under
the randomized n-bit encoding scheme is also known to the eavesdropper (i.e. the sets ψn0
and ψn1 are known), the eavesdropper would be able to determine the actual source bit that
was transmitted. Hence, a bit disclosure occurs. From this observation, we can establish an
upper bound on the average entropy provided by bit-collision masking with a randomized n-bit
encoding scheme as follows:

ξ for randomized n-bit encoding

=
∑
w∈φn

pwHw

=
∑

w∈{0,1}n
pwHw +

∑
w∈φn\{0,1}n

pwHw

=
∑

w∈{0,1}n
pw × 0 +

∑
w∈φn\{0,1}n

pwHw

=
∑

w∈φn\{0,1}n
pwHw

≤
∑

w∈φn\{0,1}n
pw (since Hw ≤ 1)

= 1−
∑

w∈{0,1}n
pw

= 1− 2n

2n × 2n

= 1− 1

2n
(7)

From (5) and (7), we find that Scheme II in Fig. 5 is actually an optimal randomized
2-bit encoding scheme, since the average entropy provided by Scheme II is 0.75 = 1 − 1

22 .
Fig. 6 shows a randomized 3-bit encoding scheme, where ψ3

0 = {000, 011, 101, 110} and ψ3
1 =

{001, 010, 100, 111}. The average entropy of this scheme is

ξ for the 3-bit encoding scheme in Fig. 6

= (8)

(
1

64
× 0

)
+ (12)

(
2

64
× 1

)
+ (6)

(
4

64
× 1

)
+ (1)

(
8

64
× 1

)
= 0.875 (8)

Since 1− 1
23 = 0.875, the scheme in Fig. 6 is an optimal randomized 3-bit encoding scheme.

In general, we find that if a randomized n-bit encoding scheme produces codewords such that
bit disclosures occur only for those received words in φn where all the n bits are in clear (i.e.
the cases when C = M and W ∈ {0, 1}n), and the entropy of all other possible received words
is maximum (equal to 1), then the encoding scheme is an optimal one.
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Figure 6: An optimal randomized 3-bit encoding scheme.

4.4 Constructing an Optimal Randomized n-bit Encoding Scheme

In the optimal randomized 2-bit and 3-bit encoding schemes shown in Fig. 5 and 6, ψ2
0 and ψ3

0

contain binary strings with even Hamming weight (i.e. an even number of ‘1’s in the binary
string) while ψ2

1 and ψ3
1 contain binary strings with odd Hamming weight. We claim that

an optimal randomized n-bit encoding scheme can be constructed by partitioning {0, 1}n into
two mutually exclusive sets ψn0 = πneven and ψn1 = πnodd, where πneven denotes the set of all
n-bit strings with even Hamming weight and πnodd denotes the set of all n-bit strings with odd
Hamming weight.

To prove the claim, we first show by mathematical induction that πneven and πnodd have the
same cardinality, i.e. |πneven| = |πnodd| = 2n−1. For n = 1, this is trivial since both π1

even = {0}
and π1

odd = {1} have cardinality 1 = 21−1. Assume that the result, i.e. |πneven| = |πnodd| = 2n−1,
is true for all n < k. Consider n = k. For all k-bit strings, the last bit is either ‘0’ or ‘1’
and the first k − 1 bits form a substring such that this substring is either an element of πk−1even

or an element of πk−1odd . Let πk−1even#0 denote the set of k-bit strings formed by appending a
‘0’ to every string in πk−1even. Hence, |πk−1even#0| = |πk−1even| = 2k−2 and every string in πk−1even#0
has even Hamming weight (appending a bit ‘0’ does not change the Hamming weight of the
string). Likewise, |πk−1odd #0| = |πk−1odd | = 2k−2 and every string in πk−1odd #0 has odd Hamming
weight. A ‘1’ appended to a (k − 1)-bit string with even Hamming weight would produce
a resulting k-bit string with odd Hamming weight. Doing the same to a (k − 1)-bit string
with odd Hamming weight would produce a resulting k-bit string with even Hamming weight.
Hence, |πk−1even#1| = |πk−1even| = 2k−2 and every string in πk−1even#1 has odd Hamming weight.
|πk−1odd #1| = |πk−1odd | = 2k−2 and every string in πk−1odd #1 has even Hamming weight. Furthermore,

we observe that πk−1odd #0
⋂
πk−1even#1 = {} and πk−1odd #0

⋃
πk−1even#1 = πkodd. Then, |πkodd| =

|πk−1odd #0|+ |πk−1even#1| − |πk−1odd #0
⋂
πk−1even#1| = 2k−2 + 2k−2 − 0 = 2k−1. Similarly, we can show

that |πkeven| = 2k−1, from which we can conclude that πkeven and πkodd have the same cardinality.
Hence, we have shown by mathematical induction that πneven and πnodd have the same cardinality
for all integers n ≥ 1.

Next, we go on to consider the resulting n-bit word W ∈ φn produced under bit-collision
masking with randomized n-bit encoding, where ψn0 = πneven and ψn1 = πnodd, from the perspective
of an eavesdropper. We assume that the eavesdropper does not have any knowledge of the secret
mask but possesses complete information over ψn0 and ψn1 . Note that a received word W has
maximum entropy, i.e. HW = 1, when p0 = p1 = 0.5 (where p0 and p1 are as defined earlier –
see Definition 1). In other words, W has maximum entropy when based on ψn0 and ψn1 and the
resulting space of received words under bit-collision masking, there is an equal likelihood of W
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encoding a ‘0’ or a ‘1’. For the proposed scheme, W can take the following cases:

• Case 1: All the bits in W are masked. In this case, none of the bits in W are
disclosed. Since |πneven| = |πnodd| = 2n−1, W has an equal likelihood of being produced
from a codeword in ψn0 = πneven or ψn1 = πnodd, i.e. the actual source bit is equally likely to
be a ‘0’ or a ‘1’. Hence, W has maximum entropy, i.e. HW = 1.

• Case 2: k (0 < k < n) out of n bits in W are masked. In this case, the eavesdropper
has to consider all possible k-bit combinations to the masked bits. Let Ck be the k-bit
substring formed by the k bits in the codeword C that correspond to the masked bits in
W . Without loss of generality, consider the case whereby there is an even number of ‘1’s
in the n− k disclosed bits in W . Then, Ck ∈ πkeven implies that C ∈ ψn0 = πneven, i.e. the
actual source bit is ‘0’. Similarly, Ck ∈ πkodd implies that C ∈ ψn1 = πnodd, i.e. the actual
source bit is ‘1’. Since |πkeven| = |πkodd|, there is an equal likelihood that Ck ∈ πkeven or
Ck ∈ πkodd, i.e. the actual source bit is equally likely to be a ‘0’ or a ‘1’. Hence, W has
maximum entropy.

• Case 3: All the bits in W are disclosed. In this case, the codeword is revealed to
the eavesdropper. With knowledge of ψn0 and ψn1 , the actual source bit is revealed to the
eavesdropper and a bit disclosure occurs.

From these three cases, we find that bit disclosures occur only when all the bits in W are
disclosed, and for all other cases of W , the entropy of W is maximum. Under this scheme, the
average entropy is given by

ξ for the encoding scheme where ψn0 = πneven and ψn1 = πnodd

=
2n × 2n − 2n

2n × 2n
× 1

= 1− 1

2n
(9)

Hence, the randomized n-bit encoding scheme, in which ψn0 = πneven and ψn1 = πnodd, is an
optimal one.

5 A Cross-Layer Framework for Flexible Privacy Protec-
tion

In this section, we describe our proposed cross-layer framework, which incorporates the random-
ized bit encoding scheme and bit-collision masking at the PHY layer, together with supporting
mechanisms in the MAC layer, to provide flexible privacy protection for RFID tags.

5.1 System Model

In our system, we assume that there are tags that require privacy protection (referred to as
‘private tags’) and tags that do not need to be protected (referred to as ‘public tags’). For
private tags, their unique identifiers can only be revealed to authorized readers. On the other
hand, the unique identifiers of public tags can be read by any reader without any privacy
concern. We assume a usage scenario whereby a human user carries with him a number of tags,
comprising of both private and public tags. In addition, the user carries a mobile RFID-enabled
device that is responsible for enforcing privacy protection within the system and is controlled
entirely by the user. This device, which we shall refer to as the ‘Privacy Enhancement
Device’ (PED), is to be equipped with the following capabilities:

• the PED possesses an access control list (ACL) that specifies the set of readers that are
authorized to read the private tags;
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(a) (b)

Figure 7: (a) Manchester encoding and ASK modulation over binary data. (b) Decoding of collided
signals at the receiver.

• the PED can perform mutual authentication with authorized readers, set up shared secrets
and perform some basic cryptographic functions;

• the PED can communicate with the private tags held by the user to pre-arrange and set
up the parameters for protecting the tag identifiers under the cross-layer framework;

• the PED can listen to the communication between a reader and the tags held by the user;

• the PED can generate and transmit a mask, and its transmissions cannot be distinguished
from that of a tag.

As in [1] and [3], we assume that each tag takes part in the singulation process with a
randomly generated pseudo-identifier, instead of its actual identifier. However, while these two
works focus on the tree-walking scheme, we extend the privacy protection method to Aloha-
based singulation schemes as well. For example, in the case of slotted Aloha, a tag would
randomly generate a pseudo-identifier, transmit it in a selected time slot and then listen for an
acknowledgement (ACK) from the reader. The reader selects a pseudo-identifier in a collision-
free slot and responds with an ACK containing the selected pseudo-identifier. Upon receiving the
ACK, the selected tag responds by transmitting its actual unique identifier to the reader, which
would then be protected by bit-collision masking. In fact, we contend that most singulation
protocols can be supported in our framework by having tags initially identify themselves using
a randomly generated pseudo-identifier, and then reporting their actual identifier once they are
selected by the reader.

In order for the received signal under bit-collision masking to be decodable by authorized
readers, we assume that the transmission of the tag identifier and the secret mask from the
PED are bit-synchronized. Furthermore, the bits are assumed to be encoded using Manchester
encoding and modulated with amplitude shift keying (ASK) before transmission (see Fig. 7a).
With Manchester encoding and ASK modulation, the resulting signal received when two simul-
taneously transmitted signals collide is shown in Fig. 7b. When a ‘1’ and a ‘0’ are transmitted
simultaneously, the resulting signal cannot be decoded by the receiver. However, when the si-
multaneously transmitted bits are of the same value, the ‘same-bit’ problem occurs). In general,
any other methods of encoding and modulation that achieve a similar effect can be used.

5.2 The Cross-Layer Approach

In our framework, privacy protection is implemented in the PHY layer with the use of random-
ized bit encoding and bit-collision masking. For a more complete solution, we also examine how
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the MAC layer can be designed to support the PHY layer protection mechanisms. To ensure
flexibility for singulating tags in an environment whereby both private and public tags exist,
we adopt the selective identifier masking method presented in [2]. PHY layer protection is then
triggered by specific conditions encountered in the MAC layer under selective identifier masking.
This way, we make use of interactions between the MAC and PHY layers to provide a flexible
privacy protection framework.

Under selective identifier masking, a private tag TA would randomly generate a pseudo-
identifier PIDA that satisfies the condition PIDA ≡ 0 (mod N) for some integer N . A public
tag can generate any random number for its pseudo-identifier. During singulation, all tags take
part in the MAC layer protocol (e.g. slotted Aloha or tree-walking) using their pseudo-identifiers.
When some tag (say TS) is selected, the PED will check if PIDS ≡ 0 (mod N). If this condition
holds, bit-collision masking is triggered. Otherwise, the PED remains quiet. (We refer to this as
‘1/N identifier protection’.) Hence, the PED needs to monitor the MAC layer interactions
between the reader and the tags, and perform masking at the PHY layer whenever necessary.
The reader also needs to be aware of the MAC layer interactions and take the necessary steps
to recover the actual identifier in the event that it is protected at the PHY layer.

5.3 The Proposed Framework

In our framework, all tags singulate using randomly generated pseudo-identifiers (a private tag
will generate a pseudo-identifier that satisfies the condition for 1/N identifier protection). A
singulation session will consist of a few rounds and ends when all the tags have been successfully
singulated by the reader. At each singulation round, the pseudo-identifier generated by any tag
must be unique. If there are duplicate pseudo-identifiers, they will be rejected by the reader
and those tags will have to repeat singulation by generating a new pseudo-identifier for the next
round. At the end of the singulation round, a tag is selected based on its pseudo-identifier and
it will report its actual identifier to the reader. When a private tag is selected, the tag will
first encode its l-bit identifier using randomized n-bit encoding, and then transmit the resulting
(l × n)-bit codeword. The PED, upon monitoring the MAC layer interactions and observing
that the condition for 1/N identifier protection holds, will transmit a secret mask that is l × n
bits long to mask the codeword. The parameters N and n must be negotiated between the PED
and the private tags and agreed upon in advance. These parameters must also be made known
to the reader. Suppose during a particular singulation round, the tag selected by the reader is
the private tag TA with a pseudo-identifier PIDA. The mask transmitted by the PED is then
given by

MA = {HK(PIDA)}l×n (10)

where

• K is a secret key that is set up and shared between the authorized reader and the PED
for that singulation session;

• HK(PIDA) denotes a secure one-way keyed hash function (using secret key K) performed
over the pseudo-identifier PIDA;

• {X}l×n denotes selecting the first l× n bits of X while the rest of the bits are truncated.

Note that the output of the hash function must be greater than l × n bits. As long as K is
kept secret, only the PED and the authorized reader would be able to compute the mask. In
the event that a public tag generates a pseudo-identifier that satisfies the condition for 1/N
identifier protection, its actual identifier will be masked and it has to undergo singulation again.
In [2], it was shown that with careful selection of N , such occurrences can be minimized.
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5.4 The Singulation Protocol

In this section, we describe the singulation protocol for our proposed framework, whereby a
reader attempts to singulate a batch of tags comprising of both private and public tags. We
assume that the PED and the private tags have agreed on the parameter N (for 1/N identifier
protection) and n (for randomized n-bit encoding). Furthermore, we assume that each tag
carries a READ FINISH flag that is set to false at the start of each singulation session and set
to true when singulated and read by the reader. The session ends when all tags have their
READ FINISH flag set to true. The singulation protocol for our proposed framework is described
as follows:

1. Reader and PED perform mutual authentication and set up a secret session key K.

2. PED informs reader about the privacy protection parameters N and n.

3. Reader sends out a frame to initiate singulation and waits for response. Reader exits if no
response is received after a specified time-out period.

4. Unread tags randomly generate a pseudo-identifier for singulation. For each private tag
Tagi, its pseudo-identifier PIDi must satisfy the condition PIDi ≡ 0 (mod N).

5. Unread tags respond with their pseudo-identifier. Tags with duplicate pseudo-identifiers
are detected and rejected by the reader.

6. Reader selects a tag (say Tags) with a unique pseudo-identifier (PIDs). Go back to step
3 if reader fails to find an appropriate tag.

7. Reader sends an ACK containing PIDs if slotted Aloha was used for singulation. In the
case of tree-walking, the acknowledgement is implicit in the queries sent to the tags. PED
takes note of the value of PIDs.

8. (a) If Tags is a private tag, it performs randomized n-bit encoding on its actual identifier
and sends the resulting codeword CWs to the reader. If it is a public tag, it simply
reports its actual identifier IDs.

(b) At the same time, if PIDs ≡ 0 (mod N), then PED transmits a mask Ms =
{HK(PIDs)}l×n.

9. Reader sends acknowledgement ACK(IDs) if IDs is received unmasked, i.e. the se-
lected tag is a public tag. If IDs is encoded and masked, reader first computes Ms =
{HK(PIDs)}l×n and uses it to unmask the received signal to obtain CWs. It then de-
codes CWs to obtain IDs. In this case, if all the bits can be properly recovered, reader
sends ACK(null).

10. Tags waits for acknowledgement. If Tags is a public tag and ACK(IDs) is received, it
sets READ FINISH to true. If Tags is a private tag and ACK(null) is received, it sets
READ FINISH to true. If Tags does not receive an appropriate acknowledgement after a
time-out period, it goes back to its initial state to take part in the next round of singulation
again.

11. Proceed back to step 3.

Fig. 8 depicts the singulation protocol under our proposed system model.

6 Analysis and Discussion

In this section, we carry out some analyses to examine the security and performance of our
proposed framework. We present our results and findings, and provide a discussion over the
insights gained.
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Figure 8: The singulation protocol under our proposed privacy protection framework.
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Table 1: Comparison of our cross-layer framework against other privacy protection methods.
Method Prevents Prevents Eavesdropping Flexible Uses A

Unauthorized Forward Backward Reading of Protection
Interrogation Channel Channel Public Tags Device

Our Cross-layer Framework Yes Yes Yes Yes Yes
Backward Channel Protection [1] No Yes Yes Yes No
Randomized Tree-walking [3] No Yes No Yes No
Blocker Tag [4] Yes No No No Yes
Selective RFID Jamming [5] Yes No No Yes Yes
RFID Enhancer Proxy [7] Yes No No Yes Yes

Figure 9: Average entropy under bit-collision masking with optimal randomized n-bit encoding
against n. (Note that n=1 represents the case without encoding.)

6.1 Security Analysis

In Table 1, we compare the different forms of protection offered by our proposed framework
against other previously proposed methods. In general, we find that our proposed solution
provides more protection than most of the other methods without causing excessive disruption
to the singulation of public tags. Fig. 9 shows the entropy results under the optimal n-bit
encoding scheme for various values of n. From the graph, we find that optimal 2-bit encoding
provides a substantial improvement in average entropy (from 0.5 to 0.75) and optimal 7-bit
encoding achieves an average entropy that is close to the maximum entropy of 1. For a more
detailed analysis, we conducted simulation experiments in C++ to investigate the resistance
of our proposed solution against attacks. In the experiments, we simulate the transmission of
the 96-bit unique identifier of an EPC Class-1 Gen-2 compliant RFID tag under bit-collision
masking with no encoding, optimal 2-bit encoding and optimal 3-bit encoding. The results
(see Table 2) show that the randomized bit encoding scheme provides significant improvement
against guessing attacks on the unique tag identifier.

If the private tags within the environment share a common prefix in their identifiers and
this prefix is made known to the PED, the PED can generate a mask in such a way that
deterministically masks all the bits in the prefix. More specifically, if we assume an m-bit
shared prefix P in the l-bit identifier, each tag would only encode the last l − m bits of its
identifier under randomized n-bit encoding to obtain a codeword of (l−m)×n. When reporting
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Table 2: Attack results with different levels of randomized bit encoding.
No encoding Optimal 2-bit Optimal 3-bit

encoding encoding

Avg. no. of identifier bits disclosed 48.04 23.94 12.01

Prob. of correct guess to identifier 3.65 ×10−15 2.03 ×10−22 5.21 ×10−26

Table 3: Attack results with the implementation of deterministic masking over shared prefix.
Prob. of correct guess to identifier

Size of shared No encoding Optimal 2-bit Optimal 3-bit Optimal 4-bit
prefix (in bits) encoding encoding encoding

0 bits 3.65 ×10−15 2.03 ×10−22 5.21 ×10−26 8.08 ×10−28

16 bits 1.42 ×10−17 1.38 ×10−23 1.23 ×10−26 4.17 ×10−28

24 bits 8.77 ×10−19 3.29 ×10−24 6.52 ×10−27 2.91 ×10−28

48 bits 2.25 ×10−22 5.22 ×10−26 7.99 ×10−28 9.76 ×10−29

72 bits 4.94 ×10−26 7.89 ×10−28 9.98 ×10−29 3.49 ×10−29

its actual identifier, the tag would then transmit the m-bit shared prefix appended with the
codeword. In this case, the mask for a tag TA with pseudo-identifier PIDA would be

M = P || {HK(PID)}(l−m)×n (11)

where P denotes the bit-wise negation of P and ‘||’ represents concatenation of bits. Hence,
the first m bits will be completely masked while the remaining bits are subject to the ‘same
bit’ problem. Table 3 gives the simulation results for various sizes of shared prefixes. From the
results, we find that if the private tags share a common prefix of a substantial size and with a
sufficient level of randomized bit encoding, an attacker would effectively have to make a random
guess on the unique tag identifier.

6.2 Performance Analysis

While we have seen that randomized bit encoding has the potential to improve the amount of
privacy protection on the unique identifiers of tags, this comes at a price of having to transmit
more bits for every bit of the unique identifier. In particular, for a 96 bits identifier, randomized
n-bit encoding results in the transmission of a total of 96n bits. While a greater value of
n increases the amount of protection, the amount of overhead is also increased. Hence, the
tradeoff between the amount of privacy protection offered and the singulation overhead needs to
be carefully balanced. We investigate the amount of overhead incurred under our proposed cross-
layer framework when it is used with the singulation protocol and tag inventorying procedure
defined in the EPC Class-1 Gen-2 specifications [8]. Simulations were conducted in C++ to
simulate the inventorying of a population of tags by a single reader under the Q-protocol with
selective identifier protection and randomized bit encoding incorporated into it. The link timings
used in our simulations are based on the link timings specified in [8]. Fig. 10 shows the results
for various sizes of tag population, where all tags are assumed to be private and 1/1 identifier
protection is used.

From Fig. 10, we find that for a small number of tags, the overhead increases as the number
of tags increases. This overhead results from the transmission of extra bits in the codeword
produced from randomized bit encoding. The singulation overhead is generally highest when
there are 20 to 30 tags. When there is a larger number of tags in the environment, the overhead
starts to decrease as the number of tags increases. This is because the overhead due to collisions

18



Figure 10: Total singulation time and percentage singulation overhead against number of tags. (All
tags assumed to be private and 1/1 identifier protection is used.)
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Figure 11: Graph of total singulation time and percentage singulation overhead against percentage
of private tags for a batch of 100 tags. (1/32 identifier protection is used.)

(and resulting retransmissions) in the MAC layer starts to outweigh the overhead due to ran-
domized bit encoding. As the number of tags is large, collisions in the MAC layer become more
frequent and the number of retransmissions required during singulation increases. Moreover,
the codewords corresponding to the actual identifiers are only transmitted when singulation is
successful and not transmitted when MAC layer collisions occur. From these observations, we
find that it becomes more worthwhile to use randomized bit-encoding when there are a large
number of tags in the environment.

Fig. 11 and 12 show the results when the environment contains both public and private tags
and the percentage of private tags in the environment is varied from 10% to 100%. Fig. 11
gives the results when the total number of tags in the environment is 100 and Fig. 12 gives the
results when the total number of tags is 20. 1/32 identifier protection is used in the simulations.
When masking is used without randomized bit encoding, the overhead generally decreases as the
percentage of private tags increases. This arises due to public tags generating pseudo-identifiers
that satisfy the condition for bit-collision masking, resulting in the public tags having to repeat
the singulation process. This problem is more significant when the percentage of public tags
is higher. For randomized 2-bit encoding and 3-bit encoding, the overhead increases as the
percentage of private tags increases. This arises naturally due to an increase in the number
of tags that report the longer codeword than the shorter actual identifier. Congruent with the
observations made from Fig. 10, we find that the overhead of our proposed framework is higher
in the environment containing 20 tags than the environment that has 100 tags.
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Figure 12: Graph of total singulation time and percentage singulation overhead against percentage
of private tags for a batch of 20 tags. (1/32 identifier protection is used.)
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7 Conclusion

In this paper, we presented a cross-layer framework that provides flexible privacy protection over
the unique identifiers of RFID tags. We built the framework based on the previously proposed
backward channel protection method by Choi and Roh [1]. To combat the weaknesses found
in Choi and Roh’s method, we presented the randomized bit encoding scheme that mitigates
the ‘same-bit’ problem, and proposed a more secure system model that can protect the unique
identifier of RFID tags against disclosure to eavesdroppers and unauthorized interrogators. For
the randomized bit-encoding scheme, we defined a metric to measure the amount of protection
offered by the scheme and described a method to construct an optimal n-bit encoding scheme.
In our framework, we also provided support for selective identifier masking in the MAC layer
to cater to an environment that contains both public tags and private tags. This allows readers
that only wish to communicate with public tags to do so without the need for registration and
authorization. With the use of theoretical analysis and simulations, we showed that our pro-
posed framework significant improvements towards protecting the unique tag identifiers against
disclosure.
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