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ABSTRACT
We describe a method to learn the flight dynamics of an un-
manned aerial vehicle (UAV). This follows the recent trend
to adopt a learning approach to visual odometry (VO). Our
novelty is the inclusion of a module to compensate for the
roll pitch angular motion of the UAV due to body vibration.
This is a significant deviation from most existing works that
are applied to land vehicles. We empirically verify our re-
sults on real flight data, showing that after compensating
for angular vibration, the ego-motion of the UAV can be ro-
bustly estimated even by using simple regression tools. This
enables the advantages of learning based VO to be within
reach of the UAV community.

1. INTRODUCTION
A fundamental task for autonomous Unmanned Aerial Ve-

hicles (UAV) is to determine its position and orientation
throughout the flight. Typically, this is handled by the use
of a Global Positioning System (GPS) receiver, in combina-
tion with an Inertial Measurement Unit (IMU) [1]. However,
this approach is not only inapplicable to indoor environment,
it is also prone to outdoor failure due to GPS jamming and
multipath attenuation.

To alleviate these challenges, people are increasingly turn-
ing to on-board cameras. Vision sensors are relatively low
cost, increasingly miniaturized, and the captured images
have dual-use – visualization and motion estimation. The
latter process of inferring 3D world motion is known as Vi-
sual Odometry (VO), and works by detecting image features
and modeling perspective dynamics over successive frames.

1.1 Related Works
There are two basic approaches to VO: geometric and

learning. In the geometric approach [7, 8, 10, 5], epipolar
constraints and projective geometry are applied to match 3D
scene points projected onto the 2D image planes. The relia-
bility of this approach depends on accurate camera calibra-
tion, and the correctness of image feature correspondence.
In the UAV domain, the geometric approach is the dominant
means to computing VO. The key differentiating factor is in
using a small set of sparse keypoint image features [10, 5]
versus working directly on the images [8, 6].

In contrast, the learning approach [3, 4, 11] has no such
need for tedious camera calibration, but rather tries to infer
the motion model from many examples of features labelled
with ground truth motion. In shifting the burden of formu-
lating an accurate camera motion model to collecting good
feature data for training, the learning approach has appealed

Figure 1: A rotational motion in the UAV body
causes a perceived image optical flow.

to many and gained much attention recently. In [11], the au-
thors divide an image frame into blocks, within which the
average optical flow is used to train nearest neighbor regres-
sors to vote for the final camera motion. Optical flow is
similarly used in [3], but the focus was the effect of feature
parameterization, varying the grid size and quantizing into
modulus and phase using different thresholds. A dense opti-
cal flow image is again used in [4] as an input to a convolu-
tional neural network (CNN), not only to regress odometry,
but also to learn features useful for the ego-motion estima-
tion task.

1.2 Problem and Contributions
While the utility of VO learning has been demonstrated in

all the above three cited works, the use scenario is still lim-
ited to computing ego-motion for land vehicles. It is unclear
if the learning approach is equally applicable to the UAV
domain, where there are more degrees of freedom (DOF) in
the body movement, arising from the angular motion from
wind and motor vibration 1. Figure 1 shows a UAV hov-
ering over a stationary location with a downward looking
camera. As the UAV body rolls or pitches, the angular mo-
tion will induce large optical flow movement in the captured
images. If left uncompensated, these optical flow will result
in erroneous camera motion prediction.

Our key contributions in this paper are two-fold. First,
to the best of our knowledge, we are the first to address VO

1these angular motion may also be caused by the UAV flight
controller to resist wind so as to hold its position



Figure 2: The standard 3D projective geometry of
a camera.

learning for the UAV domain. Second, to better learn the
flight dynamics from optical flow, we formulate a method to
compensate for the angular motion of the UAV body. In the
remainder of this paper, Section 2 gives details of the angu-
lar compensation, while Section 3 discusses the associated
features and classifier. We then verify the method on real
world flight data in Section 4, before concluding in Section 5
with some further works.

2. ANGULAR MOTION COMPENSATION
In Figure 2, we first review the standard 3D projective

geometry of a camera [9, 2] . Given a 3-D point with camera

frame coordinates ~X = (X,Y, Z) , it is projected as a 2-D
point with image frame coordinates ~x = (x, y) :

x =
X

Z
=
u− cu
fα

y =
Y

Z
=
v − cv
f

(1)

where (u, v) are the image point coordinates expressed in
pixels, and (cu, cv, f, α) is the set of camera intrinsic param-
eters: cu and cv are the principal point coordinates, f the
focal length, and α the ratio of the pixel dimensions.

2.1 Kinematic Model of Rigid Object
Following [2], we now derive the kinematic equations

modeling these optical flow. Taking the time derivative of
the projection equations in equation 1, we have:
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(2)

We now make use of the well known kinematic equation
relating the velocity of the 3D point ~X to the instantaneous
linear velocity ~vc = (vx, vy, vz) and the instantaneous angu-
lar velocity ~ωc = (ωx, ωy, ωz) of the camera plane [2] :

d~X

dt
= − ~vc − ~ωc × ~X (3)

Using the fact that cross product ~ωc × ~X = [ ~ωc]× · ~X,
where [ ~ωc]× is the skew symmetric matrix :

[ ~ωc]× =

 0 −ωz ωy

ωz 0 −ωx

−ωy ωx 0

 (4)

Hence, equation 3 is also equivalent to:

d~X

dt
= −

vxvy
vz

−

 0 −ωz ωy

ωz 0 −ωx

−ωy ωx 0

XY
Z

 (5)

Hence, we have:

dX

dt
= −vx − ωyZ + ωzY

dY

dt
= −vy − ωzX + ωxZ

dZ

dt
= −vz − ωxY + ωyX

(6)

Putting equation 6 into equation 2, we have :

dx

dt
=

−vx
Z

+
xvz
Z

+ xyωx − (1 + x2)ωy + yωz

dy

dt
=

−vy
Z

+
yvz
Z

+ (1 + y2)ωx − xyωy − xωz

(7)

2.2 Angular Compensation
In equation 7 above,

dx

dt
and

dy

dt
are components of one

particular optical flow vector that can be estimated by us-
ing standard software such as the calcOpticalFlowPyrLK()
API in OpenCV 2, or the CFeatureTracker KL C++ ob-
ject in MRPT 3. Successful ego-motion analysis depend on
good feature correspondence, and this in turn relies on a
sufficiently large base of features on top which we can per-
form, say RANSAC filtering. To do this, in our imple-
mentation using MRPT, we adjust the parameter “mini-
mum KLT response” until we are able to obtain on average
about 100-150 KLT features on the grass field images.

For each pair of
dx

dt
and

dy

dt
in equation 7, the last three

terms are the rotational components from ωx, ωy and ωz.
These are readily read off as the body angular velocities
from the IMU. For the value of Z, a typical source is the
barometric sensor or the laser range sensor.

Our goal is to estimate the three unknown linear veloc-
ity components (vx, vy, vz). To do this, we only need two

sets of
dx

dt
and

dy

dt
from two KLT features that are prop-

erly detected and tracked, to form a total of four equations.
However, because given a sufficiently textured image, we
would normally have more detected point features, and be-
cause of the need to deal with outliers, it is prudent to select
more features. In particular, it is ideal that these features
be uniformly distributed over the image frame.

Note that in equation 7, we can rewrite as:

2http://docs.opencv.org/
3http://reference.mrpt.org/



dxdtdy
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+
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]
~ωc

(8)
or simply

U = U ′ + L ~ωc

U ′ = U − L ~ωc

(9)

By removing L ~ωc from the original optical flow vectors
U , we are removing the last three rotational terms due to
(ωx, ωy, ωz). U ′ then becomes the new optical flow vectors
that are compensated for the erratic and jerky movement
from the UAV body during flight.

3. FEATURE PARAMETERIZATION AND
CLASSIFIER

We divide up the image frame into a w×h non-overlapping
grid. Within each cell in the grid, we compute the average
(U ′x, U

′
y) over all KLT features found in the cell. We then

concatenate all the (U ′x, U
′
y) features from all wh cells, and

take it as the final 2wh-dimensional feature vector.
For more fine-grained parameterization, the optical flow

vector values can be further quantized into the modulus and
phase. However, our initial investigation showed that the
use of these increased quantization did not produce better
results. This is consistent with the finding in [3] that quan-
tization in modulus and phase is less critical than w×h grid
granularity.

Motivated by the relatively low dimensional input, we look
for a simple regressor tool, and select a fully connected neu-
ral network provided by the FANN tool 4. The target output
is the time synchronized GPS 2D latitude-longitude offset
with respect to the starting position.

We note that while the recent machine learning literature
is portraying a trend towards large learning architectures
such as the CNN. we believe that this is an overkill to our
current task of estimating camera pose of a UAV. In par-
ticular, the resource-thin constraints on the UAV platform
would not have allowed the use of multiple convolutional
layers and complex feature processing. Another arguable
advantage for pursuing the deep network route, is the avail-
ability of pre-trained features. However, we do not see any
relevance for these pre-trained features since our domain is
not on content based image classification.

All these motivate us to pursue a simpler approach. We
still adopt the neural network route, but choose a simpler
fully connected architecture, with straightforward backprop-
agation learning. In fact, this choice avails us to many state
of art NN tools. We name our method the Neural Network
Regressor-based Visual Odometry (NNR-VO).

4. EXPERIMENTS
The UAV is a quadrotor strapdown with a Pixhawk flight

controller, a single USB Bluefox camera looking downwards,
and an embedded Odroid XU4 running Ubuntu. The UAV
was configured to collect images that were time synchronized

4leenissen.dk/fann/wp/download

Figure 3: Top-row: start of the UAV loiter flight 20160926-

flight-1. Bottom-row: at time 1:07 into the flight. In each

row, the left/right figure show the before/after effect of the

compensation for the angular roll/pitch effect. For easier

visualization, we overlay a fixed bounding box enclosing the

UAV shadow. We can see that the right images have much

lesser displacement, implying better compensation.

with the GPS data. We set the image frame rate to be
5Hz, the same frame rate as the external GPS signal. Data
were collected on different days, different times, and different
parts of the same large grass field along old Holland Road
and Jalan Tukang.

4.1 Loiter Mode
We first show the results of the ability of the our method

to compensate for the roll pitch angular changes on the UAV.
To do this, we use two datasets wherein the pilot manually
flew the UAV to simulate the Pixhawk loiter mode in windy
conditions. The pilot randomly varied the roll and pitch
angular rates of the UAV to simulate the kind of swing the
UAV body would often experience in real flights.

We then apply the angular compensation algorithm (de-
scribed in Section 2) on the resulting flight data using the
following steps: First, we compute the angular effect due to
~ωc. Then, we compensate for this angular effect by shifting
the images in the opposite direction. Finally, to better vi-
sualize this shift, we overlay a fixed bounding box onto the
images. This bounding box is initialized to the location of
the UAV shadow in the first image, and henceforth fixed for
all remaining images. Hence, if the compensation is effec-
tive, then we should see minimum movement in the images,
i.e. the UAV shadow should still be relatively stationary,
enclosed by the fixed bounding box. Figure 3 shows the
compensation effect to the angular roll/pitch rotation.

4.2 Effect of Grid Granularity
Images are captured at 640x480 resolution, and divided

into a w × h non-overlapping grid. We explore a range of
values for w and h to vary the grid size and assess the utility
of local optical flow on performance. On the whole, while
we did find that performance generally increase with the
increase in grid size, this gain is not significant, and the
gain pattern is found to vary over different datasets. We



Figure 4: Evolution of the predicted path over the learning

iterations. Clockwise from top left: iteration 1, 3, 6 and 9.

Red plots are the ground truth paths, while the green plots

are the predicted paths. As learning converges, the predicted

green paths get closer to the ground truth red paths.

conjecture that this could be due to a lack of training data
and overfitting. Balancing between performance gain and
complexity from higher dimension, we set w = 5 and h = 4.
These values are used in the rest of the paper.

4.3 Indoor Remote Control Flights
To simplify learning, we ignore any temporal dependency

between image frames and assume all input data are inde-
pendent. We designated a few datasets as training data,
and the remaining as test data. From the training data, we
further randomly select 70% as training vectors, and the re-
maining as validation vectors. Backpropagation is the learn-
ing algorithm used to associate the input feature vectors to
the output translation vectors. We mostly follow the de-
fault learning parameters in the FANN library, e.g. learning
rate of 0.1, random initialization weights, etc, and then run
learning trials over many iterations. Typically, learning will
converge in under 100 iterations.

In Figure 4, we show the improvement in path prediction
over the learning iterations. In this figure, we use a dataset
obtained from the Temasek Lab of National University of
Singapore. A UAV was flown in the lab for about 5 mins,
at an altitude of about 5m, over a 10m by 10m area. As the
figure shows, as the learning proceeds, the predicted green
paths are getting closer to the ground truth red paths.

4.4 Outdoor Remote Control Flights
We collected a few more datasets from remote control

flight flown on grass fields. The flight area was about 150m
by 150m. The height at which the UAV is flown was kept
between 10m to 25m, while the speed of the UAV is kept be-
tween 2m/s to 5m/s. In these flights, the pilot flew the UAV
in multiple square and triangle paths. Figure 5 shows the
results of flight path localization using NNR-VO. Note that
there is no loop closure, and over time, the localized path
will drift. To measure drift, we compute the error between
the predicted 3D path coordinate against the ground truth
GPS position. Table 1 shows the overall drift. As expected,

the drift is lesser for the GPS-controlled flights, which are
smoother and shorter. For the manual flights, there is a lot
more erratic UAV body movement, resulting in violent angu-
lar motion throughout the flight. Despite these challenges,
the drift were constrained to relatively low values.

Table 1: Drift errors against ground truth GPS

dataset dur paths
average/max

drift (m)
0129FA10m5mps 2:34 square 7/3.9

0217FA25m4mpsP2 1:31 zig zag 9/4.7

0129FLA25m5mps 2:22 zig zag 11/6.9

A10m4mps 0:57 triangle 3/0.6

20160915-1 3:38
Squares &
Triangles

10/20

20160926-6 4:20
Squares &
Triangles

5/22

5. CONCLUSIONS
In this paper, we present a method to estimate the cam-

era pose of a UAV using a machine learning approach. In
contrast with the traditional geometric approach to comput-
ing visual odometry, we explore learning the flight dynam-
ics using neural networks. The main advantage in using a
learning approach is to transfer the burden for developing
a comprehensive parametric model of associating images to
UAV flight dynamics, to the machine. The catch, however,
is that we need good data to effectively infer the underlying
function mapping optical flow to the relative camera trans-
lation and rotation.

Particularly in the UAV domain, we argue for the need
for an additional step to obtain good data for learning –
to compensate for the roll pitch motion in the UAV body.
We show the effectiveness of this compensation step on real
world flight data in two important ways. First, on compen-
sated flight data, the motion pattern is simplified and the
learning on the resulting optical flow can be expedited. Us-
ing simple concatenation of the optical flow from a grid of
local image blocks, a simple fully connected neural network
can converge within minutes. Second, on manually flown
flights with long and erratic flight paths, without any exter-
nal reference or means for loop closure, we show that the
drift can be constrained to reasonably low values. Overall,
the light weight compute footprint of the method can only
augur well for the UAV community.

5.1 Further Works
There are a few future extensions of this works. First, due

to the limitation of time and space, we have not compared
our method against those based on the geometric approach
such as [7, 8]. The additional insight from this comparison
will certainly benefit the research community. Second, we
would like to test our algorithms on UAV flights at greater
altitude, speed and flight pattern. Third, many UAVs are
currently endowed with expensive camera gimbals to combat
erratic body angular swing and to ultimately stabilize the
imagery outputs. A cost benefit comparison of these devices
with our method is clearly an appealing proposition. Last
but not least, we would naturally like to apply our algorithm
on automatic flights with close-loop control.



Figure 5: Plotting the predicted path against the ground truth GPS path. Starting from top-left, in clockwise direction,

the first four flights (0129FA10m5mps, 0217FA25m4mpsP2, 0129FLA25m5mps and A10m4mps) are GPS-controlled, wherein

durations are shorter, and flight path tend to be smoother. The last two flights are remote-controlled (20160915-1 and 20160926-

6), wherein flight durations are longer, and the paths tend to be more jerky and erratic.
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