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Abstract—Anomaly detection in communication networks
is the first step in the challenging task of securing a net-
work, as anomalies may indicate suspicious behaviors, attacks,
network malfunctions or failures. In this work, we address
the problem of not only detecting the anomalous events,
but also of attributing the anomaly to the flows causing it.
To this end, we develop a new statistical decision theoretic
framework for temporally correlated traffic in networks via
Markov Chain modelling. We first formulate the optimal
anomaly detection problem via the Generalized Likelihood
Ratio Test (GLRT) for our composite model. This results in
a combinatorial optimization problem which is prohibitively
expensive. We then develop two low-complexity anomaly
detection algorithms. The first is based on the Cross Entropy
(CE) method, which detects anomalies as well as attributes
anomalies to flows. The second algorithm performs anomaly
detection via GLRT on the aggregated flows transformation—
a compact low dimensional representation of the raw traffic
flows. The two algorithms complement each other and allow
the network operator to first activate the flow aggregation
algorithm in order to quickly detect anomalies in the system.
Once an anomaly has been detected, the operator can further
investigate which specific flows are anomalous by running
the CE based algorithm. We perform extensive performance
evaluations, and experiment our algorithms on synthetic and
semi-synthetic data, as well as on real Internet traffic data
obtained from the MAWI archive, and finally make recom-
mendations regarding their usability.

Index Terms—Anomaly detection, Network traffic, Likeli-
hood ratio test, Markov Chain, Cross entropy method

I. INTRODUCTION

Anomalies in data network are patterns that deviate
from the ‘normal’ expected behavior of the network.
These patterns might consist of suspicious behaviors such
network scans for vulnerable ports/services, attacks such
as TCP SYN flooding, DDoS amplification attacks, etc., or
they could also be the result of spurious traffic caused
by network failures [1]. Anomaly detection has many
applications in various areas of research. These include
change detection in sensor networks [2], location spoofing
detection in IoT networks [3], fraud detection [4], etc. In
this work, we concentrate on anomalies in data network,
but the model and algorithms we develop can be applied
to other domains as well.

There are numerous works that have attempted to
solve the problem of network anomaly detection. In
the past works, a number of features with granularities

varying from packets to flows to sessions have been
considered (see [5] for a recent analysis). Similarly, a num-
ber of models have been used to analyze these features
with the aim of detecting anomalies in network traffic
(see Section II). In our work here, we concentrate on
temporally correlated features of network traffic which we
model via a Markov Chain, with the aim of studying the
feasibility and performance of such a model in detecting
network anomalies. In the process, we choose as our
working example one important feature—state transitions
of TCP (Transmission Control Protocol) flows—for model-
ing traffic data. TCP state transitions for normal flows are
based on TCP’s Finite State Machine (FSM) which evolves
stochastically according to a first order Markov Chain [6],
[7]. We note that our model is general to encompass any
feature that can be accurately modelled as Markovian
FSM (e.g.,. traffic rate).

In the simplest model for anomalies, one defines two
mutually exclusive hypotheses: in the first, all the traffic
in the network is normal; and in the second, there are
one or more anomalous flows. This constitutes a binary
hypotheses testing, which can be solved via the clas-
sical decision theory framework [8], [9]. However, this
approach may be too restrictive in many practical cases;
since in practice, we also need to identify the flows that
are anomalous, in order to trigger actions and also for
further investigations. The realistic requirement makes
the problem much more difficult as it involves multiple
competing models, and this is the scenario we tackle in
this paper. In particular, we consider a multi-flow system
(e.g., traffic of an enterprise network), where a subset of
active and parallel traffic flows may be anomalous. This
problem is of practical interest, because it is important to
not only detect an anomalous event, but also to attribute
the event to the set of flows causing it, consequently
attributing the event to the end-hosts. To summarize,
the main goal of this paper is to answer the following
important questions:

1) Can we reliably detect the existence of anomalies in
temporally correlated network traffic, which only af-
fects a subset of flows? Also, how subtle an anomaly
can we detect?

2) Can we attribute the detected anomalous event to
the specific subset of flows that caused it? In other



words, can we detect which subset of flows are
anomalous?

To the best of our knowledge, these important aspects
have not been addressed using a single model before. In-
stead, the treatment so far has been to perform a flow-by-
flow detection, [7] being a recent example. This approach
is clearly suboptimal, since the joint density of the flows’
observations do not decompose to independent flows, but
is only conditionally independent, where the conditioning
is on the model parameters (i.e., the transition matrix). As
such, a principled statistical analysis should consider the
joint density and develop the detection algorithms based
on this quantity. This kind of joint anomaly detection and
attribution problem can be cast as a combinatorial hypotheses
testing, which may be feasible only when the number of
flows is small—the number of hypotheses to be tested is
exponential in the number of flows. If there are n flows,
the number of competing models required to attribute the
flows to the anomaly would be 2n; that is, the search space
is exponential in the number of flows.

To deal with this complexity, we frame the problem via
a compact model in which the system contains only two
hypotheses: one of normal behaviour, which describes the
case where all the flows are normal; and the other of
anomalous behaviour which describes the case where at
least one of the flows is anomalous. We therefore embed
all possible subsets of models which contain anomalous
flows into the alternative hypothesis. This simplifies the
problem structure considerably as we do not need to
compare all possible sets of models.

Constructing the optimal detector for our model still
incurs exponential complexity, a difficulty which we over-
come by constructing two different ways to perform
the detection tasks. The first algorithm solves the opti-
mization problem via a modified version of the Cross
Entropy method [10], [11], searches the corresponding
state-space in an efficient manner, providing the flexibility
to manage the exploration-exploitation trade-off. For the
second algorithm, referred to as the Flow Aggregation
algorithm hereafter, we first apply a transformation of the
traffic flows which results in a compact low dimensional
representation; this allows us to develop a quick anomaly
detection algorithm with runtime complexity linear in the
number of flows. Though the transformation retains the
ability to detect anomalies, it results in some loss of infor-
mation of individual flows, denying the ability to detect
anomalous flows. The two algorithms complement each
other, as they allow the network operator to first activate
the low complexity Flow Aggregation algorithm in order to
quickly detect anomalies in the system. Once an anomaly
has been detected, the operator can further investigate
which specific flows are anomalous by running the Cross
Entropy based algorithm.

Our model’s detection capability is not based on any
particular pattern. Instead, we model the problem to
detect anomalies that deviate from normal traffic. In
particular, we develop solutions to detect anomalies (say
attacks) that affect a subset of flows. Such anomalies
might include attacks that are known today or even zero-
day attacks. In fact, even an anomaly that consists of only

very small number of flows, but yet changes the state-
space significantly, would be detected by our solutions.

In this paper, we present a new perspective for de-
tecting and attributing anomalies in temporally correlated
traffic communication networks. Although the modelling
of traffic features via Markov chains is not new [6], [7],
there is still a gap in the translation of these models into a
principled statistical decision making problem. We fill this
gap by formulating the problem as the optimal statistical
test, known as the Likelihood Ratio Test (LRT) which
minimizes the statistical risk and balances between Type I
and Type II errors.

We list the contributions of this paper:
1) We formulate the problem of jointly detecting

anomalies in communication network traffic and
attributing to the subset of flows causing the anoma-
lies, via Likelihood Ratio Test (Section IV).

2) To solve the resulting combinatorial problem, we de-
velop a joint detection algorithm which is computa-
tionally efficient, based on a modified version of the
Cross-Entropy (CE) method [10], [11] (Section V). This
algorithm not only detects the presence of anomaly,
but also identifies the subset of flows causing it.

3) We also develop an alternative low-complexity de-
tection algorithm which takes as input the aggre-
gated traffic flow data, thus reducing the state-space
size from the number of flows (usually in the order
of thousands) to the number of states which a single
flow contains (a few dozens) (Section VI).

4) We evaluate our algorithms using synthetic, semi-
synthetic as well as real network traffic data, and
demonstrate the effectiveness of our algorithms in
anomaly detection and attribution (Section VII). We
also compare our solutions with a flow-by-flow ap-
proach based on Hoeffding Test [12], that was used
recently for network anomaly detection [7].

II. RELATED WORKS

Anomaly detection algorithms in communication net-
works typically use some sort of summary of the raw
data, know generally as features. In developing a statistical
framework, one needs to understand the properties of the
selected features in order to design an appropriate model.
For example, some features present time correlation and
should therefore be modelled accordingly, while some
features are independent over time. Regardless of these
attributes, it is of interest to have a summary of data
useful for an investigation. One such widely use summary
is an information theoretic criterion, known as information
entropy [13]. One of the well-known works which builds
on the principle of maximum entropy to detect anomalies
in network was presented in [14].

While the principle of maximum entropy is clearly a
good summary for detecting network traffic anomaly, it
has no direct interpretation in terms of the final decision;
that is, a binary decision which partitions the observation
space into two subspaces, one of normal behaviour, and
the other of anomalous behaviour. This interpretation is
vital for understanding and quantifying the false alarm
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(Type I errors) and mis-detection (Type II errors) proba-
bilities, which quantify the quality of the detection algo-
rithm. In order to obtain such interpretation, a statistical
decision theoretic framework should be considered [15].
One such application of decision theory was developed
in [16] where the authors proposed a network anomaly
detection algorithm via the Likelihood Ratio Test (LRT)
for independent heavy tailed (α-stable) random variables,
where the feature they selected was the traffic rate (aggre-
gate). In [17], the authors developed a sequential LRT for
independent and identically distributed samples where
the features were packet rate and the sample entropy of
packet size distribution. They modelled the packet rate as
a random variable which follows a generalized Poisson
distribution and the packet size as a random variable
which follows a Normal distribution. Since the features
are treated independently, the final algorithm applies
a logical conjunction of detections made independently.
In [18], the authors developed a network anomaly detec-
tion via change-point detection, based on the cumulative
sum control chart (CUSUM) statistic where the monitored
feature was the number of attempted connections. Their
approach follows the classic sequential hypothesis testing
problem of Wald [19]. A detection scheme based on the
LRT for both independent and dependent time-series
correlated features (such as flow size, flow duration and
flow start time) was developed in [7]. In particular, the
proposal investigated the suitability of Markovian like
features for anomaly detection. The calibration of the pro-
posed model involves solving an integer programming
optimization problem which is NP-hard. To overcome
this problem, the authors developed a heuristic algorithm.
In [20], an algorithm was developed to detect anomalies
using statistical characterizations of the TCP traffic, us-
ing high order homogeneous Markov chains under both
stationary and non-stationary models.

In most practical cases of anomaly detection, the model
parameters are unknown, making the evaluation of the
marginal likelihood difficult if not intractable. In special
cases, the resulting test is independent of those parame-
ters, in which case the Uniformly Most Powerful (UMP) test
exists. In other situations, there are two main approaches
to handle this problem. The first is a Bayesian approach,
corresponding to an assumption of a certain prior for each
hypothesis. Then by marginalizing the nuisance parame-
ters, the problem is converted into a simple hypothesis
testing problem. Unfortunately, the Bayesian approach
has a few drawbacks: the assumption that the prior is
known is hard to justify in most practical applications.
Furthermore, the computation of the resulting integral
is difficult to obtain in practice. The second approach is
the Generalized Likelihood Ratio Test (GLRT) [8], [9], in
which one calculates the LRT with the unknown being
replaced by their Maximum Likelihood (ML) estimates.
This approach was adopted in [21], where the authors
developed an anomaly detection algorithm which utilises
the GLRT by measuring the coherence of the current
observation. The feature they selected was the number
of packets of a certain type (number of TCP SYN packets
sent to port 80, number of unique IP addresses contacted

and volume of traffic on port 25). An important aspect
of the LRT framework is to derive the probabilities of
false alarm and mis-detection which leads to the choice
of the optimal threshold of the test. Unfortunately, these
quantities are known to be intractable for fully observed
Markov Chains and do not admit simple closed form
expressions. It is therefore a common practice to ap-
proximate these quantities for large sample size via an
application of the large deviations asymptotic [22] which
may be inaccurate [23]. The authors in [24] developed
a tighter approximation of the threshold via the Central
Limit Theorem.

Regardless of the specific feature that all the afore-
mentioned works utilised, or whether they considered a
temporally correlated or independent samples, they did
not consider two important aspects:

1) How to efficiently detect anomalies when the num-
ber of parallel flows is very large?

2) How to detect anomalies when only a subset of
(parallel) flows are anomalous?

In the following, we address these questions.

III. SYSTEM MODEL

In this section, we present the model assumptions and
the related definitions, where we begin by defining a TCP
traffic flow.

Definition 1. TCP traffic flow
A flow is defined as a set of packets localized in time, having the
same five-tuple of source and destination IP addresses, source
and destination ports, and protocol. For a TCP flow, obviously
the transport protocol used is TCP.

A TCP flow transits through a set of states of a finite state
machine (FSM), which can be modelled as a Discrete-Time
Markov Chain (DTMC) [25], [26]. In the following, we
formally define DTMC, and then TCP’s state-path.

Definition 2. Discrete-time Markov chain (DTMC) [27], [28]
Consider a sequence of random variables {S0, S1, S2, . . . , Sn}
on a finite or countable set of states Ω, such that

Qi,j = Pr (Sk+1 = j|Sk = i, Sk−1 = ik−1, . . . , S1 = i1)

= Pr (Sk+1 = j|Sk = i) .

The square matrix Q = (Qi,j) , {i; j} ∈ Ω is called the
one-step transition matrix, and Qi,j denotes the probability the
chain moves to state j, given that it was in state i. One can
incorporate a non-homogeneous (time varying) behaviour of the
DTMC by defining the transition matrix Q (Φ), where Φ is a
set of covariates (possibly time dependent) which explains the
transition matrix Q.

Definition 3. State-path of a TCP traffic flow
For a given TCP traffic flow, we define a state-path as a
sequence of states which are realizations from the TCP DTMC
between a source IP address and a destination IP address.

With these definitions, we now present our network
system model. The network traffic can be seen as a
collection of K concurrent flows, where each of the traffic
flows is a realization from the TCP DTMC. We assume
that under normal conditions, the probability law which
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governs the behaviour of this flow, generates a state-path
of a stochastic process according to the transition matrix
Qn (Φ) and covariates Φ. The values of Qn (Φ) can be
learned from labelled normal traffic, and the covariates
can be used to incorporate time-varying non-stationary
features, such as periodicity [7]. Here we assume that
these covariates are known; and in the sequel, for brevity,
we use the short hand notation Qn. When at least a single
flow diverts from the expected “normal” behaviour, its
state-path can be seen as a realization from a TCP DTMC
which is different to Qn.

Let S
(1:K)
1:T represent the observed state-paths of K

TCP flows, where T denotes the number of states visited
by the TCP flows in the time-window (or frame) being
processed. In other words, there are T sampling points
in a time-window; and for a flow, its state is recorded
at each sampling time. Then, the goal of the detection
algorithm is to decide, given S

(1:K)
1:T , whether at least one

of them is anomalous. Formally, we design a decision
rule δ

(
S

(1:K)
1:T

)
, which maps the input observation space

S
(1:K)
1:T , into a binary decision A = {normal, anomaly}:

δ
(
S

(1:K)
1:T

)
: S→ A. (1)

This problem constitutes a binary composite hypothesis
testing problem, since the alternative model contains the
unknown parameter Qa, which represents the unknown
transition matrix of the anomalous flows. In the more
complex setting, which we present in Section V, the
detection rule is not only binary, but also indicates
probabilistically which of the K flows is anomalous,
which means that the decision space is given by A ={

normal, anomaly, [0 1]
K
}

.
We now present the network system model:

A1 Consider a communication network consisting of a
set K of K flows, where the state of the kth TCP flow
at time t is denoted by

{
S

(k)
t

}
t≥1

, k ∈ {1, . . . ,K}.
A2 The sequence of observations of the k-th flow{

S
(k)
t

}
t≥1

is modelled as a Discrete-Time Markov

Chain (DTMC), which takes values from a finite set
Ω = {1, . . . , J}. The discrete sampling times are such
that the state transitions of all flows are captured.
We express explicitly the complete description of the
TCP-DTMC transitions within a frame of length T
as follows:

S
(1:K)
1:T :=



A time frame of length T︷ ︸︸ ︷
s

(1)
1 s

(1)
2 · · · s

(1)
T

s
(2)
1 s

(2)
2 · · · s

(2)
T

...
...

...
...

s
(K)
1 s

(K)
2 · · · s

(K)
T


K TCP flows

A3 Under normal condition (the H0 hypothesis): the TCP
transition matrix of the k-th flow is denoted by Qn,
where the transition probability is given by

[Qn]i,j := Pr
(
S

(k)
t = j|S(k)

t−1 = i;H0

)
∀i, j ∈ Ω.

A4 Under anomalous condition (the H1 hypothesis) :
A4.1 At some unknown time τ , an anomaly may

occur and change the values of the TCP-DTMC
transition matrix for a subset of flows Ka ⊂ K
(we denote the set of flows which remains
under normal condition by Kn ⊂ K, where
Kn ∪ Ka = K and Kn ∩ Ka = ∅).

A4.2 The transition matrix of a flow which is anoma-
lous is denoted by Qa, where Qa 6= Qn (mean-
ing that at least one entry is different), and its
transition probability is given by

[Qa]i,j := Pr
(
S

(k)
t = j|S(k)

t−1 = i;H1

)
∀i, j ∈ Ω.

The network system model described in A1-A4 is ex-
pressed compactly as follows:

H0 : S
(k)
t |S

(k)
t−1 ∼ Markov (λ0,Qn) , k ∈ K, t = {1, .., T}

H1 :

{
S

(k)
t |S

(k)
t−1 ∼ Markov (λ0,Qn) , k ∈ Kn, t = {1, .., T} ,

S
(k)
t |S

(k)
t−1 ∼ Markov (λ1,Qa) , k ∈ Ka, t = {1, .., T}

(2)

where Qn and Qa are the one-step transition matrices
of the chains under normal and anomalous conditions,
respectively. The vectors λ0 and λ1 represent the initial
distribution under each model.

IV. PROBLEM STATEMENT

In this work, we develop two algorithms to answer
the following two key questions:
Given an observation of a time-frame with K TCP flows:

1) Anomaly detection: Is the frame normal or anoma-
lous? (decide between H0 and H1).

2) Attribution: In case the decision is H1, which of the
flows are anomalous? (find Ka).

To address these important questions, we use a statisti-
cal decision theoretic framework of hypotheses testing [8],
[9]. We formulate the problem in two different ways to ad-
dress these questions and develop the optimal detection
algorithms in Sections V and VI.

A. Known Transition Matrices: the Likelihood Ratio Test
In the ideal scenario where both the transition matrices

Qn and Qa are known, the classical Neyman-Pearson
approach [29] provides the optimal test for the binary
decision regarding each frame (if it is normal or anoma-
lous), and is known to be the Uniformly Most Powerful
(UMP) test. The resulting test is obtained via a threshold
test which is based on the likelihood ratio, given by:

Λ
(
f
(
S

(1:K)
1:T

))
=

Pr
(
f
(
S

(1:K)
1:T

)
|H0

)
Pr
(
f
(
S

(1:K)
1:T

)
|H1

) H0

≷
H1

γ, (3)

where f(.) is a statistical model (e.g., summary statistic)
of S

(1:K)
1:T ; γ is a threshold that can be set to either

assure a fixed false-alarm rate under the Neyman-Pearson
approach or minimize the overall error probability under
the Bayesian approach [9]. This idealised case (since in
practice Qa is unknown) will serve as the upper bound
on the detection performance.
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B. Unknown Transition Matrix Qa: the Generalized Likelihood
Ratio Test

In many practical scenarios, we know the transition
matrix of normal traffic, Qn; but the transition matrix
of anomalous traffic Qa is unknown and is attack spe-
cific. Learning Qa for all kinds of anomalies in an ever-
changing and dynamic Internet is a challenge. Therefore,
in our model a simple hypothesis Q = Qn, is tested
against a composite alternative Q 6= Qn. Clearly, in this
case, the Neyman-Pearson fundamental lemma does not
apply and optimality in terms of UMP test is difficult
to establish [30]. In such cases, it is common to use the
Generalized Likelihood Ratio Test (GLRT) [8], [9]:

ΛGLRT

(
f
(
S

(1:K)
1:T

))
=

Pr
(
f
(
S

(1:K)
1:T

)
|H0

)
sup
Q

Pr
(
f
(
S

(1:K)
1:T

)
|H1

) H0

≷
H1

γ. (4)

The optimality of the GLRT for Markov sequences for
the asymptotic case and finite number of sub-classes of Qa

has been established in [30], and extended to the set of all
finite states in [31], [32]. In Section I of the supplementary
file, we discuss the case where both the transition matrices
are unknown; however in our work below, we do not
make such an assumption (i.e., we assume Qn is known
a-priori).

In the next sections, we utilize the GLRT to derive
the optimal test for detecting anomaly in a subset of
flows. First, in Section V, we re-formulate the GLRT and
generalize it to incorporate all possible combinations of
subsets of flows which may be anomalous. This results
in a combinatorial hypotheses test procedure which is
impractical to solve via brute force due to the sheer
number of possible combinations. To overcome this dif-
ficulty we derive an efficient algorithm via the Cross
Entropy method. Next, in Section VI, we develop a low-
complexity algorithm to evaluate the GLRT in Eq. (4) via
flow aggregation, that allows for a compact representation
of the state-space.

V. ALGORITHM I: OPTIMAL SUBSET ANOMALY
DETECTION VIA CROSS ENTROPY METHOD

Given the system model in Eq. (2), we now derive
the optimal anomaly detection algorithm to solve the two
questions we postulated before. We note that, under the
H0 model we have a simple hypothesis; while under
the H1 model, we have a composite model, due to the
unknown model parameters Ka and Qa. We therefore
use the Generalized Likelihood Ratio Test (GLRT) [9],
and maximize the likelihood function over the space
Θ = {K ∪Qa}, where

[Qa]i,j ≥ 0, ∀i, j ∈ {1, . . . , J}, and,

J∑
i=1

[Qa]i,j = 1, ∀j ∈ {1, . . . , J}.

We now express the optimal detection algorithm based on
the GLRT method.

Lemma 1. The test statistic of the optimal subset anomaly
detection is given by:

Λ
(
S

(1:K)
1:T

)
= sup

Θ

∏
k⊂Ka

{
Pr
(
S

(k)
0 |Qn

) T∏
t=1

Pr
(
S

(k)
t |S

(k)
t−1,Qn

)}
∏

k⊂Ka

{
Pr
(
S

(k)
0 |Qa

) T∏
t=1

Pr
(
S

(k)
t |S

(k)
t−1,Qa

)} .
Proof. See Appendix A in the supplementary file.

Algorithm I: The optimal flow subset anomaly detec-
tion algorithm is given by:

Λ
(
S

(1:K)
1:T

) H0

≷
H1

γ.

The computation of the test statistic in Lemma 1 not
only provides us with the likelihood ratio of the model,
but also finds the subset of flows which is anomalous,
Ka. However, calculating Λ

(
S

(1:K)
1:T

)
involves solving a

joint combinatorial problem (over Θ := {K ∪Qa}) which
is impractical even for moderate number of flows. For
example, for the case where we have K = 100 flows, there
are 2100 possible combinations to calculate Λ

(
S

(1:K)
1:T

)
. To

overcome this computational difficulty we develop an al-
gorithm with runtime complexity acceptable for practical
purposes, that approximates the optimization problem via
the Cross Entropy method [10]. This method will enable
us to evaluate the test statistic only for flows which are
more likely to be anomalous, rather than explore the
whole state-space.

A. Anomaly Detection using the Cross Entropy Method
We now develop a novel algorithm to evaluate the

test statistic in Lemma 1. We evaluate the combinatorial
optimization problem in Lemma 1 via a Monte Carlo
approach which has low complexity. In particular, we
consider the Cross Entropy (CE) method [10]. Based
on a variation of the well known Importance Sampling
technique, the CE method minimizes the Kullback-Leibler
(KL) divergence for approximating the optimal sampling
distribution. The CE method can be applied to solve
NP-hard problems, by translating them into stochastic
optimization problem, and subsequently performing rare
event simulation techniques.

We present the generic CE algorithm in Section II of the
supplementary file. The following theorem establishes the
conditions for the CE method to converge asymptotically
to the optimal solution.

Theorem 1. Convergence for constant smoothing factor [33]:
If the smoothing sequence is a constant, i.e., αt = α, α ∈ (0, 1],
then the sequence of probability mass functions f(x; pt), t ≥ 1,
converges with probability 1 to a unit mass located at some
(random) candidate x ∈ {0, 1}n. Furthermore, the probability
that an optimal solution is generated can be made arbitrarily
close to 1 by selecting a sufficiently small value of α.

The candidate solutions are generated randomly fol-
lowing the function f . The learning parameter α creates
a trade-off between achieving the optimal solution with
high probability, and obtaining a fast rate of convergence
of the sampling distribution. αt = 1

(t+1)β
and αt =
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1
(t+1) log(t+1)β

, β > 0 are smoothing sequences that leads
to optimal solution with probability 1, see [33] for details.

Solving the subset anomaly detection problem in
Lemma 1 involves two aspects which we need to consider:

1) The objective function contains a nuisance high-
dimensional parameter in the form of the alternative
transition matrix Qa. We are therefore unable to
directly apply the CE method on the test statistics
in Lemma 1, since it is a mixed integer (K) and con-
tinuous (Qa) optimization problem. However, the
estimation of Qa can be obtained since its Maximum
Likelihood Estimator (MLE) can be efficiently de-
rived, as we present next. Therefore, we can embed
the MLE of Qa into the CE algorithm and solve the
remaining combinatorial problem efficiently.

2) The optimization problem over the subset of flows
requires us to specify a parametrized random mech-
anism to generate samples θ ∈ Θ. In order to
make this sampling mechanism efficient and of low
computational complexity, we choose to generate
independent sample components, rather than de-
pendent ones and note that other mechanisms could
be considered.

B. Maximum Likelihood Estimator of Qa

As mentioned before, to evaluate the CE objective
function, we need to calculate the MLE of Qa, given the
data, S

(1:K)
1:T . The MLE of Qa is obtained as the solution

to the following constrained optimization problem:

Q̂a = arg max
Q

Pr
(
S

(1:K)
1:T |Q

)
s.t [Q]i,j ≥ 0, ∀i, j ∈ {1, . . . , J},

J∑
i=1

[Q]i,j = 1, ∀j ∈ {1, . . . , J}.

It is not difficult to see that by using Lagrange multipliers
this optimization problem can be solved, and that the
(i, j)

th entry of Q̂a is given by:

[
Q̂a

]
i,j

=

K∑
k=1

T∑
t=1

1
(
Skt+1 = j

)
1
(
Skt = i

)
K × T

.
(5)

The MLE in this case is known to be consistent but biased,
with the bias tending toward zero as the sample size
increases, which means that

[
Q̂a

]
i,j

P→ [Qa]i,j as the

number of samples goes to infinity [34].
Our modified CE algorithm is presented in Algo-

rithm 1. The stopping criterion we use is the number of
iterations. This gives the flexibility to control the running
time, depending on the computational capability of the
system.

C. Computational complexity

The runtime complexity of the CE algorithm we de-
veloped for anomaly detection and attribution is defined
by the number of samples N , the number of flows K, the
number of state-paths T and the stopping criterion. In
Algorithm 1, the steps (2) and (3) are the most expensive

Algorithm 1 Cross Entropy Algorithm

Require: S
(1:K)
1:T , U (·) = Λ (·) as per Lemma 1, learning

parameter α , quantile level ρ
0. Initialize Γ := γ1:N,1:K = 0.5 (all elements set to 0.5).
while stopping criterion 6= TRUE do

1. Generate N independent samples of the binary set
Γn = {γn,1, γn,2, . . . , γn,K}, where

Γn ∼ Ber (Γn,π) =

K∏
k=1

π
γn,k
k (1− πk)

γn,k ,

where π is a vector of parameters belonging to the
K-cube (i.e., [0, 1]

K
).

2. Calculate the MLE of the transition matrix Q̂a,
where the observations S

(·)
1:T contains only the flows

which have been selected according to the values of
the binary vector Γn.
3. Evaluate U

(
Γn; Q̂a

)
= Λ

(
S

(1:K)
1:T |Γn

)
for all the N

samples, according to Lemma 1.
4. Calculate β = (1−ρ) quantile values of U

(
Γ; Q̂a

)
.

5. Update π as follows:

πk = α

N∑
n=1

1 (U (Γn) ≥ β)1 (Γn,k = 1)

N∑
n=1

1 (U (Γn) ≥ β)

+ (1− α)πk, ∀k ∈ {1, . . . ,K} .

end while
6. For each element in πk perform:

Γ =

{
1, πk ≥ Ψ

0, Otherwise

where Ψ is a pre-defined threshold which controls the
attribution detection performance. This binary vector Γ
is our CE estimator of Ka in Lemma 1.
7. Calculate test statistic in Lemma 1 Λ

(
S

(1:K)
1:T ; Γ, Q̂a

)
.

8. Make a binary decision

Λ
(
S

(1:K)
1:T ; Γ, Q̂a

) H0

≷
H1

γ

and dominant ones. The runtime complexity of these
steps, and hence of the algorithm, is O(N ×R ×K × T ),
where R is the number of iterations. As we process
traffic in fixed in time-windows, the number of state-
paths T is typically small (in a few tens) and can be
considered a constant. The number of flows, or to be
precise, the number of instantaneous flows, can range
from a few hundreds to a few thousands for a network
of considerable size. Therefore, we can safely assume that
the running time of the algorithm is governed mostly on
the number of samples N and the number of iterations R.
These two are also the only free parameters that we can
control. The values of N and R are dictated by the balance
between the computational budget allowed, the required
detection performance, as well as the difference between
Qn and Qa. We highlight here that, in a naive brute-
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force algorithm the number of samples considered for K
flows is 2K , i.e., the entire population. In CE algorithm
presented above, N � 2K . In Section VII, where we
evaluate the performance of the algorithms, we present
the values for N and R.

VI. ALGORITHM II: OPTIMAL ANOMALY DETECTION
VIA FLOWS AGGREGATION

In this section, we develop an alternative formulation
to the problem presented in Eq. (3). Our approach is based
on the observation that we do not need to store all the
raw information in S

(1:K)
1:T , but instead we can use a highly

summarized version of S
(1:K)
1:T . This results in a significant

dimensionality reduction, leading to a more computation-
ally efficient algorithm. However, this summary leads to
a loss in the ability to identify anomalous flows, while
retaining the ability to detect an anomalous event (that
is, at least one of the flows is anomalous). As such, our
goal here is to design a decision rule δ

(
S

(1:K)
1:T

)
, where

its input is the state-paths of K flows (each consisting
of T samples), and to map this observation space S into
a binary decision A = {normal, anomaly}. We begin
by defining a summary statistic which is based on two
quantities: an Aggregate Count Vector (ACV) and a Flow
Transition Matrix (FTM).

1) Aggregate Count Vector (ACV): we define the vector
Zt ∈ RJ×1 to denote the aggregate number of flows
occupying each of the states at time t:

Zt :=


Number of flows in TCP state 1 at time t
Number of flows in TCP state 2 at time t

...
Number of flows in TCP state J at time t


Mathematically, the j-th entry of Zt, denoted Z

(j)
t is

given by:

Z
(j)
t =

K∑
k=1

1
(
S

(k)
t = j

)
, ∀j ∈ {1, 2, . . . , J} , (6)

and we have the constraint
J∑
j=1

Z
(j)
t = K.

2) Flow Transition Matrix (FTM): we define Ft ∈ RJ×J ,
where [Ft]i,j is the number of flows that have tran-
sitioned from state i to state j at time t:

[Ft]i,j :=

K∑
k=1

1
(
S

(k)
t−1 = i

)
1
(
S

(k)
t = j

)
,

i, j ∈ {1, 2, . . . , J} (7)

A. Anomaly Detection via Flows Aggregation Method

We now present a novel anomaly detection algorithm
which is based on our previous definitions. To this end,
we evaluate the log of the test statistic in Eq. (3), which
is presented in the following Lemma.

Lemma 2. The test statistic of the optimal anomaly detection
via flow aggregation is given by:

Λ (Z1,F2:T ) = log
Pr (Z1 = z1|Qn)

Pr
(
Z1 = z1|Q̂a

)
+

T∑
t=2

J∑
i=1

J∑
k=1

[Ft]i,k log
[Qn]i,k[
Q̂a

]
i,k

,

where Q̂a is derived in a similar way to the unrestricted MLE
of the transition matrix Qa, given in (5), but instead of using
S

(1:K)
1:T , we use the FTM sequence F2:T . It is straightforward

to show that F2:T is sufficient statistic for the MLE of Q̂a, and
as such incurs no loss of information.

Proof. See Appendix B in the supplementary file.

Algorithm II: The optimal flow aggregation based
anomaly detection algorithm is given by:

Λ (Z1,F2:T )
H0

≷
H1

γ.

Next, we present the anomaly detection algorithm using
flow aggregation, in Algorithm 2.

Algorithm 2 Flow Aggregation Algorithm

Require: S
(1:K)
1:T , Qn, γ

1: Obtain the Maximum Likelihood estimate of Q̂a,
given in Eq. (5).

2: Calculate the ACV Z1 as per Eq.(6).
3: Calculate the FTM sequence F2:T as per Eq. (7).
4: Calculate the test statistic Λ (Z1,F2:T ) as per Lemma 2.
5: If Λ (Z1,F2:T ) ≥ γ, then declare normal, else declare
anomaly.

The main difference between the Cross Entropy (CE)
algorithm we developed in Section V and the Anomaly
Detection via Flows Aggregation algorithm is that the CE
algorithm is able to detect which of the subset of flows is
anomalous, while the Flows Aggregation based algorithm
is unable to do that, since we compress all the states into
a single chain. The advantage of the Flows Aggregation
algorithm is the reduced computational complexity of
the algorithm. This means that these two methods com-
plement each other in the sense that a system operator
may choose to activate the Flows Aggregation algorithm
first in order to quickly detect anomalies in the system.
Once an anomaly has been detected, the system operator
can investigate which specific flows are anomalous by
running the CE based algorithm.

B. Computational complexity
The complexity of Algorithm 2 is defined in terms

of the number of flows and the number of states. The
construction of the flow transition matrix takes O(K)
time; the state transition of a given flow can be computed
in constant time as flows are uniquely identified and
indexed using hashes. The runtime of the algorithm is
governed by computational complexity of the test statistic
Λ (Z1,F2:T ) as per Lemma 2; the computation of the test
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statistic takes O(T × J2) steps. Note that the number of
flows does not affect the computational time of the test
statistic. The computation complexity of the algorithm is
therefore O(K + TJ2).

VII. PERFORMANCE EVALUATIONS

In this section, we present the performance of the algo-
rithms we developed in sections V and VI. We conduct ex-
tensive experiments for this purpose. Below, we describe
the real traffic data used in the experiments. We also use
synthetic data in our experiments. In Section VII-B, we
define the different scenarios considered for experiments,
based on the data. We present and discuss the results in
Section VII-C.

A. Traffic dataset
We used network traffic data obtained from the MAWI

repository [35] which archives traffic datasets collected
from the upstream ISP link of the WIDE consortium (a
Japanese academic network connecting universities and
research institutes [36]). Specifically, we used the 75-
minute TCP traffic of 10th December 2014. This data was
used in (the last) two of the three scenarios described
below. The processed dataset had more than 370, 000
flows (connections) in count. The first hour of traffic was
used for training while the last 15 minutes was used for
testing. To ensure that the training data was free from
attacks, we segregated the traffic by type of maliciousness
and removed all attack traffic that we found. This data
segregation was performed in two stages. In the first
stage, we identified and removed flows that did not
conform to the standard TCP protocol. The flows that
remain would be free from common attacks such as TCP
network scans, TCP port scans, and TCP floods. In the
second stage, we processed the remaining TCP flows, and
removed a number of attacks by identifying signatures
and commonly repeated patterns of certain attacks (such
as SSH brute force [37]), aided by visualizing tools. This
process incurred manual inspection.

Internet traffic (say, of enterprise network) can be split
into a number of time-windows, such that in each time-
window the traffic is assumed to be stationary [38], [39].
The length of such time-windows are in the range of
minutes, and not more than an hour or two. In practice,
we need a model for each such time-window; and these
time-windows will be used across days. For example, if
we have a model for each hour of the day, the model
for 9:00-10:00 will be used across days of the week.
However, separate models are also required for weekdays
and weekends.

For testing datasets, we used the last 15 minutes of
clean data as base, and injected different attacks with
varying intensities, by sampling the attack traffic that was
segregated earlier. The interval of attack for each of the
four testing data lasts approximately one minute; the dif-
ferent attack intensities are given below in Section VII-C3.

B. Scenarios for experiments
We consider three scenarios differing in the types of

data used for the experiments:

1) Scenario 1: Synthetic data: We generate synthetic
data for the transition matrices Qn and Qa. That
is, this scenario does not use real network traffic
traces for experimentation. This allows us to control
the parameters of the system and understand the
performance of our algorithms. The values of the
elements of the transition matrices were chosen ran-
domly from a uniform distribution, and normalized
in order to obtain a valid transition probability
matrix. Experiments on this set of data allows us
to evaluate the detection performance of the GLRT
approach in Eq. (4) compared to the optimal and
ideal case of LRT in Eq. (3), and quantify the (loss in)
detection performance. In addition, we quantify the
impact of a model mismatch under H0, between the
true transition matrix under normal conditions Qn,
and the assumed one, say Q̂n. As mentioned earlier,
the transition matrix Qn can be learned from la-
belled normal traffic, and the covariates can be used
to incorporate time-varying non-stationary features.
However, since Q̂n is the estimated value of Qn,
these matrices could be different. Such a problem is
very much likely with applications generating huge
amounts of data, because (with increasing data) it
is practically challenging to label each and every
data item correctly. Even a moderate-size network
generates tens of gigabytes of traffic per minute.
It is therefore important to study the impact of
model mismatch on the overall performance of the
detection algorithms.

2) Scenario 2: Semi-synthetic data: In this scenario,
traffic models for both normal and attack flows are
learned and built from the MAWI network traces.
The transition matrices Qn and Qa are obtained
from an off-line learning phase (maximum likeli-
hood estimator as per Eq. (5)); subsequently, based
on these two matrices, the dataset for this scenario is
generated. These experiments allow us to compare
the performance of our algorithms under realistic,
yet controlled conditions, and as a function of vari-
ous system parameters, such as length of state-paths,
number of flows etc. In addition, we also evaluate
the convergence of the Cross Entropy method and
its ability to correctly detect which flows are anoma-
lous.

3) Scenario 3: Real dataset: The experiments in this
scenario use real network traffic flows. This traffic
dataset contains both normal and anomalous TCP
traffic flows from the MAWI dataset, as described
in Section VII-A. The labelled anomalous traffic we
have used in this scenario are port scan and network
scans, TCP SYN flooding and brute force attacks on
the following application protocols: SSH (secured
shell), TELNET, RDP (remote desktop protocol),
MySQL and SMTP (mail). We will test the detection
performance of our algorithms and make recom-
mendations regarding their suitability to handle real
TCP traffic.

8



C. Results

The detection performance is quantified via the Re-
ceiver Operating Characteristics (ROC) curves, which de-
pict the probability of detection against the probability of
false alarm for various threshold settings γ, such that,

• Probability of detection := Pr
(

Λ
(
S

(1:K)
1:T

)
≥ γ|H1

)
,

• Probability of false alarm := Pr
(

Λ
(
S

(1:K)
1:T

)
≥ γ|H0

)
.

1) Scenario 1 - Synthetic data: In this section, we
study and compare the performance of the two algo-
rithms, namely the Cross Entropy method (Section V) and
the Flow Aggregation algorithm (Section VI), for a generic
temporarily correlated data. The purpose of this study is
to understand the effects on the detection performance for
the following cases:
• What is the performance loss incurred by using the

GLRT in Eq. (4), compared to the ideal and imprac-
tical case of LRT in Eq (3). Since the LRT is the UMP
test (according to Neyman-Pearson Lemma), it acts
as an upper bound on the detection performance.

• When there is a model mismatch, or in other words,
when the transition matrix Qn learned is not accu-
rate, what is the performance loss incurred?

We study these important aspects as a function
of the KL divergence between the transition matrices,
Qn,Qa [40], given by

D (Qn ||Qa) =
∑

(i,j)∈Ω

πi [Qn]i,j log

(
[Qn]i,j
[Qa]i,j

)
,

where πi, i = {1, . . . , J} is the stationary distribution of
Qn. We consider a set of K = 10 flows, out of which
three are anomalous, and consider state-paths lengths of
T = {50, 100}. The Markov chains have J = 4 states and
we consider two sets of transition matrices, for which the
KL divergence values between Qn and Qa are x and 4x.
This means that, the increased difference between Qn and
Qa in the second case, should ideally reflect in delivering
better detection performance.

GLRT vs. LRT detection performance: Figures 1(a)
and 1(b) present the ROC comparisons between the
LRT and the GLRT, for varying lengths of state-paths,
and two values of the KL divergence. It is clear that
the performance gap between the algorithms is quite
significant in both cases, but becomes smaller as the
length of state-path increases. This is due to the fact
that under the GLRT, we calculate the MLE of the
unknown matrix Qa as given in Eq. (5), and the quality
of the estimator improves with increasing length of the
state-paths. As pointed out earlier, as the number of
samples goes to infinity, the MLE converges to the true
value of the transition matrix, and therefore, the GLRT
is asymptotically optimal [30]. We also note that the
detection performance increases as the gap between the
transitions matrices Qn and Qa increases.

Figs. 2-3 present the detection probabilities as a func-
tion of D

(
Qn || Q̂n

)
for two choices of probabilities of

false alarm, Pfa = {0.1, 0.4}. The results clearly show
that with the increase of the distance between Qn and
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Fig. 1: Performance comparison between the Cross Entropy
method and the Flow Aggregation algorithm for two KL di-
vergence values
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Fig. 2: Effect of model mismatch on detection probabilities when
false alarm probability is set to 0.1

Qa, the detection probabilities improve for all values of
probabilities of false alarm.

Sensitivity Analysis to model mismatch in Qn: We
had assumed that the values of the transition matrix
under the normal behaviour are know a-priori (e.g., from
historical data). It is important to quantify the impact
that a mismatch between the true transition matrix Qn

and the assumed one Q̂n would have on the performance
of the algorithms. To this end, we generate the samples
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Fig. 4: Effect of model mismatch, D
(
Qn || Q̂n

)
= 0.088

from Qn, but use a different transition matrix Q̂n

(hence, a model mismatch) to evaluate the GLRT in our
algorithms. We quantify the distance between the true
and estimated matrices via the KL divergence and set it
to D

(
Qn || Q̂n

)
= 0.088. The distance between Qn and

Qa was kept at close to double of D
(
Qn || Q̂n

)
. Fig. 4

presents the ROC curves for this scenario, as a function
of the state-path length. Observe that, as the length of
state-paths increases, the performance gap due to the
error in estimating the transition matrix Qn gets larger.
This example illustrates the importance of obtaining a
correct estimate of the transition matrix Qn.

2) Scenario 2 - Semi-synthetic data: In this section,
we present the detection performance of our algorithms,
where we generate TCP state-path realizations based on
the transition matrices of the real dataset. To illustrate
this, we first estimated the transition matrix Qn from the
real dataset. We chose the SSH brute force attack for the
anomalous traffic. We identified 19 states of the TCP state
machine, and they include the standard states such as
SYN, SYN+ACK, FIN, DATA, etc. The states in forward and
reverse direction are identified as different. We introduced
an artificial state OTHER, to include all new states in
the testing phase (that were not observed in the training
phase). Therefore we have, Ω = {1, . . . , 19}. We then em-
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(b) State-path length T = 10
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(c) State-path length T = 20

Fig. 5: ROC curves under SSH brute force attack

ulated these traffic patterns 1000 times, for K = 100 flows
and various lengths of state-paths T = {5, 10, 20} states,
with varying rates of intensity of attack |Ka|K = {5%, 10%}.
For the CE method, we used N = 100 Monte Carlo sam-
ples, quantile level ρ = 0.9, learning parameter α = 0.1
and R = 50 iterations of the algorithm. We note that the
KL divergence between the normal transition matrix and
anomalous transition matrix is D (Qn ||Qa) = 1.62. We
consider two attack intensities (percentage of anomalous
flows): 5% and 10%. The ROC curves are presented in
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Fig. 6: Detection performance under SSH attack

Fig. 5 for different values of T . In addition, we have
also implemented a detection algorithm which works
on a flow-by-flow approach (i.e., independent analysis
of each flow) and is based on the Hoeffding Test [12].
Such an approach was recently used for network anomaly
detection [7], [41]. For a fair comparison, the feature used
in our implementation of the flow-by-flow approach is
TCP’s FSM, as is in our model. Similarly, the important
parameter T takes the same value as in our algorithms.
In addition, our implementation of the flow-by-flow ap-
proach compares the theoretical stationary probabilities
of the Markov chain (corresponding to the state-paths of
flows) under the H0, with the empirical estimate of the
stationary probabilities of the Markov chain, on a per-flow
basis. Compared to the previous scenario, we have used
smaller values for T in this scenario, because in practice
the length of the state-paths of attack flows is quite short.
We observe that as before, the Cross Entropy is superior
to the Flow Aggregation algorithm for all values of T
considered, and that the overall performance improves
with longer state-path. The detection probability of both
the algorithms are more than 0.95 at a small false-alarm
rate of 10%, for state-path length of 20. We also observe
that the proposed algorithms perform much better than
the flow-by-flow approach. This is due to the fact that
the estimation of the transition matrix Qn in the flow-by-
flow approach cannot properly capture the variance in
state-paths of flows, and therefore performs poorly.

3) Scenario 3 - Real dataset: We now present the de-
tection performance of our algorithms on real dataset ob-
tained from MAWI dataset (see sections VII-A and VII-B,
for details on the traffic dataset used). Tracking and
storing the state information of an entire flow has prac-
tical limitations; besides it also slows down the time to
detect. In this scenario, we experiment on partial flows—
flows are segregated into multiple non-overlapping par-
tial flows. Partial flows are also natural as we process
flows in time-windows. A single flow can be spread across
multiple time-windows; hence segregation of flows into
partial flows is essential. With a little abuse of notation,
T , the length of state-paths of partial flows is set to three.
This means, a flow that has a state-path of length nine
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Fig. 7: Detection performance under RDP attack
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Fig. 8: Detection performance under MySQL attack

is partitioned into three partial flows, each with a state-
path length of three. In all the experiments, we used
K = 100. We vary the rates of intensity of attack to be
|Ka|
K = {5%, 10%, 20%}. In Figures 6-10, we present the

ROC curves for the brute force attacks on the different
protocols mentioned earlier, for the two algorithms we
have developed. The other anomalies, namely, network
and port scans and TCP SYN flooding were easily de-
tected with negligible false alarms; due to limitation of
space, we do not plot the corresponding ROCs here.
We observe that the performance of the CE algorithm is
slightly better than the Flow Aggregation algorithm in all
cases. We also observe that for intensity of attack of 10%
and above, the algorithms have a very high detection rate
with low probability of false alarm.

Attribution detection performance: Next, Fig. 11 sum-
marises the performance of the Cross entropy method
in attributing anomalous flows successfully, for three
intensity rates of attacks. These results were obtained for a
specific threshold value Ψ, that gave the best performance
in terms of accuracy and false positives. It shows that, for
all types of attacks considered, the probability of detec-
tion is quite high. We also observe that, with increasing
attack intensity, the probability of false alarm decreases to
around 0.2.

Computational time of the algorithms: Finally, we
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Fig. 9: Detection performance under SMTP attack
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Fig. 10: Detection performance under Telnet attack

compare the execution time of our algorithms. To this
end, we implemented the algorithms in Matlab 8.1, and
used the Parallel Computing Toolbox which allows to
execute Steps 1-3 of Algorithm 1 in parallel. We performed
experiments on a server running Intel Xeon Processor E5-
1630 v4 (4 cores, 3.7GHz) with 16GB RAM. The results are
presented in Fig. 12. Evidently, the computational time of
the Flow Aggregation algorithm is significantly smaller
(by orders of magnitude) than the Cross Entropy method.
For Cross Entropy method, the computational time in-
creases by an order of magnitude, when the number of
flows is increased from 100 to 1000, demonstrating a linear
relationship of time on the number of flows.

D. Discussion
Based on the extensive experiments conducted using

synthetic, semi-synthetic and real traffic data, we make
the following conclusions regarding the two algorithms:

1) Both algorithms perform very well (high detection
and low false alarm probabilities) even for short
state-path lengths, as well as when the portion of
flows under attack is small.

2) The Cross Entropy based algorithm not only per-
forms better than the flow aggregation based algo-
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Fig. 12: Computational time of the algorithms

rithm, it is also able to attribute which subset of
flows is anomalous with high accuracy (see Fig. 11).
This of course comes at the price of higher compu-
tational complexity, as presented in Section V-C.

3) The performance of the CE based algorithm heavily
depends on the number of Monte Carlo samples N .
While we do not make specific recommendations,
we empirically observed that in order to maintain
the same performance for different number of flows,
N should grow linearly with the number of flows.

4) In all the real data simulations, very good detection
performance was achieved when the intensity of
attacks was 10% or more.

The two algorithms complement each other; therefore,
the flow aggregation algorithm can be used to detect
anomalies when the computational resources do not scale
in proportion to the network size. Cross Entropy method
can then be triggered, whenever there is an anomaly, to
detect the anomalous flows related to the event.
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VIII. CONCLUSIONS

In this work, we developed a new statistical frame-
work for anomaly detection in temporally correlated traf-
fic communication networks, via Markov Chain mod-
elling of the monitored traffic features. We formulated
the optimal anomaly detection problem as the Neyman-
Pearson Likelihood Ratio Test and developed two optimal
detection algorithms. The first algorithm based on Cross
Entropy, not only detects the existence of an anomaly, but
also attributes it to the subset of flows are anomalous.
The second algorithm is based on flow aggregation which
allows for a compact low dimensional representation of
the raw traffic flows. We evaluated the detection perfor-
mance of our algorithms via extensive simulations using
synthetic, semi-synthetic and real data, and demonstrated
that good performance (in terms of high detection proba-
bility and low false alarm probability) is obtained even
for short state-paths, as well as when the portion of
anomalous flows is small. We discuss future directions
in Section III of the supplementary file.
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