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ABSTRACT

To alleviate the costly data annotation problem in deep
learning-based object detection, we leverage the canonical
view model for active sample selection to improve the ef-
fectiveness of learning. Inspired by the view-approximation
model, we hypothesize that visual features learned from
canonical views denote better representations of objects, thus
boosting the effectiveness of object learning. We validate
the hypothesis empirically in the context of robot learning
for novel object detection. Based on this, we propose a
novel on-line viewpoint exploration (OLIVE) method that (1)
defines goodness-of-view by combining informativeness of
visual features and consistency of model-based object detec-
tion, and (2) systematically explores and selects viewpoints
to boost learning efficiency. Furthermore, we train a legacy
Faster R-CNN model with a data augmentation method while
leveraging data samples generated by the OLIVE pipeline.
We test our method on the T-LESS dataset and show that
the proposed method outperforms competitive benchmarking
methods, especially when the samples are few.

Index Terms— object detection, object recognition,
canonical view, viewpoint selection

1. INTRODUCTION

Object detection has achieved notable progress owing to ad-
vancements in deep-learning (DL). However, existing DL-
based methods usually require voluminous annotated data.
Few-shot learning have been proposed to address this issue [1,
2, 3]. However, legacy methods are mostly restricted to de-
tecting generic objects [4]. In manufacturing, the visual expe-
rience of an industrial robot is markedly different from that of
a domestic one. Robots need to detect and recognize novel,
sometimes featureless, objects in challenging environments
[5, 6]. Meanwhile, it is costly to annotate large amounts of
data to train robotic vision for such applications.

Object visual information is often considered to be depen-
dent on viewpoints [7, 8]. For example, the speed and accu-
racy of object recognition are higher in canonical views rel-
ative to non-canonical views, as shown in experiments with
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both computers and humans [8, 9]. In this study, canonical
views refer to viewpoints that visually characterize the entity
of interest [10]. They often encompass stable, salient and
significant visual features, that may be beneficial to the rep-
resentation of the entity [11]. However, the potential benefit
of canonical views for object recognition has been barely ex-
ploited, except for a few early models for recognizing objects
with simple, synthesized 3D features [9, 10]. In view of the
prevalence of deep convolutional neural networks (DCNN),
it is useful to explore if these deep models could benefit from
such visual bias. This is especially interesting considering the
data-hungry nature of DL-based models.

This study aims to leverage the representation bias of
canonical views to boost object detection with few training
samples. We first investigate if viewpoint information affects
the performance of DL-based object detector. We formulate a
canonical view hypothesis based on the view-approximation
model [9] and empirically test the hypothesis on the T-LESS
dataset [6]. Given the positive effect of view-induced bias, we
further address the issue of selecting training samples based
on canonical views. To do so, we define a new goodness-of-
view (GOV) measure that combines the consistency of object
detection and the informativeness of visual feature. Next, we
propose a novel On-LIne Viewpoint Exploration (OLIVE)
method that uses the GOV information to guide the selection
of viewpoints, without prior 3D information of objects. We
evaluate the effectiveness of our method in object detection
on the T-LESS dataset. In comparison with a baseline method
and a recent view selection method based on proxy informa-
tion [12], our method achieves higher mean average precision
(mAP) in object detection with fewer training samples.

The contributions of this study are: (1) formulation and
validation of the canonical view hypothesis in the context of
DL-based object recognition, (2) a new method of active sam-
ple selection based on the canonical view hypothesis, and (3)
demonstration of effective novel object detection and recog-
nition using viewpoint selection and data augmentation.

2. METHOD

2.1. Canonical View Hypothesis

It is generally agreed that the internal representation of visual
features in DCNN models has a bearing on human mental



representation [13]. However, it is unclear if canonical views
are useful in training DCNN for object detection. We first
explore if canonical views denotes a “better” set of samples
to train object detection models. Let R be the representa-
tion of an object based on a set of previously seen views (vi),
i.e., R = {vi, i = 1, ..., n}. The visual “value” of a view
(v) can be quantitatively defined as d(v,R) =

∑
i d(v, vi),

where d(v, vi) is a dissimilarity metric between views v and
vi. We use the summation operator following conventions [7],
whereas in practice, it can be other operators such as min-
imum. Based on the view-approximation model [9] and its
derivative [7], we propose a canonical view hypothesis:

d(vn, R)− d(vc, R) > 0 (1)

where vc and vn refer to canonical and non-canonical views,
respectively.
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Fig. 1. Computing goodness of view from RGB-D image

2.2. Goodness-of-View Measures

The goodness of a viewpoint can be measured by multiple
metrics defined on different visual features, such as, visible
area, silhouette, depth, visual stability, curvature entropy,
mesh saliency [7, 14], etc. These metrics are largely in agree-
ment with human perception and preference [15]. However,
It is unclear though how these metrics are effective in the DL-
based models and representations. We postulate that although
the internal representation of visual features in DL models has
a bearing on the human cognition, there may still be notable
differences between them, so that a “good” and informative
view for human needs not be so for a computational model.

The informativeness of a view (denoted as s1) is a func-
tion of the statistical distribution of visual features (Fig.1). To
compute s1, we first perform object segmentation using depth
information. Next, we use the resultant mask to extract the
actual object including the RGB and depth data. Finally, we
compute the informativeness of a view based on multiple vi-
sual features, including silhouette length, depth distribution,
curvature entropy, and color entropy [7, 14, 15].

Meanwhile, a legacy computer model, e.g., a pre-trained
Faster R-CNN (FRCNN) [4] may not be able to recognize a
new object due to lack of prior knowledge, thus incomplete
representation, of the respective object. Hence, we propose to
consider a model’s existing “competency” in the evaluation

Algorithm 1 Online viewpoint exploration
Initialize: Register object w.r.t. candidate viewpoints on a spher-
ical surface V ; Selected viewpoints: U = Ø; Budget: K; k =
0.

1: while k < K do
2: Choose next viewpoint vk ∈ V that has the largest geograph-

ical distance to U (aggregated for multiple elements in U ).
3: Capture RGB-D image at vk, compute weighed GOV: g(k) =∑

(U + vk).
4: Get the set of un-visited neighbours of vk: N(vk)
5: while N(vk) is not Ø do
6: Get next neighbour v′k, compute g′(k) =

∑
(U + v′k),

N(vk) = N(vk)− v′k.
7: if g(k) < g′(k) then
8: vk = v′k, update g(k) =

∑
(U + vk)

9: end if
10: end while
11: U = U + vk, k = k + 1
12: end while

of GOV. In particular, if an object can be detected more effec-
tively in view vA than vB , e.g., the detected bounding box has
a larger Intersection-over-Union (IoU) for vA than vB , it indi-
cates that vA is better represented by the existing model, thus
contributing less (than vB) to the representation of the object.
In practice, we define the GOV as the weighted sum of the
feature-based informativeness (s1) and the model-based con-
sistency (s2).

s1 ⊕ s2 = w1s2 + w2s2 (2)

where w1 and w2 are the weights of feature-based informa-
tiveness and model-based consistency, respectively.

2.3. Viewpoint Exploration based on RGB-D Images

Existing viewpoint selection methods typically require 3D in-
formation of objects [10, 16]. Without assuming such prior
knowledge, our method gathers sparse viewpoint information
and evaluates the aggregated GOV of the trespassed view-
points on-the-fly. This denotes a learning experience similar
to a robot exploring an unknown object or space. The only as-
sumption is that an RGB-D camera is registered with respect
to a set of candidate viewpoints on a spherical surface, where
an object of interest is located at the sphere center. Thus, the
3D coordinates of the viewpoints are known and the robot can
move the camera to those points. The robot then follows the
routine (Algo. 1) to visit viewpoints. The RGB-D data cap-
tured at each viewpoint is used to extract object features and
compute the GOV (Section 2.2). At any viewpoint, the robot
searches the local maxima of GOV (lines 4 -10), where the
GOV (Gwi ) is computed as the weighted sum of individual
GOV metrics according to Eq. 3 (adapted from [16]). Once
the local maxima is found, the next view is chosen as one with
the largest geographical distance to the current view.
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3. EXPERIMENT

3.1. Dataset

We conduct experiments on T-LESS dataset - a public RGB-
D dataset consisting of multiple-view images of 20 industrial
objects [6]. This study focuses on object detection using color
images, along with the depth image for object segmentation.
We use the RGB-D image from the Kinect camera. For each
object, the training set consists of images sampled system-
atically from 1296 viewpoints located along a spherical sur-
face. In the training set, an object is placed against a uniform,
dark background, which makes the detection task trivial. For
fair evaluation of our method, we segment the object and su-
perimpose it on a few complex backgrounds. Furthermore,
we select a query set (Qset) from the original training set,
which consists of 162 viewpoints uniformly distributed on
the sphere near the vertices of an icosahedron [5]. The rest
1134 images serve as the training set, and we perform active
sampling in this set. The effectiveness of view selection is
evaluated on the query set.

3.2. Validation of Canonical View Hypothesis

To test the canonical view hypothesis, we conduct experi-
ments in two settings, namely, 1-view and 3-view learning.
In 1-view learning, we first select for each object two images
with distinctive GOVs. In particular, we rank the 1134 train-
ing samples according to the GOV, and get one image with
a GOV below the 30 percentile, and the other image with
a GOV above the 70 percentile. Next, for each image, we
perform data augmentation and use the synthesized training
set to train an FRCNN [17]. This results in two FRCNNs
trained on two sets of images, i.e., low vs. high GOV sets,
respectively. Similarly, in 3-view learning, we first randomly
sample 2 views for an object. Next, we select the third view
based on our OLIVE algorithm. For purpose of comparison,
we configure the OLIVE algorithm so that the third view pro-
duces either high or low aggregated GOV (refer to Eq. 3). In
both settings, we hypothesize that object detection accuracy
is higher in the high relative to low GOV image set.

Table 1 shows the GOV metrics and the object detection
performance (mAP at IoU≥ 50%). Taking individual objects
as the random variable, we conduct paired t-test on the mAP
(dependent variable) under the two GOV levels (independent
variable) for each setting. In 1-view setting, the mAP is sig-
nificantly higher for the model trained on high-GOV set (mAP
= 0.25 ± 0.09) than on low-GOV set (mAP = 0.23 ± 0.15):
t(29) = 2.93, p = 0.006. Similar result is observed in 3-
view setting: t(29) = 2.73, p = 0.010. The effect of GOV

Table 1. Effect of GOV on object detection performance
# of views mean GOV mAP (Q set)
1 0.21 (Low) 0.23 (±0.15)

0.42 (High) 0.25 (±0.09)
3 0.54 (Low) 0.51 (±0.22)

0.76 (High) 0.61 (±0.21)

on detection accuracy is further examined using Pearson’s
product-moment correlation analysis [18]. The correlation
between the GOV and the mAP is moderate with Pearson’s
r = 0.32, t(58) = 2.55, p = 0.01 for 1-view setting, and
r = 0.28, t(58) = 2.18, p = 0.03 for 3-view setting. Such
a positive correlation is shown in Fig. 2, which is drawn us-
ing Seaborn toolbox (https://seaborn.pydata.org/index.html).
The confidence interval for the regression estimate is set as
68%. It seems that viewpoint information contributes to the
detection accuracy to some extent. Therefore, canonical view
hypothesis is validated.

Fig. 2. Correlation between goodness of view and detection
performance. Each dot denotes a combination of object-view
drawn from the query set.

3.3. Object Detection with Viewpoint Bias

To test the effectiveness of the OLIVE method, we compare
the performance of object detectors that are trained on sam-
ples selected using OLIVE and two benchmarking methods,
respectively.

• Baseline: Randomly select K-views from the training
set. Note that GOV metric is irrelevant for the baseline.

• EVS-PI: Viewpoints are selected using a method of
efficient view selection based on proxy information
(EVS-PI) [12]. To accommodate the current dataset,
we make a few changes to the original EVS-PI method.
First, we do not use the projected area and number of



Table 2. Performance of object detectors trained on different viewpoint selection methods
Method GOV mAP*@ K views, evaluated on the Q set

metric K = 1 K = 3 K = 5 K = 7 K = 9 K = 11

Baseline na. 0.23 (0.13) 0.53 (0.20) 0.68 (0.24) 0.74 (0.14) 0.79 (0.19) 0.83 (0.22)
EVS-PI [12] s1 0.15 (0.11) 0.31 (0.23) 0.57 (0.21) 0.79 (0.19) 0.83 (0.19) 0.85 (0.17)

s1 ⊕ s2 0.16 (0.10) 0.30 (0.21) 0.53 (0.21) 0.78 (0.20) 0.84 (0.18) 0.85 (0.17)
OLIVE s1 0.27 (0.11) 0.63 (0.19) 0.70 (0.18) 0.740 (0.16) 0.79 (0.17) 0.83 (0.15)

s1 ⊕ s2 0.32 (0.12) 0.57 (0.19) 0.69 (0.21) 0.79 (0.17) 0.78 (0.19) 0.82 (0.16)
* Results is in the form mean (standard deviation).

visible faces to compute the informativeness of views,
since they require 3D information. Instead, we use the
GOV metrics proposed in this paper for fair compari-
son. Second, we set six principal views (PVs) as the
six spherical vertices closest to the centers of the facets
belonging to the smallest cubic that bounds the sphere.
Third, since the EVS-PI method requires a pool of
candidate views for which the viewpoint information
is to be estimated based on PVs, we randomly select
10 ×K views to build the pool, where K is the initial
view budget. Among them, we select the top K most
“informative” views with reference to the PVs.

Given a budget of K (= 1, 3, 5, 7, 9, 11) training samples,
we select K images where each image is augmented by 20
background scenes to train FRCNNs. Detection performance
is tested on the Qset. In addition, to examine if the GOV met-
ric benefits from the consistency check (refer to Section 2.2
and Eq. 2), we compute GOV with or without consistency
modulation, resulting into two configurations.

• s1 no consistency check: w1 = 1, w2 = 0.

• s1 ⊕ s2 consistency check: w1 = 0.5, w2 = 0.5.

Table 2 shows the detection accuracy (using mAP met-
rics) of different methods. As expected, the mAP increases
as the view budget grows. It achieves nearly 80% mAP at
K = 7. The OLIVE method outperforms the two bench-
marking methods at lower view budgets, i.e., K = 1, 3, 5, 7.
The performance gain is particularly high for fewer views,
such as 1-view (mAP= 0.32 against baseline: 0.23 and EVS-
PI: 0.15 and 0.16) and 3-view (0.63 against baseline: 0.53
and EVS-PI: 0.31 and 0.30). Nevertheless, for higher view
budgets such as 9- and 11- views, the performance of EVS-
PI is better. There are two possible reasons for this. First, in
our implementation, EVS-PI enjoys the benefit of initial ran-
dom pooling, which achieves reasonable diversity of views.
In such a sense, its performance is contingent on the quality
of initial pooling. Second, the data augmentation (applied in
all 3 methods) might have dampened the effect of GOV, i.e.,
when more views are added and augmented, the informative-
ness of views played a lesser role in boosting the detection
performance. In fact, probably due to data augmentation, the

performance of the baseline method is reasonably good, serv-
ing as a competitive benchmark.

Finally, the current experiment does not show an obvi-
ous benefit of using detection consistency (s2) to modulate
the informativeness of view (s1) when computing GOV. As
shown in Table 2, about half of the best performing detectors
are trained without consistency check. We suspect that this
is due to the characteristics of the T-LESS dataset. That is,
the T-LESS objects have a uniform white color which makes
them easy to be detected even though we have rendered them
in diverse backgrounds. Hence, the pre-trained object detec-
tor could effectively locate the object in most cases so that the
consistency check does not serve to differentiate the detection
difficulty of viewpoints. As future work, we intend to collect
data of alternative objects in the open world to examine the
effect of consistency check.

It should be noted that we do not evaluate our method on
the T-LESS test set. This is mainly because the T-LESS test
set mostly deals with cluttered scenes with multiple intersect-
ing objects. It would be very challenging to conduct detec-
tion without performing effective object segmentation first,
usually using depth information. Meanwhile, our models are
trained only on isolated objects, so that it is not able to han-
dle cluttered scenes. In future, we plan to perform automated
segmentation and annotation on the cluttered scenes to train
new models to enhance the detection performance.

4. CONCLUSIONS

In this paper, we have proposed and empirically validated the
canonical view hypothesis, which is useful for training object
detectors that leverage visual bias of viewpoints. We design
a viewpoint selection method (OLIVE) that explores view-
points on-the-fly, based on a novel goodness-of-view mea-
sure. The OLIVE method, in combination with a data aug-
mentation scheme, achieves effective novel object detection
and recognition on the public T-LESS dataset. We show that
the OLIVE method outperforms competitive benchmarks, in-
cluding a baseline random sampling method and a PI-based
view selection method, when the sample budget is low. Our
method is useful for robots to learn to detect and recognize
novel objects in the real-world.
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