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ABSTRACT
There has been a vast literature on Neural Network Com-

pression, either by quantizing network variables to low pre-
cision numbers or pruning redundant connections from the
network architecture. However, these techniques experi-
ence performance degradation when the compression ratio
is increased to an extreme extent. In this paper, we pro-
pose Cascaded Mixed-precision Networks (CMNs), which
are compact yet efficient neural networks without incurring
performance drop. CMN is designed as a cascade frame-
work by concatenating a group of neural networks with se-
quentially increased bitwidth. The execution flow of CMN
is conditional on the difficulty of input samples, i.e., easy
examples will be correctly classified by going through ex-
tremely low-bitwidth networks, and hard examples will be
handled by high-bitwidth networks, so that the average com-
pute is reduced. In addition, weight pruning is incorporated
into the cascaded framework and jointly optimized with the
mixed-precision quantization. To validate this method, we
implemented a 2-stage CMN consisting of a binary neural
network and a multi-bit (e.g. 8 bits) neural network. Em-
pirical results on CIFAR-100 and ImageNet demonstrate that
CMN performs better than state-of-the-art methods, in terms
of accuracy and compute.

Index Terms— Mixed-precision Neural Network, Cas-
cading, Conditional Execution, Quantization, Pruning

1. INTRODUCTION

Deep neural networks (DNNs) are often over-parameterized
and demand significant amount of memory and compute. It
is particularly challenging to deploy them on edge devices
with limited memory and compute capacities. Neural network
compression has emerged as the mainstream technique to ad-
dress this problem, by either quantizing network variables to
low precision numbers [1, 2, 3, 4] or pruning redundant con-
nections from the network architecture [5, 6].

Although being successful in many ways, the existing
quantization or pruning methods fail to preserve accuracy
when the compression ratio in compute is increased to an ex-
treme extent. For instance, the performance of binary neural
networks drops dramatically compared to their full precision
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Fig. 1: Overall inference pipeline with the cascade mixed-
precision networks composed of a binary neural network and
a multi-bit neural network with redundant weights pruned.

counterparts on ImageNet. So far, the maximum pruning
ratio for ResNet50 without accuracy loss on ImageNet only
reaches 40% [7]. Prior works attempt to tackle this issue by
combining quantization and pruning together [8].

In this work, we further reduce the compute from an new
perspective: conditional computation. Input samples are not
equally difficult [9], and thus it makes sense to build a net-
work architecture supporting early exit, in which only part of
the network components is activated for easy samples during
inference. Our contributions are two-fold.

First, we propose Cascaded Mixed-precision Networks
(CMN) to enable compact yet efficient neural networks with-
out incurring accuracy loss. CMN is a cascaded framework
by concatenating a group of neural networks with sequen-
tially increased quantization bitwidth. Weight pruning is
incorporated into the framework and jointly optimized with
mixed-precision quantization. Thanks to early exit, the com-
pute is largely reduced as easy samples are able to be correctly
classified by executing extremely low bitwidth networks only.

Second, we implement a 2-stage CMN composed of a bi-
nary neural network with zero FLOP followed by a multi-bit
(e.g. 8 bits) neural network with redundant weights pruned,
as illustrated in Figure 1. The 2-stage CMN is evaluated on
CIFAR-100 and ImageNet with various neural network ar-
chitectures as baselines. Extensive experiments show that
CMN achieves better accuracy compared to state-of-the-art,
and early exit saves compute by a large margin.



2. RELATED WORK

2.1. Conditional Computation

Conditional Computation refers to a class of algorithms in
which only part of the algorithm modules is dynamically ex-
ecuted for each input sample so that the computation com-
plexity is reduced on average. Cascading is one of the rep-
resentative approaches for conditional computation. Recent
works have deployed cascade methods to train full precision
dynamic models for many applications [10, 11, 12, 13, 14].To
the best of our knowledge, this work is the first to quantize
and prune neural networks in a cascade manner.

2.2. Neural Network Quantization and Pruning

Neural network quantization reduces numerical precision
of weights and/or activations from floating point to multi-
bit [15] down to ternary [16] or even binary representa-
tions [3], with the pre-defined quantization bitwidth uni-
formly distributed for all layers. Various quantizers [2, 3, 4]
have been introduced, such as approximation with power of
two numbers [2], uniform scalar quantization [17, 15] as well
as non-uniform quantizers [18].

Neural network pruning reduces the number of multipli-
cation operations by removing network variables from the
network architecture, which can be grouped into unstructured
pruning (i.e. vanilla weight pruning) [5, 6] and structured
pruning (e.g. prune channels) [19, 20]. Compared to struc-
tured pruning, unstructured pruning is more fine-grained and
thus can achieve higher pruning ratio without accuracy loss.

Application accuracy may drop after quantization or prun-
ing, but it can be amortized by re-training the compressed
model, at the cost of slower convergence due to the noise in-
troduced by the compression techniques.

Joint Optimizing Quantization and Pruning. There are
a couple of recent works on learning compression model by
jointly optimizing quantization and pruning [8, 21] within
a single neural network, e.g. Clip-Q [8] proposed to clip
(prune), partition and quantize the network weights via
Bayesian optimization. In contrast to previous approaches,
we study the joint training of quantization and pruning in a
cascaded framework, in which a group of neural networks are
concatenated and executed conditionally on input samples.

3. CASCADED MIXED-PRECISION NETWORKS

In this section, we first introduce the cascaded network struc-
ture in Section 3.1. Section 3.2 presents the joint training of
quantization and weight pruning in the cascaded framework.

3.1. Cascaded Networks

Figure 1 illustrates the inference pipeline of a 2-stage CMN.
An input image is firstly fed to the binary neural network

Algorithm 1: Training Cascaded Mixed-precision
Networks.
1 Initialization: The pruning ratio set Φ P r5 : 5 : 90s;
2 the recall rate set D P r5 : 5 : 95s;
3 Notation: pḠ, Ďacc, τ̄ , φ̄, T̄ q - Optimal operating point;
4 ∆ - The span of candidate recall rate;
/* Retraining binary/multi-bit networks */

5 F lo
“ quantized trainpF , Bloq

6 Fhi
“ quantized trainpF , Bhiq

/* Derive the initial recall rate */

7 for τ P D do
8 if AccuracypF lo´ąhi, τ, 0q ă η then
9 τ0 “ τ ; break;

10 S “ tτ0 ´ 5 ˚∆, τ0 ´ 5 ˚ p∆´ 1q, ..., τ0 ` 5 ˚∆u.
/* Derive minimal compute after pruning */

11 Ḡ “ inf, Ďacc “ 0, τ̄ “ 0, φ̄ “ 0, T̄ “ 0.
12 for τ P S do
13 for φ P Φ do
14 Fine-tune magnitude-based pruned CMN [5].
15 acc “ AccuracypF lo´ąhi, τ, φq
16 if acc ă η then
17 break;
18 else
19 g “ GpF lo´ąhi, τ, φq
20 if g ă Ḡ then
21 Ḡ “ g; Ďacc “ acc; τ̄ “ τ ; φ̄ “ φ.

22 Derive T̄ from τ̄ on the training set.
23 return pḠ, Ďacc, τ̄ , φ̄, T̄ q

which outputs a confidence score as prediction, i.e. maximum
value of the vector after Softmax. If the confidence score ex-
ceeds a pre-defined threshold, inference exits early. Other-
wise, the input image is fed to the pruned multi-bit network
which outputs a new confidence score as final prediction. It
is worth emphasizing that the cascaded framework is agnos-
tic to any bitwidth. In our experiments, we set the bitwidth
of multi-bit network as 8, which has been found to be suffi-
cient for maintaining accuracy even without fine-tuning. The
2-stage CMN can be formulated as,

F lo´ąhi “

"

F lo, Ipxq ě T
tF lo,Fhiu, Ipxq ă T

(1)

where F lo and Fhi refer to binary network and multi-bit net-
work respectively, F lo´ąhi refers to the cascaded network.
I denotes the confidence score output by the binary network,
and T P r0, 1s is the threshold. T is determined by the joint
optimization of quantization and weight pruning, which will
be introduced in the next section.

3.2. Joint Optimization of Quantization and Pruning

The goal of CMN is to minimize compute of neural network
inference by jointly optimizing quantization and pruning un-



der the cascaded framework, without losing model accuracy,

minimize
τ,φ

GpF lo´ąhi, τ, φq

subject to AccuracypF lo´ąhi, τ, φq ě η
(2)

where η denotes accuracy of the full-precision pre-trained
neural network. GpF lo´ąhi, τ, φq is defined as the number
of operations of CMN and parameterized by 2 variables,

GpF lo´ąhi, τ, φq “ τ ¨Blo ¨ FLOPSpF loq (3)

` p1´ τq ¨Bhi ¨ FLOPSpFhiq

where τ P r0, 1s is the recall rate of binary network and
φ P r0, 1s is the pruning ratio of the multi-bit network. Blo

and Bhi refer to the bitwidth of binary and multi-bit network
respectively. FLOPSp¨q measures the number of multiplica-
tion and addition operations of the target network.

One may note that the recall rate τ is defined as the per-
centage of all the samples that only activate binary network.
Given N training images that feed to the binary network, we
rank their confidence scores in descending order. Correspond-
ingly, given a pre-defined recall rate τ , the threshold in Eq. 2
equals to the Kth conference score on the ranked list such
that K{N “ τ . We can use binary search algorithm to obtain
the confidence score T given τ . Obviously, there is a trade-off
between the recall rate τ and the pruning ratio φ.

We develop a data-driven binary search algorithm to find
the optimal operating point pτ, φq, which aims to maximize
compression ratio and maintain accuracy. First, we obtain
the binary and multi-bit network via finetuning their full-
precision counterpart separately. Second, a set of candidate
recall rates τ is generated by executing both the binary and
multi-bit networks given a set of training images and con-
straining that only slight drop in accuracy is allowed for a
chosen candidate value. Third, for each candidate recall rate,
we conduct weight pruning with different pruning ratios and
finetune the pruned network in order to restore accuracy.

Quantization and Weight Pruning. For both binary and
multi-bit networks, we apply DoReFa-Net [17] to quantize
weights and activations. During finetuing, straight-through
estimator [22] (STE) is adopted to approximate the non-
differentiable quantization functions.

We apply the magnitude-based weight pruning [5] to
prune redundant weight variables from the multi-bit network.
Iterative pruning is required during finetuning.

4. EXPERIMENTS

4.1. Experimental Setup and Implementation Details

To evaluate the performance of our proposed method, we
perform experiments on CIFAR-100 [26] and ImageNet [27]
datasets. Several representative networks including AlexNet,
ResNet18 and ResNet50 are evaluated.

During training, we randomly crop 224ˆ 224 patches for
ImageNet and 32ˆ32 for CIFAR-100 datasets from an image
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Fig. 2: Training/test accuracy of CMN with various recall
rates on CIFAR-100 and ImageNet without weight pruning.

or its horizontal flip. Following [1], the AlexNet structure is
equipped with batch normalization and the first pooling layer
is removed to better fit the CIFAR-100 input resolution.

Table 2 reports detailed experimental hyper-parameters
for training full-precision networks, quantization networks
and cascaded networks with weight pruning. The PyTorch
official full-precision models were used for ImageNet. The
quantized network are trained from a pre-trained full-precision
model. Following [17], weights of the first and the last layers
are not quantized. When performing weight pruning on the
multi-bit network, the parameters of the binary network are
frozen to guarantee the contribution percentage of binary net-
work in the cascaded architecture. For fair comparisons with
state-of-the-art, the average bitwidth is reported, which is
computed by dividing the number of operations by the FLOPs
of the original full-precision network. Thus, this metric re-
flects the compute efficiency of the compressed network.

4.2. Ablation Study

First, we evaluate the CMN variants to analyze how does
the cascading structure affect both accuracy and compute
efficiency of the compressed neural networks. We perform
experiments on CIFAR-100 and ImageNet datasets with full-
precision, 8-bit, 1-bit, and mixed-precision (i.e. CMN). Ta-
ble 3 reports the top-1 classification accuracy. It can be seen
that 8-bit networks performed competitively with the full-
precision networks. When the bit-width is reduced to binary,
noticeable performance degradation is observed. However, if
we let the 1-bit network handle easy examples and the 8-bit
network to classify hard examples, the performance is com-
petitive as compared to the full-precision networks even with
lower average bit-widths. In particular, even on a large-scale
dataset like ImageNet, an average bit-width of 3 for ResNet18
was achieved without accuracy loss.

Second, we evaluate how the threshold T for binary net-
work affects train/test accuracy of the proposed CMN. Figure
2 plots train/test accuracy of CMN as a function of recall rate



Table 1: Comparison of the proposed CMN with state-of-the-art on ImageNet dataset, using ResNet18 and ResNet50 as
baseline full-precision networks. ‘FP’ represents the full-precision (32/32-bit) Top-1 baseline accuracy in our implementation.

Methods
ResNet18 (FP: 69.76) ResNet50 (FP: 76.15)

QIL[23] ABC-net[24] LQ-nets[18] CMN HAWQ[25] ABC-net EL-net [1] LQ-nets[18] CMN
Bitwidth (3,3) (5,5) (4,4) (3˚,3˚) (2˚,4˚) (5,5) (4,4) (4,4) (3.9˚, 3.9˚)
Accuracy 69.2 65.0 69.3 69.8 75.5 70.1 75.1 75.7 76.2

Table 2: Hyper-parameter settings: “Prec” - numerical preci-
sion; “lr” - the initial learning rate; “wd” - the weight decay
rate; “opt” - the optimizer; “lr schedule” - the learning rate
decay schedule with decay ratio 0.1; “M” - mixed precision.

dataset Prec lr wd opt lr schedule

CIFAR-100

float 0.1 5e-04 sgd [60,120,180]
8 0.001 1e-04 sgd [60,120,180]
1 0.001 1e-04 adam [60,120,180]
M 0.001 0.0001 sgd [10,15,20]

ImageNet
8 5e-06 1e-06 sgd [10,15,20]
1 0.0005 1e-06 adam [30,50,60]
M 0.001 0.0001 sgd [10,15,20]

Table 3: Comparison of CMN variants in terms of Top-1 ac-
curacy on CIFAR-100 and ImageNet. 8-bit (1-bit) denotes
only the 8-bit (1-bit) network in CMN is activated. / in the
last line represent accuracy and average bitwidth respectively.

Methods
CIFAR-100 ImageNet

AlexNet ResNet18 ResNet18 ResNet50
32-bit 70.79 78.19 69.76 76.15
8-bit 71.48 78.22 70.44 76.43
1-bit 65.74 67.45 55.33 57.70
CMN 71.59/2.1 78.20/3.8 69.83/3.0 76.16/3.9

τ on CIFAR-100 and ImageNet, using AlexNet, ResNet18
and ResNet50 as baseline network architectures. The recall
rates for training set are ranking from 5% to 95%, based on
which the the confidence scores is inferred. Then we get cor-
responding recall rate for test set. It can be observed that:
a) With a pre-defined threshold T , the optimal recall rate for
train set and test set is different, given a specific network ar-
chitecture. For example, the optimal recall rate for AlexNet
on CIFAR-100 is τ “ 0.95 for train set while τ “ 0.83 for
test set. This might be attributed to the over-fitting on train
set. Thus it is reasonable to build a candidate pool for recall
rate on train samples in Algorithm 1, in order to guarantee
the generalization ability to test set. b) For both train and test
sets, the performance trend is consistent on ImageNet regard-
less of the baseline network used, but less so on CIFAR-100.
For example, the accuracy of AlexNet on CIFAR-100 slightly
drops on train set but significantly decreases on test set.

Finally, we report optimal recall rate of the 1-bit network
and pruning ratio of the 8-bit network for test set on CIFAR-
100 and ImageNet datasets, with various network architec-

Table 4: Optimal recall rate of 1-bit network and weight prun-
ing ratio of 8-bit network for test set on CIFAR-100 and Ima-
geNet, with various network architectures as baselines.

CIFAR-100 ImageNet
AlexNet ResNet18 ResNet18 ResNet50

1-bit 8-bit 1-bit 8-bit 1-bit 8-bit 1-bit 8-bit
52% 60% 30% 50% 31% 50% 31% 40%

tures in Table 4. Both recall rate and pruning ratio contribute
to the compute saving . One can see that a) for each dataset,
the compute saving of recall rate and pruning ratio differs
across network architectures. For instance, for CIFAR-100,
52% samples are filtered by binarized AlexNet while only
30% samples by binarized ResNet18. b) For more difficult
datasets like ImageNet and complex network like ResNet50,
it is more challenging to prune the weight parameters.

4.3. Comparison with State-of-the-art

Table 1 compares Top-1 accuracy of the proposed CMN
with state-of-the-art on ImageNet, using ResNet18 and
ResNet50 as baseline full-precision networks. We observe
that that CMN achieves better accuracy than state-of-the-
art approaches, with competitive compute complexity. For
ResNet18 on ImageNet, CMN only requires 3-bit on average
to achieve the full-precision performance.

5. CONCLUSIONS

Most previous literature on neural network compression fo-
cuses on quantization or pruning separately. In this work,
we propose to jointly optimize them in a cascaded mixed-
precision network (CMN). CMN leverages conditional execu-
tion to significantly reduce the compute at the inference stage
without sacrificing accuracy, as observed from extensive ex-
periments on CIFAR-100 and ImageNet. It shows advantages
over a few baseline neural network architectures.
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