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Abstract— Indoor Positioning Systems (IPSs) are able to 

provide information on the location of personnel and assets in 

various indoor environments such as offices, warehouses and 

factories. Using the position data from the IPS, Location Based 

Services (LBS) can be offered to personnel in offices. Also, 

various productivity improvement measures such as bottleneck 

identification, cutting wastage in searching for assets and floor 

layout optimization can be carried out in industry spaces like 

factories and warehouses. The widespread adoption of IPS is 

however currently hindered by insufficient positioning 

accuracy and the high infrastructure cost of installing and 

maintaining several reference nodes. This paper therefore 

proposes using just a single reference node and map matching 

for positioning along pre-determined routes. Furthermore, by 

employing Machine Learning, it is shown through simulation 

that the solution can be less complex and yet more accurate 

than traditional map matching, even in challenging indoor 

environments. 

Keywords—positioning, machine learning, angle of arrival, 

random forest.  

I. INTRODUCTION 

Indoor positioning is the process of locating assets 

within a building, where the Global Positioning System 

(GPS) and other satellite-based technologies do not work 

due to lack of line-of-sight satellite signals. In general, an 

Indoor Positioning System (IPS) makes use of tags that 

transmit wireless signals to stationary reference nodes (also 

called readers or anchors). Based on either the timing or 

strength of the signals received and the location of the 

reference nodes, a positioning engine then computes the 

location of the tags using various techniques such as 

trilateration, TOA (Time-of-Arrival), TDOA (Time-

Difference-of-Arrival), TWR (Two-Way-Ranging) and 

AOA (Angle-of-Arrival). 

Various COTS (commercial off-the-shelf) solutions are 

already available in the market but are yet to be widely 

adopted due to two major issues. Firstly, regardless of the 

wireless technology used, all indoor positioning systems are 

prone to multipath effects [1]. Wireless signals can get 

attenuated or reflected in indoor environments, though it is 

more prevalent in cluttered areas with metals and 

obstructions. As a result, positioning estimates become 

inaccurate and unreliable [2]. Cost is the other major 

hindrance to adoption, as potential users would not only 

have to pay to install additional infrastructure, but also to 

train their staff to use and maintain the systems [1]. It is 

therefore not a surprise that many companies do not take 

advantage of IPS due to cost and the inability to guarantee 

consistently accurate estimates.  

Much research has been reported on overcoming the 

problem of inaccuracy in IPS by mitigating the multipath 

effects and noise. The use of Machine Learning (ML) for 

multipath mitigation has been commonly prescribed, and 

multiple studies have shown improvements in accuracy 

across the spectrum of wireless media. For UWB-based IPS, 

Non-Line-of-Sight Mitigation using ML has been carried 

out in both benign [2] and industrial environments [3]. On 

the other hand, Bluetooth-based positioning focuses more on 

fingerprinting approaches, as shown in [4] and [5]. 

The problem of high infrastructure cost due to the need 

for several reference nodes has however not been 

sufficiently addressed in the literature. Most IPS solutions 

rely on requiring the tag to be in line-of-sight with a 

minimum of three reference nodes. Furthermore, in real-life 

environments with various obstructions such as walls, 

equipment, and even the human body of personnel in that 

area, a proliferation of reference nodes are required to 

ensure that the tag is in line-of-sight with multiple of them.  

One way of cutting down on the number of reference 

nodes is by using AOA-based IPS and making some 

realistic assumptions. The reference node receives the signal 

from the tag and estimates the Angle-of-Arrival (AOA). 

From the AOA, it calculates the position of the tag. Such 

systems will be able to localize the tag using just one 

reference node by making the common assumption that the 

tag is at a certain known height on the asset or personnel 

being tracked. A value of 1m to 1.5m is often used in the 

case of personnel, and small variations in this height are 

seen to not too adversely affect the positioning accuracy.  

 

Fig. 1. Laboratory floorplan depicting the IPS reference node (center) and 

the pre-determined route. 
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Fig. 2. Angle of Arrival (AOA) diagram. 

Other heights can be assumed for the tag depending on 

where it is placed on the asset that is being tracked. An 

example of such an AOA-based COTS solution will be the 

IPS from Quuppa [6]. 

The trade-off for using a single reference positioning 

system is the loss in accuracy as compared to using multiple 

references. Additional reference nodes are frequently used 

to improve the accuracy and as a result the cost advantage of 

having a single reference node for positioning is either lost 

or not fully realized. Hence, in this paper, we propose to use 

a software technique to improve the accuracy of a single 

reference AOA-based IPS solution. We use ML for map 

matching the position of tags moving along known routes. 

Moving along known routes, though reducing the generality 

of the solution, is a valid assumption in many practical 

scenarios such as office corridors, assembly lines, and alleys 

between shelves in warehouses. 

II. SIMULATION SCENARIO 

For this paper, the indoor space is assumed to be a room 

with the IPS reference node located at the centre (Fig. 1). It 

estimates the AOA angles of the signals received from the 

tag and calculates the position of the tag. The calculated raw 

tag positions then undergo either traditional or ML-based 

map matching for improvements to their accuracy. 

A. Angle of Arrival Simulation 

The IPS estimates two AOA angles of the signals from 

the tag relative to the reference node. In terms of spherical 

coordinates, the two angles are the inclination angle 𝜃 and 

the azimuthal angle 𝜙 as shown in Fig. 2. Given a three-

dimensional cartesian coordinate space, a tag positioned at 

location (𝑥𝑇 , 𝑦𝑇 , 𝑧𝑇)  and a reference node installed at 

location (𝑥𝑅 , 𝑦𝑅 , 𝑧𝑅), 𝜃 and 𝜙 can be obtained by converting 

the cartesian measurements to spherical angles: 

𝜃 = 𝑡𝑎𝑛−1 (
√(𝑥𝑇 −  𝑥𝑅)2 + (𝑦𝑇  −  𝑦𝑅)2

𝑧𝑅 −  𝑧𝑇

) () 

𝜙 = 𝑡𝑎𝑛−1 (
𝑦𝑇  −  𝑦𝑅

𝑥𝑇 −  𝑥𝑅

) () 

 

 

 

 

Conversely, when the IPS node receives signals from the 

tag, it calculates the tag coordinates using the received 

angles 𝜃  and 𝜙  by converting them into the cartesian 

coordinates using: 

𝑥𝑇 = 𝑥𝑅  + (𝑧𝑅 − 𝑧𝑇) 𝑡𝑎𝑛(𝜃)𝑐𝑜𝑠(𝜙) () 

𝑦𝑇 = 𝑦𝑅  + (𝑧𝑅 − 𝑧𝑇) 𝑡𝑎𝑛(𝜃) 𝑠𝑖𝑛(𝜙) () 

All four of these formulas assume that the tag is 

transmitting from a certain height. For this paper, the  height 

of the reference node (𝑧𝑅 ) on the ceiling is set at 5m and the 

height of the tag (𝑧𝑇) is assumed to be 1m.  

B. Data Generation Process 

In a realistic environment, the IPS reference node will 

not receive the exact inclination and azimuthal angles that 

will lead to the correct tag location due to noise and 

multipath effects. To include this in the simulation, the 

equations (1) and (2) are modified to introduce +/-2.5 

degree error:  

�̂� =  𝜃 + 𝒩(0, 0.25) () 

�̂� =  𝜑 + 𝒩(0, 0.25) () 

 

where 𝒩(0, 0.25) is a Gaussian distribution with a mean of 

0 and a standard deviation of 2.5 degrees. This would cause 

the position estimate to transform from a singular point to a 

quadrilateral with the true location around its centre.  

The process for generating simulated IPS tag data can 

then be split into three steps. First, the ground truth for the 

tag location is determined and the true inclination and 

azimuthal angles are calculated via formulas (1) and (2). 

Then, noise and multipath effects are added by obtaining �̂� 

and �̂� from formulas (5) and (6). The simulated tag position 

can then be obtained by plugging back both angles into 

formulas (3) and (4).  

This simulation procedure is used to produce stationary 

and mobile data sets. For the stationary case, samples are 

generated for each of the 12 points along the route. The 

mobile case, on the other hand, involves traversing the route 

in either a clockwise or counter-clockwise direction.  

III. METHODOLOGY 

Given a potentially inaccurate tag position and a route on 

which the tag is known to traverse, the simulation scenario 

can be viewed as a map matching problem. Map matching is 

a form of regression, where a point is given and matched to 

an appropriate point on the path. This paper proposes the 

use of a ML-based solution and compares it to the 

traditional vector-based map matching method.  

Using the simulation procedure described in the previous 

section, a training set, a stationary test set and a mobile test 

set were generated for ML model training and evaluation.  
 
 
 
  



Criteria 
Regression Algorithms 

Ridge SVM KNN RAF AB MLP 
MAE 

(m) 

0.46 0.18 0.08 0.10 0.28 0.39 

MSE  

(m) 

0.47 0.09 0.05 0.06 0.14 0.29 

R2 0.67 0.94 0.97 0.96 0.91 0.80 

ACC0.1 

(%) 

1.08 21.74 63.73 56.33 4.04 2.22 

ACC0.5 

(%) 

33.85 85.53 90.11 89.50 63.66 49.93 

ACC1.0 

(%) 

81.76 96.23 98.05 97.71 95.90 86.27 

Table 1. Preliminary map matching results for model comparison across six 

regression algorithms: Ridge, Support Vector Machines (SVM), K-Nearest 

Neighbors (KNN), Random Forest (RAF), Adaboost (AB), and Multilayer 

Perceptron (MLP). 

A. Evaluation Criteria 

 As a regression problem, both the machine learning 
model and the traditional map matching method were 
evaluated using four metrics: Mean Absolute Error (MAE), 
Mean Squared Error (MSE), Coefficient of Determination 
(R2), and the percentage accuracy metrics. The first three are 
standard regression metrics commonly used in assessing 
regressors, while the accuracy metrics are defined in this 
paper specifically in the context of indoor positioning.  

MAE computes the average of the absolute differences 
between the true and predicted values [7]. Also known as 
L1-Norm, it serves as an even metric for model performance 
by giving equal weight to all measurements. For this 
problem, it is calculated as: 

𝑀𝐴𝐸 =  
1

𝑁
∑|𝑝𝑖 − 𝑝�̂�|

𝑁

𝑖=1

 () 

where N is the total number of samples, 𝑝𝑖  is the true tag 
position of the i-th sample and 𝑝�̂� is the estimated tag position 
from the map matching function for the i-th sample. The 
differences in the tag positions 𝑝𝑖 − 𝑝�̂� can be computed via 
three-dimensional Euclidean distance. 
 MSE, on the other hand, is an alternative metric that 
heavily penalizes estimated positions that are further from 
the true position by squaring the differences instead of taking 
their absolute value [8]. Similar to MAE, smaller MSE 
implies better performance. MSE is calculated as: 

𝑀𝑆𝐸 =  
1

𝑁
∑(𝑝𝑖 − 𝑝�̂�)

2

𝑁

𝑖=1

 () 

The Coefficient of Determination (R2) is commonly used 
to gauge how well a regression model can replicate actual 
measurements [9]. By measuring the correlation between the 
set of tag position estimates and the set of true tag positions, 
R2 ranges from 0 to 1.0, with 1.0 as the best possible score: 

𝑅2 =  1 −
∑ (𝑝𝑖 − 𝑝�̂�)

2𝑁
𝑖=1

∑ (𝑝𝑖 − �̅�)2𝑁
𝑖=1

 () 

where �̅� is the mean of the true tag positions. 

  

Fig. 3. Position error distribution graphs of the three best performing 
regression algorithms: Support Vector Machines (SVM), K-Nearest 

Neighbors (KNN), and Random Forest (RAF) 

 We define an accuracy metric that will represent the 
percentage of measurements that have errors below a certain 
level in metres:  

𝐴𝐶𝐶𝑚 =  
∑ [(𝑝𝑖 − 𝑝�̂�) ≤ 𝐸]𝑁

𝑖=1

𝑁
 × 100% () 

where ∑ [(𝑝𝑖 − 𝑝�̂�) ≤ 𝐸]𝑁
𝑖=1  is the number of points that have 

errors below 𝐸 metres. This paper uses 𝐴𝐶𝐶0.1, 𝐴𝐶𝐶0.5, and 
𝐴𝐶𝐶1.0  to gauge the percentage of measurements below 
0.1m, 0.5m, and 1.0m respectively. These metrics can give 
an indication of how effective a positioning error mitigation 
method is.  

B. Traditional Map Matching 

The goal of Traditional Map Matching (TMM) is to use 

geometrical techniques, given a tag position �̅�  and a line 

segment connecting �̅�  and �̅� , to find a vector �̅�  that is 

closest to �̅�  and along the segment AB. According to the 

method described in [10], �̅� can be estimated by expressing 

the points as two-dimensional vectors and using the 

following formulas: 

𝐷 =  
(�̅� − �̅�) ∙ (�̅� − �̅�)

(�̅� − �̅�) ∙ (�̅� − �̅�)
 () 

�̅� =  {

�̅�                      𝑖𝑓 𝐷 ≤ 0 

�̅� + 𝐷(�̅� − �̅�)      𝑖𝑓 0 < 𝐷 < 1

�̅�                    𝑖𝑓 𝐷 ≥ 1

 () 

 

While the formulas above compute the match along a 

single segment, this method can be extended to a route 

consisting of multiple segments by computing the closest 

point for each segment and finding the matched point with 

the smallest distance from the tag position. In theory, this 

method is simple and efficient, but has some potential cases 

that might not work as well for indoor positioning, 

especially under conditions that promote high position error. 



Criteria 

Map Matching Methods 

No Map 

Matching 

(NMM) 

Traditional Map 

Matching 

(TMM) 

Map Matching 

Regressor 

(MMR) 

MAE (m) 0.23 0.08 0.03 

MSE (m) 0.09 0.02 0.01 

R2 0.94 0.98 0.99 

ACC0.1 (%) 7.17 47.17 80.08 

ACC0.5 (%) 76.33 95.75 98.58 

ACC1.0 (%) 98.25 99.92 100.00 

Table 2. Stationary test statistics using No Map Matching (NMM), the 

Traditional Map Matching (TMM) method, and the Map Matching 

Regressor (MMR) 

 

Fig. 4. Stationary test position error distributions of the two map matching 

methods and the control condition 

Erroneous tag positions too far from the route will tend to 

get mapped to the end points of the segment. In the case of 

multiple segments, a tag may appear to drastically jump 

from one segment to another when it is in the middle of two 

segments. 

C. Map Matching Regressor 

To train the ML model, the training set was created from 
readings obtained via the simulation procedure described in 
Section II. The Map Matching Regressor (MMR) was set to 
have four inputs, with the first two being the X and Y 
coordinates of the simulated position. The third and fourth 
inputs are the mean of the changes in X and Y coordinates 
over the last five readings. These changes, recorded over 
regular intervals, are representative of the velocity and can 
serve as an indicator of direction of movement for the tag. To 
calculate these values, the model keeps a window of size 
five, with all elements initially set to zero. For each new tag 
reading, the model takes the difference between the latest tag 
position and the last known tag position, stores it in the 
window, calculates the mean, and uses the resulting X and Y 
averages as the third and fourth inputs. With these, the MMR 

Criteria 

Map Matching Methods 

No Map 

Matching 

(NMM) 

Traditional Map 

Matching 

(TMM) 

Map Matching 

Regressor 

(MMR) 

MAE (m) 0.40 0.15 0.10 

MSE (m) 0.37 0.11 0.06 

R2 0.74 0.93 0.96 

ACC0.1 (%) 7.65 41.90 59.09 

ACC0.5 (%) 54.16 82.72 88.70 

ACC1.0 (%) 81.23 95.41 98.03 

Table 3. Mobile test statistics using No Map Matching (NMM), the 

Traditional Map Matching (TMM) method, and the Map Matching 

Regressor (MMR) 

 

Fig. 5. Mobile test position error distributions of the two map matching 

methods and the control condition 

is tasked to estimate the tag’s X and Y coordinates along the 
route. For model training and validation, this paper utilized 
the MultiOutputRegressor and relevant functions in scikit-
learn [11].  

The model development process consisted of two rounds 
of preliminary training, with the training dataset split into 
75%/25% for training and validation. The first round 
identified the most accurate regression algorithm to be used 
for the map matching problem. The results on Table 1 
showed that out of the six algorithms tested, K-Nearest 
Neighbours (KNN), Support Vector Machines (SVM) and 
Random Forest (RAF) yielded better performances based on 
the MAE, MSE, and R2. Upon examining their positioning 
error distribution curves (Fig. 3) and the percentage accuracy 
metrics, RAF and KNN are seen to outperform SVM, with 
both algorithms reducing 63.73% and 56.33% of readings to 
below 0.1-m error. It can be seen that KNN is incrementally 
better overall, however it is known to have a slower 
prediction speed due to its need to search the training dataset 
for neighbours [12]. Therefore, the RAF algorithm was 
chosen to optimize both prediction speed and accuracy.  



 

 

Fig. 6. Three snapshots from the tests depicting the position estimates from the TMM method (square markers) and the MMR (diamond markers). Note 

that the simulated position is out of the figure in B.  

The second round of training is for parameter tuning via 
five-fold cross validation. It found that the Random Forest 
regressor performed best when it was bootstrapped, had a 
max depth of 10 and consisted of 100 estimators. The final 
model was then trained and saved for testing and comparison 
with the traditional method. 

IV. RESULTS AND DISCUSSION 

To evaluate the performance of the proposed method, the 
Map Matching Regressor (MMR) was used to predict 
position estimates of the Stationary and Mobile Test Sets. 
These estimates were then compared to those calculated from 
the Traditional Map Matching (TMM) method. Overall, the 
MMR performed better than TMM and was shown to have 
learned the position error distributions for the different parts 
of the route. 

A. Stationary Test Results 

The Stationary Test set was generated by using the 

simulated tag data for the 12 points along the route depicted 

in Fig. 1. Each point was set to have 100 readings, resulting 

in a total of 1200 data points. The results for each map 

matching method are shown in Table 2.  

The observed positioning error was relatively small, 

since both MAE and MSE without map matching were 

below 0.3 meters. Both map matching methods reported 

near perfect statistics, although the MMR yielded slightly 

lower errors. Upon examination of the Position Error 

Distributions in Fig. 4 and the ACC metrics, the MMR can 

be seen to have more points with lower positioning errors 

than TMM. 80.08% of MMR positioning estimates fall 

under 0.1-meter error, as compared to 47.17% for 

Traditional Map Matching and 7.17% without any map 

matching. 

B. Mobile Test Results 

The Mobile Test set contained 20 runs of generated tag 

data traversing the stipulated route in a clockwise or 

counter-clockwise direction. Each run was set to pause at 

each point for 4 to 40 readings, and the movement between 

points was set by generating a random increment of the 

average human walking speed using a normal distribution 

with a mean of 1.49m/s and standard deviation of 0.25m/s 

[13].  The dataset consisted of a total of 5945 points, and the 

results for each map matching method is shown in Table 3.  

Without map matching, there was a significant increase 

in errors as MAE and MSE increased to about 0.4 meters 

and only 81.23% of tag readings fell under 1.0m error. 

TMM and MMR both reported ACC1.0 of above 90%, 

although MMR was able to report lower error statistics and 

better overall ACC metrics. The Position Error Distributions 

in Fig. 5 also show that MMR performed better than TMM 

and that 60% of MMR position estimates fall below 0.1-m 

error. 

C. Comparison Between Methodologies 

In addition to the quantitative comparison between the 

performance of the two map matching methods in Section 

IV-B, they were also evaluated qualitatively. It was found 

that the MMR provided a better position estimate at all 

points along the route than TMM. This may be attributed to 

the potential shortcomings mentioned in Section III-B. The 

position estimates of TMM are points on the segment that 

form a perpendicular line when connected to the tag 

position. It can be seen that from Fig. 6A, using TMM can 

lead to a mapping of the simulated point to a point which is 

relatively far from the true position as compared to the 

mapped point using MMR.  

In cases with large positioning errors, TMM is seen to 

have a high tendency to stick to the end points of the 

segment (Fig. 6B). Furthermore, as there are multiple 

segments within a route, it is possible to have the TMM 

estimate “jump” segments when it is closer to another part 

of the path. Fig. 6C shows one such case in the mobile test, 

where the TMM positioning estimate was shown to be on a 

segment different from the true position, as the closest point 

to the tag position was mapped to a different segment. 

MMR, on the other hand, has shown that it can learn the 

error distributions along different parts of the route since it 

is a ML model, so is able to overcome the issues faced in 

using TMM, as shown in Fig. 6A, 6B, and 6C.  



D. Discussion on Results  

As can be seen from both the Stationary and Mobile 

Tests, the ML-based map matching model was able to 

produce accurate results and performed better than 

traditional map matching in terms of MAE, MSE, R2 and the 

three ACC metrics. The results from the previous section 

therefore show that augmenting readings from a single 

reference node with ML is a possible approach to not only 

improve positioning accuracy, but also to cut down 

installation cost through the reduction of required 

infrastructure to a single node. 

However, for the proposed approach to work, the tags 

would need to traverse along a known set of routes. This 

condition, though seemingly restrictive, is commonly 

satisfied in many practical settings. Both personnel and 

assets tend to travel along fixed routes such as corridors in 

offices and assembly lines in factories.  

Another possible limitation is the fact that the trained 

MMR is specific to the error distribution along the fixed 

route. The positioning error distribution would be specific to 

the particular location in a particular environment, 

depending on the clutter and potential sources of 

interference. Where possible, using actual measurements for 

getting training data would be ideal. But, as shown in this 

paper, an acceptable level of accuracy can be derived by 

assuming an error distribution with a 1-sigma value equal to 

the maximum angular estimation error of the IPS used. This 

makes the system far more practical for implementation, as 

it is possible to automate the entire training procedure with a 

guided script and user interface that can help users 

automatically train a custom-fitted model for a desired 

location.  

V. CONCLUSION 

This paper addresses the problem of high infrastructure 

cost of IPS due to the need for setting up several reference 

nodes to track tags within an area. It proposes the use of an 

AOA-based single reference solution. The position estimate 

will however be affected by the error in the angular 

estimation of the IPS. In order to improve the accuracy of 

the position estimate, map matching is used. A simple and 

convenient way of utilizing simulated data is used to train an 

ML model to carry out the map matching. This method 

outperformed the traditional map matching method for both 

the stationary and mobile cases. The training process 

outlined in this paper also shows potential to be automated 

and possibly incorporated into a future solution that can 

automatically train ML models to improve currently 

available COTS positioning systems. 
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