
Human Body Part Detection Using Likelihood
Score Computations

Manoj Ramanathan
School of Electrical and
Electronics Engineering

Nanyang Technological University
Singapore

Email: manoj005@e.ntu.edu.sg

Wei-Yun, Yau
Institute of Infocomm Research, A-STAR

Singapore
Email: wyyau@i2r.a-star.edu.sg

Eam Khwang, Teoh
School of Electrical and
Electronics Engineering

Nanyang Technological University
Singapore

Email: eekteoh@e.ntu.edu.sg

Abstract—Detection and labelling of human body parts in
videos or images can provide vital clues in analysis of human
behaviour and action. Detecting body parts separately is consid-
erably difficult due to the huge amount of intra-class variations
exhibited. In most methods, researchers tend to impose some
connectivity or shape constraints on the classifier output to obtain
the final detected body parts. In this paper, we propose a novel
idea to compute likelihood scores for each of the initial classified
body parts based on Bayes theorem using Extreme learning
machine’s (ELM) output value (different from the predicted
class label). Also, we do not impose any other constraints on
the initially detected body parts. We use Histogram of oriented
gradients (HOG) features and ELM for initial classification.
We also employ a voting scheme that uses inter-frame detected
segments to filter out errors and detect body parts in the current
frame. Experiments have been conducted to show our method can
identify body parts in different body postures quiet appreciably.

I. INTRODUCTION

Computer vision aims at providing and improving the vision
capabilities of a computer. By providing such capabilities
a computer can perform video surveillance, automation of
factory manufacturing units, improved healthcare and medical
facilities. An integral part of this domain is the detection and
tracking of humans in videos, which helps the computer to
monitor their activities and make meaningful decisions about
the same. Detection of body parts separately in videos or
images can provide vital clues in understanding a person’s
actions and behaviours.

Human body has an articulated structure composed of
several parts such as head, arm, torso, leg. Each of these parts
is connected in a specific manner which combines to form the
skeleton. Researchers have explored detecting separate body
parts to identify the person or pose [1], [2]. This approach
of identifying body parts offers modularity as we can make
analyse specific parts alone and if required we can combine
them to form the entire human body. This might particularly
be useful in sports and training, if we can assess the player’s
body part separately and give suggestions on how to improve
each part. In our work, we have considered four major body
parts, head, torso, arm and leg.

One major hurdle in detection or creating models for body
parts is the huge intra-class variations they exhibit. Therefore

we require extensive training data or images for classifier train-
ing. Manual Collection and annotation of training examples is
very painstaking. In order to reduce the manual work, we have
developed a python web crawler that collects images from the
Google image search. Once the images are downloaded, we
still have to manually remove erroneous images. Histogram
of oriented gradients (HOG) is a popular choice for human
and body part detection [3], [1], [4], [5] due to its robustness
towards local pose variations [6]. We have used the HOG
features extracted from the training images to train an Extreme
learning machine (ELM) classifier [7]. We choose ELM be-
cause of its faster learning time and good overall classification
performance. We create binary classification ELM models for
each body part.

Before predicting the class, an ELM generates the output
value for each class and uses it to predict the final class. For
instance, in a binary classification ELM, output values are
generated for both the classes based on the weights of the
output neurons learned during training. These output values
are then used by the ELM to finally predict the class. We
develop an algorithm to compute likelihood scores for each
of the initially classified body parts based on Bayes theorem
using ELM output values. We do not impose any other shape
or size constraints on the detected body parts. Due to this
our method’s performance is appreciably good on non-upright
postures such as sitting, bending and lying down. In this paper,
we’ll discuss our method to develop this Bayesian inference
model to compute likelihood scores for the detections. We also
employ a majority voting scheme that uses inter-frame ELM
body part detections to improve the tracking of body parts.

The rest of the paper is organized as follows: Section II
focuses on previous work in the field of body part detection. In
section III, we provide details about the ELM training process
including the collection of training data, feature extraction and
ELM training. We discuss our likelihood score computation
algorithm and inter-frame majority voting system in section IV.
Experimental results and limitations are discussed in section
V. Conclusions and future directions are given in section VI.



II. RELATED WORK

Significant progresses have been made in recent times in
human body part detection and pose estimation. We also
consider methods that infer pose from detected body parts
in this section. [3] successfully used HOG features to detect
persons in images. Many researchers have since then used
HOG features [8], [9], [1] alone or in combination with Color
histogram and LBP [5], Shape features [10]. Other features
that have been used extensively are edgelets [11], silhouettes
and blobs [12], Haar-wavelets [13], [14] and optical flow [15],
[16] etc.

All of these methods not only vary in the features employed
but also the number of body parts used to represent the
human body. For example, [15], [17] consider a 10-part model
whereas [2] assumes 26 part model to form the entire human
body. [14] detects only four important body parts head, leg,
left and right arm using an example-based object detection
in which SVM is trained using Haar wavelet features. They
assume a upright posture of the person and impose constraints
on the geometric configuration of the identified parts. [2]
developed an occlusion resist method that models human
pose using tree-structured deformable part model and use
symmetric nature of the body parts such as arms and legs
to impose constraints. [17] places a global shape constraint on
the body part assembly to obtain the best possible pose. All of
these methods impose constraints on the initial results to filter
out erroneous detection and obtain the final detected parts. We
do not impose any constraints on the body parts detected and
instead develop a Bayesian inference model that estimates a
likelihood value for each of the identified body parts. We then
employ an inter-frame voting strategy to identify the final body
parts.

Pictorial structures [18] proposed an articulated model to
represent the human body by using constituent body parts. In
[19], the appearance of body parts was modelled using densely
sampled shape context descriptors and combined with pictorial
structures for pose estimation. Pictorial structures represent
body parts as rectangular segments which is not true. In [20],
pictorial structures was further extended using deformable
shape model where each part was represented by a low-
dimensional shape deformation space and pairwise potentials
between the parts are captured. Shape of each body part in
this model is learned independently and coupled with pairwise
potentials. The variability in shape is modelled using prin-
cipal component analysis (PCA). But in this method human
deformable structures model is learned from 2D projections of
a realistic 3D human body model (SCAPE) and used to infer
human poses in images using a form of non-parametric belief
propagation. Even though pictorial structures have been very
successful in identifying body parts, variation in body postures
need to be captured extensively and properly in the model.

Poselets proposed in [4], [21] was one of the major ap-
proaches for detection of separate body parts. In the initially
proposed poselets [4], [21], the SVM classifier learns both
2D image appearance and 3D joint configuration space. This

allows them to detect body parts even with variation in view
point and different appearances. This method essentially based
on HOG features and is used specifically for static image
action recognition purposes. Poselets were used for action
recognition in videos [22] by building two types of poselets
based on HOG templates and Bag of Words (BoW) features
comprising of SIFT, Histogram of Optical Flow (HoF), and
Motion Boundaries (HoMB). Poselets [23] were also used
as conditioning variables of pictorial structures model to
estimate the human pose. Pictorial structures are modelled as
a conditional random field (CRF) that models the conditional
probability of a body pose configuration given the image
evidence. The main drawback of poselet based approach is
that extensive manual annotation of training data is necessary.
In our method, we reduce manual work required by developing
our own web crawler to collect images.

III. BODY PART CLASSIFIERS

Detection of body parts is difficult due to several factors.
Body parts exhibit very high intra-class variations as physical
appearance of every person varies and the variety of colors
and clothes worn by them [14]. Other than these variations,
orientation and appearance of body parts in various human
poses also vary considerably. Occlusion and viewing angle
also pose significant challenge to body part detection. As a
first step, we divide the human body into 4 categories, head,
torso, arms and legs. Our model assumes that the body has
one head, one torso, two arms and two legs.

A. Collection of Training Images
In order to capture the high intra-class variations it is

necessary to train the classifiers with several training images.
In poselets based methods [4], [21], [22], [23], to train
the classifiers, training images are manually collected and
annotated. In order to reduce this manual work, we develop
a python based web crawler that can gather training images
from Google Images results. The web crawler looks up for
images using Google AJAX APIs to collect the images. For
each search query, Google AJAX APIs allows us to crawl
only the first 64 image results. In order to capture the high
intra-class variations, we need to crawl for more images. Due
to this requirement, for each body part several search queries
are used for collecting training images. For instance, if we
need to crawl images for head category, search queries such as
‘head’ , ‘face’ , ‘profile face’ , ‘face with beard’ etc. are used.
Other than these four categories, we develop a ’None’ category
with non-body part images. Google Image results can provide
wrong images such as cartoons or drawings of body parts,
skeletal structures etc., which need to be removed manually.
All training images are cropped and resized to a smaller size.
In total we have collected 3016 images for each body part
category and 4029 images for ’None’ category. Some of the
example training images downloaded can be seen in Figure 1.

B. Feature Extraction and Extreme Learning Machine training
Feature extraction is an important step in classification

problems. Extracting discriminative features that can represent



COLLECTED IMAGES

Fig. 1. Sample training images collected using web crawler for arm, head,
leg and torso

TABLE I
4-FOLD CROSS VALIDATION RESULTS FOR ELM

Category LBP LGP HOG
head 70.81 70.87 86.18
torso 63.73 64.19 74.44
arm 70.80 69.17 68.94
leg 62.92 61.88 72.21

the body parts is important for accurate and reliable detection.
For feature extraction, we have selected Local Binary Patterns
(LBP), which are robust to global illumination, Local Gradient
Patterns (LGP), which are robust to local intensity variations
and HOG features that are robust to local pose variations [6].
For HOG feature extraction, all training images are resized to
64 x 128 pixels to ensure same feature size. For classification,
we train Extreme learning machine (ELM) using features
extracted. Number of hidden neurons used in implementation
needs to be tuned for best performed. We have performed 4-
fold cross validation for each body part category to identify
the parameter and choose the best feature. The performance
of ELM in 4-fold cross validation is tabulated in Table I. For
each category and feature combination, the best results are
obtained for different values of number of hidden neurons. The
combination of HOG features with ELM classifier provides
best results for head, torso and leg categories. The results for
’arm’ category is only slightly lesser than best results obtained.
Hence we use HOG features to train ELM classifiers using the
number of hidden neurons that provide best performance for
each category.

IV. OUR METHOD

A. Preprocessing

In our current work, we assume that the background in the
frames or images is relatively simple and foreground extraction
is simple. We follow an averaged background subtraction
method to get the foreground or location of the person in

the frame. We apply mean shift segmentation on the detected
foreground to generate candidate segments which will be used
for initial classification. HOG features are extracted from these
segments and classified as either body part or ‘None’ category
by ELM classifiers. Figure 2 shows the averaged background
subtraction, mean shift segments generated and ELM classifier
output. From figure 2 it can be seem that even though ELM
identifies body parts correctly, several artefacts and wrong
classification are also identified.

(a) (b)

(c) (d)
Fig. 2. (a) Original video frame (b) Averaged background subtraction (c)
Mean shift segments generated (d) ELM classifier’s output

B. Likelihood score computation

HOG features capture only shape information of the body
parts and variations in clothing and skin tone cannot be
properly handled. Due to this in the initial classification,
some segments might also be identified as both a body part
and ’None’. Once the initial segments are classified into
body parts, we use a Bayesian inference model to compute
the probability that each of these segments were classified
correctly. Before predicting the labels, ELM uses the weights
of the output neurons learned during the training stage to
compute an output value for each class. Based on these values
the final class is predicted by an ELM classifier. The final
class predicted by ELM is simply a class label (0 and 1 in
case of binary) whereas the output value can be any number
above 0. We use the output value generated by ELM for
the final predicted class for each segment as an event in our
Bayesian inference model to compute their likelihood scores.
Our inference model is based Bayes theorem, which states

P (A|B) =
(P (B|A) ∗ P (A))

P (B)
(1)

where A and B are two events. P (A|B) and P (B|A)
represent the conditional probability of occurrence of event A,
given event B has already occurred and vice versa. P(A) and
P(B) are the individual probabilities for occurrence of event



A and B respectively. The terms on the right hand side of the
equation are prior probabilities and can be computed based on
available data. Our Bayesian inference model can be expressed
as in equation

P (x|f2, f1) = (P (f2|f1, x) ∗ P (f1|x) ∗ P (x))

(P (f2|f1) ∗ P (f1))
(2)

where x is the event that a segment is classified as a body
part (arm, head, leg, torso), f2 is the event that a segment is
classified as ’None’ category as well and f1 denotes the range
in which the ELM output value falls for that segment. In order
for us to compute this probability, we need to compute the
prior probabilities present in the equation.

C. Computation of Prior probabilities

To compute prior probabilities, we use the ELM classifi-
cation results on the available training images. Binary ELM
classifiers are run on these training images. In addition to
the final predicted class, we consider the ELM output value
to compute the prior probabilities. Each body part’s training
image is passed through two ELM classifiers (body part class
and ‘None’ class). The ELM output values in all these cases
are collected along with their class labels. The output values
are always positive. To compute the prior probabilities, we
divide the range of ELM output values into several bins using
non-linear step size. We have observed that ELM output values
lie mostly in the range of [0-0.2], therefore, we use smaller
bin size of 0.02 in this range and a bigger bin size of 0.2 for
values more than 0.2. Using this binning strategy and the ELM
output values for each training image, we compute the prior
probabilities P (f2|f1, x) and P (f1|x). To compute P (f2|f1)
and P(f1), we run the body part and ’None’ ELM classifiers on
both positive and negative training images. We use the same
binning strategy as mentioned to divide the ELM output values
range. We compute all these prior probabilities and use them
in our Bayesian inference model to determine likelihood for
each segment.

To determine P(x), we use the following approach. Our
model assumes a 6 part human body structure comprising of
a head, torso, two arms and two legs. We intend to find the
same from the mean shift segments generated. Hence, we can
compute P(x) as,

P (x) =
t

N
(3)

where t is 2 for arms, legs and 1 for head and torso and N is
the total number of mean shift segments in the frame.

Once the prior probabilities are computed, the likelihood
score can be calculated for each mean shift segment generated
for a given video frame. Some of the results are depicted
in the figure 3. The likelihood for each detected arm in the
frame is shown in the figure. It can be clearly seen that the
likelihood value is higher for actual arm location than the other
detections.

Fig. 3. Arms detected in a frame with their respective computed likelihood
values

D. Inter-frame Voting Strategy

We have observed two issues during likelihood score com-
putation process. Firstly, not always the correct body part loca-
tion gets the higher likelihood and secondly, in some frames,
one or more body parts are never identified. Reasons for the
first issue would be because our score computation process
uses relatively simple information based on the classifier’s
output alone. If we can extend this approach to include more
features such as motion, shape etc. the first issue will be
reduced. In this paper, we intend to solve both these issues
using an inter-frame majority voting strategy. The detections
and likelihood scores of body parts in group of frames can help
to identify missing parts in one frame. Also by accumulating
the likelihood scores over the frames the correct body parts
will get higher likelihood scores.

The following steps explain our inter-frame voting strategy:
Step 1: For frame (Fi), we define a frame neighbourhood

comprising of 5 frames (Fi−2 − Fi+2).
Step 2: Compute likelihood scores for the detected body

parts in all these frames.
Step 3: In each frame, identify and collect the top 3 arm,

head, leg and torso locations based on the likelihood scores.
These will be used for majority voting.

Step 4: The likelihood values of each body part detected is
normalized separately. In each frame, the likelihood scores for
each body part (arm, head, leg, torso) are normalized based
on the maximum likelihood score obtained for that body part,
say m. Each of the likelihood scores for that body part (arm,
head, leg, torso) are divided by m and normalized to the range
[0 - 1].

Step 5: During voting, each arm segment is compared to
all other collected arm segments. If the intersection between
the locations of 2 arm segments is greater than 70%, both
are considered to be the same and vote is given to both
the segments. The higher likelihood value among both the
segments is used as the vote in the incrementing process.

Step 6: At the end of voting, the segment with most votes
is chosen as the arm.

Step 7: Repeat steps 5 and 6 for head, leg and torso.
At the end of voting, for each frame, we choose two arm,

leg segments each and one head, torso segment each. In the
following section, we discuss on the results obtained and



TABLE II
BODY PART DETECTION FOR UPRIGHT POSTURE RESULTS WHEN

BACKGROUND IS REMOVED BY AVERAGED SUBTRACTION

Correct Detections Total (538) Performance
Head 375 69.70%
Torso 441 81.97%
1 Arm 464 86.24%
2 Arms 423 78.62%
1 Leg 484 89.96%
2 Legs 468 86.98%
All body parts 277 51.48%
At least 3 body parts 452 84.01%

TABLE III
BODY PART DETECTION FOR NON-UPRIGHT POSTURE RESULTS WHEN

BACKGROUND IS REMOVED BY AVERAGED SUBTRACTION

Correct Detections Total (1018) Performance
Head 645 63.35%
Torso 568 55.79%
1 Arm 593 58.25%
2 Arms 425 41.74%
1 Leg 530 52.06%
2 Legs 443 43.51%
All body parts 148 14.53%
At least 3 body parts 468 45.97%

limitations observed so far.

V. EXPERIMENTAL RESULTS AND DISCUSSION

In order to evaluate the performance of body part detection
it is necessary for the datasets to portray the different human
poses adequately. To comply with this requirement, we use the
Weizmann dataset [24] for different postures such as running,
jumping, walking etc. In addition, we have collected our own
set of videos with non-upright poses. We apply body part
detection framework consisting of ELM classifiers, likelihood
scores for each segment detected as a body part and inter-
frame voting strategy to identify the body parts in each frame
for each video. The results of applying this framework on
videos are shown in figure.

Performance of our method has been tabulated in Table II
and III. The number within the bracket in the table denotes
the total number of frames used for pose detection. From the
results it can be seen that even though our method can identify
body parts for most of the frames, our method cannot provide
best results for all frames. It is also clear that even though all
body parts are not detected correctly in all frames at least 3
body part categories are identified correctly most of the time.
In our current framework, we have used only simple events
of body part ELM classifier’s output value range and ‘None’
class output to calculate the likelihood value for each segment.
Including several more clues such as motion of body parts,
relative positions of the body parts into the inference model
would improve the performance. Also in the current setup,
we do not use the results of the previous frame to check the
correctness of the currently detected body parts. Due to the
tubular structure and skin tone similarities, we have observed
confusion between legs and arms during classification. Some
of the obtained results are shown in figure 4 and 5.

Fig. 4. Body parts detected using average frame background subtraction
technique for Upright postures

Fig. 5. Body parts detected using average frame background subtraction
technique for Non-Upright postures

Our method shows good performance to identify at least
three body parts. To improve the results, we can use the
correctly detected parts to identify the fourth body part in
the frame. In our future work, we plan to compare the
detected body parts with a database of possible postures and
correct wrongly detected body parts. We can also include
constraints for occlusion and view point of body parts in the
database of postures generated. Another observation we have
made is even though mean-shift segmentation provides a good
candidate initial segments, it does not exactly provide the best
segmentation results since it’s based on the intensity of pixels
alone. We intend to use a hybrid segmentation process that
uses both motion and intensity.



TABLE IV
BODY PART DETECTION FOR UPRIGHT POSTURE RESULTS WHEN

FOREGROUND MASKS ARE USED

Correct Detections Total (538) Performance
Head 400 74.34%
Torso 445 82.71%
1 Arm 497 92.37%
2 Arms 468 86.98%
1 Leg 495 92.00%
2 Legs 483 89.77%
All body parts 317 58.92%
At least 3 body parts 470 87.36%

TABLE V
BODY PART DETECTION FOR NON-UPRIGHT POSTURE RESULTS WHEN

FOREGROUND MASKS ARE USED

Correct Detections Total (1018) Performance
Head 752 73.87%
Torso 670 65.81%
1 Arm 678 66.60%
2 Arms 535 52.55%
1 Leg 530 52.06%
2 Legs 424 41.65%
All body parts 176 17.28%
At least 3 body parts 625 61.39%

In this paper, we assume that the video frame contains
only one person. The averaged frame background subtraction
is used to get the location of the person in the frame. But
our method can be easily extended to more than one person
by employing a better background subtraction technique that
identifies separate foreground or person locations. For each
of these foreground locations, we can separately perform our
body part detection framework consisting of likelihood score
computation and inter-frame voting strategy. Our method also
assumes that the background of the frame is relatively simple.
The average background subtraction technique that we have
used so far in preprocessing is very simple and does not
provide good results on some videos. Due to this some of
the body parts are detected on background region. Due to
this, we have used the classification masks available for the
Weizmann dataset and manual segmentation process for the
other collected videos. Once the background is removed, the
videos are passed through our body part detection framework.
The results as shown in table IV and V have increased
considerably. Some of the obtained results can be seen in
figure 6 and 7.

VI. CONCLUSION

Body part detection and pose estimation have gained sig-
nificant importance in recent times. HOG features and ELM
classifiers are used to identify initial body part segments.
Python based web crawler is used to collect training images
for each body part. In this work, we introduce a likelihood
score computation algorithm for each detected body part based
on Bayes theorem for conditional probability using the ELM
classifier’s output value as events. We also use an inter-
frame voting strategy to track body parts even when separate
body part is not detected for that frame. We do not impose

Fig. 6. Body parts detected using classification masks for Upright postures

Fig. 7. Body parts detected using classification masks for Non-Upright
postures

any geometrical or shape constraints on the detected body
parts due to which our method can identify body parts even
in non-upright human postures. The results obtained using
current framework is promising and improvements were also
discussed. By addressing the limitations discussed, we believe
our framework will have results comparable to state of the art
methods.
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