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Abstract—With emerging demand for large scale video analy-
sis, MPEG initiated the Compact Descriptor for Video Analysis
(CDVA) standardization in 2014. Unlike handcrafted descrip-
tors adopted by the ongoing CDVA standard, in this work,
we study the problem of deep learned global descriptors for
video matching, localization and retrieval. First, inspired by
a recent invariance theory, we propose a Nested Invariance
Pooling (NIP) method to derive compact deep global descriptors
from Convolutional Neural Networks (CNN), by progressively
encoding translation, scale and rotation invariances into the
pooled descriptors. Second, our empirical studies have shown
that pooling moments (e.g. max or average) drastically affect
video matching performance, which motivates us to design
hybrid pooling operations within NIP (HNIP). HNIP further
improves the discriminability of deep global descriptors. Third,
the advantages and performance on the combination of deep
and handcrafted descriptors are provided to better investigate
the complementary effects of them. We evaluate the effectiveness
of HNIP by incorporating it into the well-established CDVA
evaluation framework. Experimental results show that HNIP
outperforms state-of-the-art deep and canonical handcrafted
descriptors with significant mAP gains of 5.5% and 4.7%,
respectively. Moreover, the combination of HNIP and handcrafted
global descriptors further boosts the performance of CDVA core
techniques with comparable descriptor size.

Index Terms—MPEG CDVA, MPEG CDVS, Handcrafted
Descriptors, CNN, Deep Global Descriptors, Hybrid Nested
Invariance Pooling.

I. INTRODUCTION

Recent years have witnessed a remarkable growth of inter-
est for video retrieval, which refers to searching for videos
representing the same object or scene as the one depicted
in a query video. Such capability can facilitate a variety
of applications including mobile augmented reality (MAR),
automotive, surveillance, media entertainment, etc [1]. In
the rapid evolution of video retrieval, both great promises
and new challenges arising from real applications have been
perceived [2]. Typically, the video retrieval is performed at
the server end, which requires the transmission of visual data
via wireless network [3] [4]. Instead of directly sending huge
volume of compressed video data, developing compact and
robust video feature representations is highly desirable, which
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fulfills low latency transmission over bandwidth constrained
network, e.g., thousands of bytes per second.

To this end, in 2009, MPEG started the standardization of
Compact Descriptors for Visual Search (CDVS) [5], which
came up with a normative bitstream of standardized descriptors
for mobile visual search and augmented reality applications.
In Sep. 2015, MPEG published the CDVS standard [6]. Very
recently, towards large-scale video analysis, MPEG has moved
forward to standardize Compact Descriptors for Video Analy-
sis (CDVA) [7]. To deal with content redundancy in temporal
dimension, the latest CDVA Experimental Model (CXM) [8]
casts video retrieval into keyframe based image retrieval task,
in which the keyframe-level matching results are combined
for video matching. The keyframe-level representation avoids
descriptor extraction on dense frames in videos, which largely
reduces the computational complexity (e.g. CDVA only ex-
tracts descriptors of 1∼2% frames detected from raw videos).

In CDVS, handcrafted local and global descriptors have
been successfully standardized in a compact and scalable
manner (e.g. from 512B to 16KB), where local descriptors
capture the invariant characteristics of local image patches and
global descriptors like Fisher Vectors (FV) [9] and VLAD [10]
reflect the aggregated statistics of local descriptors. Though
handcrafted descriptors have achieved great success in CDVS
standard [5] and CDVA experimental model, how to lever-
age promising deep learned global descriptors remains an
open issue in the MPEG CDVA Ad-hoc group. Many recent
works [11]–[18] have shown the advantages of deep global
descriptors for image retrieval, which may be attributed to
the remarkable success of Convolutional Neural Networks
(CNN) [19], [20]. In particular, state-of-the-art deep global
descriptors R-MAC [18] computes the max over a set of
Region-of-Interest (ROI) cropped from feature maps output
by intermediate convolutional layer, followed by the average
of these regional max-pooled features. Results show that R-
MAC offers remarkable improvements over other deep global
descriptors like MAC [18] and SPoC [16], while maintaining
the same dimensionality.

In the context of compact descriptors for video retrieval,
there exist important practical issues with CNN based deep
global descriptors. First, one main drawback of CNN is the
lack of invariance to geometric transformations of the input
image such as rotations. The performance of deep global
descriptors quickly degrades when the objects in query and
database videos are rotated differently. Second, different from
CNN features, handcrafted descriptors are robust to scale and
rotation changes in 2D plane, because of the local invariant



feature detectors. As such, more insights should be provided
on whether there is great complementarity between CNN and
conventional handcrafted descriptors for better performance.

To tackle the above issues, we make the following contri-
butions in this work:
• We propose a Nested Invariance Pooling (NIP) method

to produce compact global descriptors from CNN by
progressively encoding translation, scale and rotation in-
variances. NIP is inspired from a recent invariance theory,
which provides a practical and mathematically proven
way for computing invariant representations with feedfor-
ward neural networks. In this respect, NIP is extensible
to other types of transformations. Both quantitative and
qualitative evaluations are introduced for a deeper look
at the invariance properties.

• We further improve the discriminability of deep global
descriptors by designing Hybrid pooling moments within
NIP (HNIP). Evaluations on video retrieval show that
HNIP outperforms state-of-the-art deep and handcrafted
descriptors by a large margin with comparable or smaller
descriptor size.

• We analyze the complementary nature of deep features
and handcrafted descriptors over diverse datasets (land-
marks, scenes and common objects). A simple combina-
tion strategy is introduced to fuse the strengths of both
deep and handcrafted global descriptors. We show that the
combined descriptors offer the optimal video matching
and retrieval performance, without incurring extra cost
on descriptor size compared to CDVA.

• Due to the superior performance, HNIP has been adopted
by CDVA Ad-hoc group as technical reference to setup
new core experiments [21], which opens up future ex-
ploration of CNN techniques in the development of stan-
dardized video descriptors. The latest core experiments
involve compact deep feature representation, CNN model
compression, etc.

II. RELATED WORK

Handcrafted Descriptors. Handcrafted local descrip-
tors [22] [23], such as SIFT based on Difference of Gaussians
(DoG) detector [22], have been successfully and widely em-
ployed to conduct image matching and localization tasks due
to their robustness in scale and rotation changes. Building on
local image descriptors, global image representations aim to
provide statistical summaries of high level image properties
and facilitate fast large-scale image search. In particular, for
global image descriptors, the most prominent ones include
Bag-of-Words (BoW) [24] [25], Fisher Vector (FV) [9],
VLAD [10], Triangulation Embedding [26] and Robust Visual
Descriptor with Whitening (RVDW) [27], with which fast
comparisons against a large scale database become practical.

Given the fact that raw descriptors such as SIFT and FV may
consume extraordinarily large number of bits for transmission
and storage, many compact descriptors were developed. For
example, numerous strategies have been proposed to com-
press SIFT using hashing [28] [29], transform coding [30],
lattice coding [31] and vector quantization [32]. On the other

hand, binary descriptors including BRIEF [33], ORB [34],
BRISK [35] and Ultrashort Binary Descriptor (USB) [36] were
proposed, which support fast Hamming distance matching.
For compact global descriptors, efforts have also been made
to reduce their descriptor size, such as tree-structure quan-
tizer [37] for BoW histogram, locality sensitive hashing [38],
dimensionality reduction and vector quantization for FV [9],
and simple sign binarization for VLAD like descriptors [9],
[39].

Deep Descriptors. Deep learned descriptors have been
extensively applied to image retrieval [11]–[18]. First initial
study [11], [13] proposed to use representations directly ex-
tracted from fully connected layer of CNN. More compact
global descriptors [14]–[16] can be extracted by performing
either global max or average pooling (e.g. SPoC in [16]) over
feature maps output by intermediate layers. Further improve-
ments are obtained by spatial or channel-wise weighting of
pooled descriptors [17]. Very recently, inspired by the R-CNN
approach [40] used for object detection, Tolias et al. [18] pro-
posed ROI based pooling on deep convolutional features, Re-
gional Maximum Activation of Convolutions (R-MAC), which
significantly improves global pooling approaches. Though R-
MAC is scale invariant to some extent, it suffers from the lack
of rotation invariance. These regional deep features can be also
aggregated into global descriptors by VLAD [12].

In a number of recent works [13], [41]–[43], pre-trained
CNNs for image classification are repurposed for the image
retrieval task, by fine-tuning them with specific loss functions
(e.g. Siamese or triplet networks) over carefully constructed
matching and non-matching training image sets. There is
considerable performance improvement when training and test
datasets in similar domains (e.g. buildings). In this work, we
aim to explicitly construct invariant deep global descriptors
from the perspective of better leveraging the state-of-the-arts
or classical CNN architectures, rather than further optimizing
the learning of invariant deep descriptors.

Video Descriptors. Video is typically composed of a num-
ber of moving frames. Therefore, a straightforward method for
video descriptor representation is extracting feature descriptors
at frame level then reducing the temporal redundancies of these
descriptors for compact representation. For local descriptors,
Baroffio et al. [44] proposed both intra- and inter-feature
coding methods of SIFT in the context of visual sensor
network, and an additional mode decision scheme based on
rate-distortion optimization was designed to further improve
the feature coding efficiency. In [45] [46], studies have been
conducted to encode the binary features such as BRISK [35].
Makar et al. [47] presented a temporally coherent keypoint
detector to allow efficient interframe coding of canonical
patches, corresponding feature descriptors, and locations to-
wards mobile augmented reality application. Chao et al. [48]
developed a key-points encoding technique, where locations,
scales and orientations extracted from original videos are
encoded and transmitted along with compressed video to
the server. Recently, the temporal dependencies of global
descriptors have also been exploited. For BoW extracted from
video sequence, Baroffio et al. [49] proposed an intra-frame
coding method with uniform scalar quantization, as well as
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Fig. 1. (a) Illustration of MPEG CDVA evaluation framework. (b) Descriptor extraction pipeline for MPEG CDVS. (c) Temporal localization of item of
interest between video pair.

an inter-frame technique with arithmetic coding the quantized
symbols. Chen et al. [50] [51] proposed an encoding scheme
for scalable residual based global signatures given the fact
that REVVs [39] of adjacent frames share most codewords
and residual vectors.

Besides the frame-level approaches, aggregations of local
descriptors over video slots and global descriptors over scenes
have also been intensively explored [52]–[55]. In [54], tempo-
ral aggregation strategies for large scale video retrieval were
experimentally studied and evaluated with the CDVS global
descriptors [56]. Four aggregation modes, including local fea-
ture, global signature, tracking-based and independent frame
based aggregation schemes were investigated. For video-level
CNN representation, in [57], the authors applied FV and
VLAD aggregation techniques over dense local features of
CNN activation maps for video event detection.

III. MPEG CDVA

MPEG CDVA [7] aims to standardize the bitstream of
compact video descriptors for large-scale video analysis. The
CDVA standard incurs two main technical requirements of the
dedicated descriptors: compactness and robustness. On the one
hand, compact representation is an efficient way to economize
the transmission bandwidth, storage space and computational
cost. On the other hand, robust representation in the scenario of
geometric transformations such as rotation and scale variations
is particularly required. To this end, in the 115th MPEG
meeting, the CXM [8] was released, which mainly relies on
MPEG CDVS reference software TM14.2 [6] for keyframe-
level compact and robust handcrafted descriptor representation
based on scale and rotation invariant local features.

A. CDVS based Handcrafted Descriptors

The MPEG CDVS [5] standardized descriptors serve as
the fundamental infrastructure to represent video keyframes.
The normative blocks of CDVS standard are illustrated in
Fig. 1 (b), mainly involving extraction of compressed local and
global descriptors. First, scale and rotation invariant interest
key points are detected from image, and a subset of reliable
key points are retained, followed by the computation of hand-
crafted local SIFT features. The compressed local descriptors
are formed by applying a low-complexity transform coding
on local SIFT features. The compact global descriptors are
Fisher vectors aggregated from the selected local features,
followed by scalable descriptor compression with simple sign
binarization. Basically, pairwise image matching is accom-
plished by first comparing compact global descriptors, then
further performing geometric consistency checking (GCC)
with compressed local descriptors. CDVS handcrafted descrip-
tors are with very low memory footprint, while preserving
competitive matching and retrieval accuracy. The standard
supports operating points ranging from 512 B to 16 kB
specified for different bandwidth constraints. Overall, the 4
kB operating point achieves a good tradeoff between accuracy
and complexity (e.g., transmission bitrate, search time). Thus,
CDVA CXM adopts the 4 kB descriptors for keyframe-level
representation, in which compressed local descriptors and
compact global descriptors are both ∼2 kB per keyframe.

B. CDVA Evaluation Framework

Fig. 1 (a) shows the evaluation framework of CDVA, includ-
ing keyframe detection, CDVS descriptors extraction, trans-
mission, and video retrieval and matching. At the client side,
color histogram comparison is applied to identify keyframes



from video clips. The standardized CDVS descriptors are ex-
tracted from these keyframes, which can be further packed to
form CDVA descriptors [58]. Keyframe detection has largely
reduced the temporal redundancy in videos, resulting in low
bitrate query descriptor transmission. At the server side, the
same keyframe detection and CDVS descriptors extraction are
applied to database videos. Formally, we denote query video
X={x1, ...,xNx} and reference video Y={y1, ...,yNy

}, where
x and y denote keyframes. Nx and Ny are the number of
detected keyframes in query and reference videos, respectively.
The start and end timestamps for keyframes are recorded, e.g.,
[T s

xn
, T e

xn
] for query keyframe xn. Here, we briefly describe

the pipeline of pairwise video matching, localization and video
retrieval with CDVA descriptors.

Pairwise Video Matching and Localization Pairwise video
matching is performed by comparing the CDVA descriptors of
video keyframe pair (X,Y). Each keyframe in X is compared
with all keyframes in Y. The video-level similarity K(X,Y)
is defined as the largest matching score among all keyframe-
level similarities. For example, if we consider video matching
with CDVS global descriptors only

K(X,Y) = max
x∈X,y∈Y

k(f(x), f(y)), (1)

where k(·, ·) denotes a matching function (e.g. cosine similar-
ity). f(x) denotes CDVS global descriptors for keyframe x1.
Following the matching pipeline in CDVS, if k(·, ·) exceeds
a pre-defined threshold, GCC with CDVS local descriptors
is subsequently applied for verifying true positive keyframe
matches. Then the keyframe-level similarity is finally deter-
mined as the multiplication of matching scores from both
CDVS global and local descriptors. Correspondingly, K(X,Y)
in Eqn. 1 is refined as the maximum of their combined
similarities.

The matched keyframe timestamps between query and ref-
erence videos are recorded for evaluating the temporal local-
ization task, i.e., locating the video segment containing item
of interest. In particular, if the multiplication of CDVS global
and local matching scores exceeds a predefined threshold, the
corresponding keyframe timestamps are recorded. Assuming
there are τ (τ ≤ Nx) keyframes satisfying such criterion
in a query video, the matching video segment is defined
as T ′start = min

{
T s
xn

}
and T ′end = max

{
T e
xn

}
, where

1 ≤ n ≤ τ . As such, we can obtain the predicted matching
video segment by descriptor matching, as shown in Fig. 1 (c).

Video Retrieval Video retrieval differs from pairwise video
matching in that the former is one to many matching, while the
latter is one to one matching. Thus, video retrieval shares sim-
ilar matching pipeline with pairwise video matching, except
for the following differences: (1) For each query keyframe,
the top Kg candidate keyframes are retrieved from database
by comparing CDVS global descriptors. Subsequently, GCC
reranking with CDVS local descriptors is performed between
query keyframe and each candidate. The top Kl database
keyframes are recorded. The default choices for Kg and Kl

are 500 and 100, respectively. (2) For each query video, all re-

1We use the same notation for deep global descriptors in the following
section.

turned database keyframes are merged into candidate database
videos according to their video indices. Then, the video-level
similarity between query and each candidate database video
is obtained following the same principle as pairwise video
matching. Finally, the top ranked candidate database videos
are returned.

IV. METHOD

A. Hybrid Nested Invariance Pooling

Fig. 2 (a) shows the extraction pipeline of our compact
deep invariant global descriptors with HNIP. Given a video
keyframe x, we rotate it by R times (with step size θ◦).
By forwarding each rotated image through a pre-trained deep
CNN, the convolutional feature maps output by intermediate
layer (e.g. convolutional layer) are represented by a cube
W×H×C, where W and H denote width and height of each
feature map respectively and C is the number of channels in
the feature maps. Subsequently, we extract a set of ROIs from
the cube using an overlapping sliding window, with window
size W

′ ≤ W and H
′ ≤ H . The window size is adjusted to

incorporate ROIs with different scales (e.g. 5 × 5, 10 × 10).
Here, we denote the number of scales as S. Finally, a 5-D data
structure γx(Gt, Gs, Gr, C) ∈ RW

′
×H

′
×S×R×C is derived,

which encodes translations Gt (i.e. spatial locations W
′×H ′

),
scales Gs and rotations Gr of input keyframe x.

HNIP aims to aggregate the 5-D data into a compact deep
invariant global descriptor. In particular, it firstly performs
pooling over translations (W

′×H ′
), then scales (S) and finally

rotations (R) in a nested way, resulting in a C-dimensional
global descriptor. Formally, for the cth feature map, nt-norm
pooling over translations Gt is given by

γx(Gs, Gr, c) =

 1

W ′ ×H ′

W
′
×H

′∑
j=1

γx(j,Gs, Gr, c)
nt


1
nt

,

(2)
where the pooling operation has a parameter nt defining the
statistical moments, e.g. nt = 1 is first-order (i.e. average pool-
ing), nt → +∞ on the other extreme is infinite order (i.e. max
pooling), and nt = 2 is second order (i.e. square-root pooling).
Eqn. 2 leads to a 3-D data γx(Gs, Gr, C) ∈ RS×R×C . Anal-
ogously, ns-norm pooling over scale transformations Gs and
the subsequent nr-norm pooling over rotation transformations
Gr are

γx(Gr, c) =

 1

S

S∑
j=1

γx(j,Gr, c)
ns

 1
ns

, (3)

γx(c) =

 1

R

R∑
j=1

γx(j, c)
nr

 1
nr

. (4)

The corresponding global descriptor is obtained by concate-
nating γx(c) for all feature maps:

f(x) = {γx(c)}0≤c<C . (5)
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Fig. 2. (a) Nested Invariance pooling (NIP) on feature maps extracted from intermediate layer of CNN architecture. (b) A single convolution-pooling operation
from a CNN schematized for a single input layer and single output neuron. The parallel with invariance theory shows that the universal building block of
CNN is compatible with the incorporation of invariance to local translations of the input.

As such, the keyframe matching function in Eqn. 1 is defined
as

k(f(x), f(y)) = β(x)β(y)

C∑
c=1

< γx(c), γy(c) >, (6)

where β(·) is a normalization term computed by β(x) =
(
∑C

c=1 < γx(c), γx(c) >)
− 1

2 . Eqn. 6 refers to cosine similar-
ity by accumulating the scalar products of normalized pooled
features for each feature map. HNIP descriptors can be further
improved by post-processing techniques such as PCA whiten-
ing [16], [18]. In this work, The global descriptor is firstly
L2 normalized, followed by PCA projection and whitening
with a pre-trained PCA matrix. The whitened vectors are L2
normalized and compared with Eqn. 6.

Subsequently, we further investigate HNIP with more de-
tails. In section IV-B, inspired by a recent invariance the-
ory [59], HNIP is proven to be approximately invariant to
translation, scale and rotation transformations, which is inde-
pendent of the statistical moments chosen in the nested pooling
stages. In Section IV-C, both quantitative and qualitative
evaluations are presented to illustrate the invariance properties.
Moreover, we observe the statistical moments in HNIP drasti-
cally affect video matching performance. Our empirical results
show that the optimal nested pooling moments correspond to:
nt = 2 as a second order moment, ns first-order and nr of
infinite order.

B. Theory on Transformation Invariance

Invariance Theory in a Nutshell. Recently, Anselmi and
Poggio [59] proposed an invariance theory exploring how
signal (e.g. image) representations are invariant to various
transformations. Denote f(x) as the representation for image
x, f(x) is invariant to transformation g (e.g. rotation) if
f(x) = f(g ·x) is hold ∀g ∈ G, where we define the orbit of
x by a transformation group G as Ox = {g ·x|g ∈ G}. It can
be easily shown that Ox is globally invariant to the action of
any element of G and thus any descriptor computed directly
from Ox will be globally invariant to G.

More specifically, the invariant descriptor f(x) can be
derived in two stages. First, given a predefined template t (e.g.
convolutional filter in CNN), we compute the dot products of
t over the orbit: Dx,t = {< g ·x, t >∈ R|g ∈ G}. Second, the
extracted invariant descriptor should be a histogram represen-
tation of the distribution Dx,t with a specific bin configuration,
for example, the statistical moments (e.g. mean, max, standard
deviation, etc.) derived from Dx,t. Such a representation is
mathematically proven to have proper invariance property for
transformations such as translations (Gt), scales (Gs) and
rotations (Gr). One may note that the transformation g can
be applied either on the image or the template indifferently,
i.e. {< g · x, t >=< x, g · t > |g ∈ G}. Recent work on
face verification [60] and music classification [61] successfully
applied this theory to practical applications. More details about
invariance theory are referred to [59].

An Example: Translation Invariance of CNN. The
convolution-pooling operations in CNN are compliant with
the invariance theory. Existing well-known CNN architectures
like AlexNet [19] and VGG16 [20] share a common building
block: a succession of convolution and pooling operations,
which in fact provides a way to incorporate local translation
invariance. As shown in Fig. 2 (b), convolution operation on
translated image patches (i.e. sliding windows) is equivalent
to < g · x, t >, and max pooling operation is in line with the
statistical histogram computation over the distribution of the
dot products (i.e. feature maps). For instance, considering a
convolutional filter learned “cat face”, the filter would always
response to an image depicted cat face no matter where is the
face located in the image. Subsequently, max pooling over the
activation feature maps captures the most salient feature of the
cat face, which is naturally invariant to object translation.

Incorporating Scale and Rotation Invariances into CNN.
Based on the already locally translation invariant feature maps
(e.g. the last pooling layer, pool5), we propose to further
improve the invariance of pool5 CNN descriptors by incor-
porating global invariance to several transformation groups.
The specific transformation groups considered in this study are
scales GS and rotations GR. As one can see, it is impractical to
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Fig. 3. Comparison of pooled descriptors invariant to (a) rotation and (b)
scale changes of query images, measured by retrieval accuracy (mAP) on the
Holidays data set. fc6 layer of VGG16 [20] pre-trained on ImageNet dataset
is used.

generate all transformations g ·x for the orbit Ox. In addition,
the computational complexity of feedforward pass in CNN in-
creases linearly with the number of transformed version of the
input x. For practical consideration, we simplify the orbit by
a finite set of transformations (e.g. # of rotations R = 4, # of
scales S = 3). This results in HNIP descriptors approximately
invariant to transformations, without huge increase in feature
extraction time.

An interesting aspect of the invariance theory is the possibil-
ity in practice to chain multiple types of group invariances one
after the other as already demonstrated in [61]. In this study,
we construct descriptors invariant to several transformation
groups by progressively applying the method to different
transformation groups as shown in Eqn. 2 to Eqn. 4.

Discussions. While there is theoretical guarantee in the
scale- and rotation-invariance of handcrafted local feature
detectors such as DoG, classical CNN architectures lack in-
variance to these geometric transformations [62]. Many works
have proposed to encode transformation invariances into both
handcrafted (e.g. BoW built on dense sampled SIFT [63]) and
CNN representations [64], by explicitly augmenting input im-
ages with rotation and scale transformations. Our HNIP takes
similar idea of image augmentation, but has several significant
differences. First, rather than a single pooling (max or average)
layer over all transformations, HNIP progressively pools fea-
tures together across different transformations with different
moments, which is essential for significantly improving the
quality of pooled CNN descriptors. Second, unlike previous
empirical studies, we have attempted to mathematically show
that the design of nested pooling ensures that HNIP is approxi-
mately invariant to multiple transformations, which is inspired
by the recently developed invariance theory. Third, to the best
of our knowledge, this work is the first to comprehensively
analyze invariant properties of CNN descriptors, in the context
of large scale video matching and retrieval.

C. Quantitative and Qualitative Evaluations

Transformation Invariance. In this section, we propose a
database-side data augmentation strategy for image retrieval
to study rotation and scale invariance properties, respectively.
For simplicity, we represent an image as a 4096 dimensional
descriptor extracted from the first fully connected layer (fc6)
of VGG16 [20] pre-trained on ImageNet dataset. We report

Fig. 4. Distances for 3 matching pairs from the MPEG CDVA dataset (see
Section VI-A for more details). For each pair, 3 pairwise distances (L2
normalized) are computed by progressively encoding translations (Gt), scales
(Gt + Gs) and rotations (Gt + Gs + Gr) into the nested pooling stages.
Average pooling is used for all transformations. Feature maps are extracted
from the last pooling layer of pre-trained VGG16.

retrieval results in terms of mean Average Precision (mAP)
on the INRIA Holidays dataset [65] (500 query images, 991
reference images).

Fig. 3 (a) investigates the invariance property with respect
to query rotations. First, we observe that the retrieval perfor-
mance drops significantly as we rotate query images when
fixing the reference images (the red curve). To gain invariance
to query rotations, we rotate each reference image within
a range of −180◦ to 180◦, with the step of 10◦. The fc6
features for its 36 rotated images are pooled together into one
common global descriptor representation, with either max or
average pooling. We observe that the performance is relatively
consistent (blue for max pooling, green for average pooling)
against the rotation of query images. Moreover, performance
in terms of the variations of the query image scale is plotted in
Fig. 3 (b). It is observed that the database-side augmentation
by max or average pooling over scale changes (scale ratio
of 0.75, 0.5, 0.375, 0.25, 0.2 and 0.125) can improve the
performance when query scale is small (e.g. 0.125).

Nesting Multiple Transformations. We further analyze
nested pooling over multiple transformations. Fig. 4 provides
an insight on how progressively adding different types of trans-
formations affect the matching distance on different image
matching pairs. We can see the reduction in matching distance
with the incorporation of each new transformation group.
Fig. 5 takes a closer look at pairwise similarity maps between
local deep features of query keyframes and the global deep
descriptors of reference keyframes, which explicitly reflects
the regions of query keyframe significantly contributing to
similarity measurement. We compare our HNIP (the third
heatmap at each row) to the state-of-the-art deep descriptors
MAC [18] and R-MAC [18]. Because of the introduction of
scale and rotation transformations, HNIP is able to locate the
query object of interest responsible for similarity measures
more precisely than MAC and R-MAC, though there are scale
and rotation changes between query-reference pairs. Moreover,
as shown in Table I, quantitative results on video matching
by HNIP with progressively encoded multiple transformations



Fig. 5. Example similarity maps between local deep features of query keyframes and the global deep descriptors of reference keyframes, using off-the-shelf
VGG16. For query (left image) and reference (right image) keyframe pair at each row, the middle three similarity maps are from MAC, R-MAC and HNIP
(from left to right), respectively. Each similarity map is generated by cosine similarity between query local features at each feature map location and the
pooled global descriptors for reference keyframe (i.e. MAC, R-MAC or HNIP), which allows locating the regions of query keyframe contributing most to the
pairwise similarity.

TABLE I
PAIRWISE VIDEO MATCHING BETWEEN MATCHING AND NON-MATCHING

VIDEO DATASETS, WITH POOLING CARDINALITY INCREASED BY
PROGRESSIVELY ENCODING TRANSLATION, SCALE AND ROTATION

TRANSFORMATIONS, FOR DIFFERENT POOLING STRATEGIES, I.E.
MAX-MAX-MAX, AVG-AVG-AVG AND OUR HNIP (SQU+AVG+MAX).

Gt Gt-Gs Gt-Gs-Gr

Max 71.9 Max-Max 72.8 Max-Max-Max 73.9
Avg 76.9 Avg-Avg 79.2 Avg-Avg-Avg 82.2
Squ 81.6 Squ-Avg 82.7 Squ-Avg-Max 84.3

provide additional positive evidence for the nested invariance
property.

Pooling Moments. In Fig. 3, it is interesting to note that
any choice of pooling moment n in the pooling stage can
produce invariant descriptors. However, the discriminability
of NIP with varied pooling moments could be quite different.
For video retrieval, we empirically observe that pooling with
hybrid moments works well for NIP, e.g. starting with square-
root pooling (nt = 2) for translations and average pooling
(ns = 1) for scales, and ending with max pooling (nr → +∞)
for rotations. Here, we present an empirical analysis of how
pooling moments affect pairwise video matching performance.

We construct matching and non-matching video set from
the MPEG CDVA dataset. Both sets contain 4690 video
pairs. With input video keyframe size 640 × 480, feature
maps of size 20 × 15 are extracted from the last pooling
layer of VGG16 [20] pre-trained on ImageNet dataset. For
transformations, we consider nested pooling by progressively
adding transformations with translations (Gt), scales (Gt-Gs)
and rotations (Gt-Gs-Gr). For pooling moments, we evaluate
Max-Max-Max, Avg-Avg-Avg and our HNIP (i.e. Squ-Avg-
Max). Finally, video similarity is computed using Eqn. 1 with
pooled features.

Table I reports pairwise matching performance in terms of
True Positive Rate with False Positive Rate set to 1%, with
transformations switching from Gt to Gt-Gs-Gr, for Max-
Max-Max, Avg-Avg-Avg and HNIP. As more transformations
nested in, the separability between matching and non-matching

TABLE II
STATISTICS ON THE NUMBER OF RELEVANT DATABASE VIDEOS RETURNED

IN TOP 100 LIST (I.E. RECALL@100) FOR ALL QUERY VIDEOS IN THE
MPEG CDVA DATASET (SEE SECTION VI-A FOR MORE DETAILS). “A \
B” REPRESENTS RELEVANT INSTANCES ARE SUCCESSFULLY RETRIEVED

BY METHOD A BUT MISSED IN THE LIST GENERATED BY METHOD B. THE
LAST POOLING LAYER OF PRE-TRAINED VGG16 IS USED FOR HNIP.

Landmarks Scenes Objects
HNIP \ CXM 8143 1477 1218
CXM \ HNIP 1052 105 1834

video sets becomes larger, regardless of the pooling moments
used. More importantly, HNIP performs the best compared
to Max-Max-Max and Avg-Avg-Avg, while Max-Max-Max is
the worst. For instance, HNIP outperforms Avg-Avg-Avg, i.e.,
84.3% vs. 82.2%.

V. COMBINING DEEP AND HANDCRAFTED DESCRIPTORS

In this section, we analyze the strength and weakness of
deep features in the context of video retrieval and matching,
compared to state-of-the-art handcrafted descriptors built upon
local invariant features (SIFT). To this end, we respectively
compute statistics of HNIP and CDVA handcrafted descrip-
tors (CXM) by retrieving different types of video data. In
particular, we focus on videos depicting landmarks, scenes and
common objects, collected by MPEG CDVA. Here we describe
how to compute the statistics. First, for each query video, we
retrieve top 100 most similar database videos using HNIP and
CXM, respectively. Second, for all queries from each type of
video data, we accumulate the number of relevant database
videos (1) retrieved by HNIP but missed by CXM (denoted as
HNIP \ CXM), and (2) retrieved by CXM but missed by HNIP
(CXM \ HNIP). The statistics are presented in Table II. As one
can see, compared to handcrafted descriptors CXM, HNIP is
able to identify much more relevant landmark and scene videos
in which CXM fails. On the other hand, CXM recalls more
videos depicting common objects than HNIP. Fig. 6 shows
qualitative examples of keyframe pairs corresponding to HNIP
\ CXM and CXM \ HNIP, respectively.
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Fig. 6. Examples of keyframe pairs in which (a) HNIP determines as matching but CXM as non-matching (HNIP \ CXM) and (b) CXM determines as
matching but HNIP as non-matching (CXM \ HNIP).

Fig. 7 further visualizes intermediate keyframe matching re-
sults produced by handcrafted and deep features, respectively.
Despite viewpoint change of the landmark images in Fig. 7 (a),
the salient features fired in their activation maps are spatially
consistent. Similar observations exist in indoor scene images
in Fig. 7 (b). These observations are probably attributed to
deep descriptors are excelling in characterizing global salient
features. On the other hand, handcrafted descriptors work on
local patches detected at sparse interest points, which prefer
rich textured blobs (Fig. 7 (c)) rather than lower textured ones
(Fig. 7 (a) and (b)). This may explain why there are more
inlier matches found by GCC for the product images in Fig. 7
(a). Finally, compared to approximate scale and rotation in-
variances provided by HNIP analyzed in the previous section,
handcrafted local features have with built-in mechanism to
ensure nearly exact invariances to these transformations of
rigid object in the 2D plane, and examples can be found in
Fig. 6 (b).

In summary, these observations reveal that the deep learning
features may not always outperform handcrafted features.
There may exist complementary effects between CNN deep
descriptors and handcrafted descriptors. Therefore, we propose
to leverage the benefits of both deep and handcrafted descrip-
tors. Considering that handcrafted descriptors are categorized
into local and global ones, we investigate the combination
of deep descriptors with either handcrafted local or global
descriptors, respectively.

Combining HNIP with handcrafted local descriptors. For
matching, if the HNIP matching score exceeds a threshold,
then we use handcrafted local descriptors for verification. For

retrieval, HNIP matching score is used to select the top 500
candidates list, then we use handcrafted local descriptors for
reranking.

Combining HNIP and handcrafted global descriptors.
Instead of simply concatenating the HNIP derived deep de-
scriptors and handcrafted descriptors, for both matching and
retrieval, the similarity score is defined as the weighted sum of
matching scores of HNIP and handcrafted global descriptors.

k̂(x,y) = α · kc(x,y) + (1− α) · kh(x,y), (7)
where α is the weighting factor. kc and kh represent the match-
ing score of HNIP and handcrafted descriptors, respectively.
In this work, α is empirically set to 0.75.

VI. EXPERIMENTAL RESULTS

A. Datasets and Evaluation Metrics

Datasets. MPEG CDVA ad-hoc group collects large scale
diverse video dataset to evaluate the effectiveness of video
descriptors for video matching, localization and retrieval appli-
cations, with resource constraints including descriptor size, ex-
traction time and matching complexity. This CDVA dataset 2 is
diversified to contain views of (1) stationary large objects, e.g.
buildings, landmarks (most likely background objects, possibly
partially occluded or a close-up), (2) generally smaller items
(e.g. paintings, books, CD covers, products) which typically
appear in front of background scenes, possibly occluded and

2MPEG CDVA dataset and evaluation framework are available upon request
at http://www.cldatlas.com/cdva/dataset.html. CDVA standard documents
are available at http://mpeg.chiariglione.org/standards/exploration/compact-
descriptors-video-analysis.
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Fig. 7. Keyframe matching examples which illustrate the strength and weakness of CNN based deep descriptors and handcrafted descriptors. In (a) and (b),
deep descriptors perform well but handcrafted ones fail, while (c) is the opposite.

TABLE III
STATISTICS ON THE MPEG CDVA BENCHMARK DATASETS. IOI: ITEMS OF

INTEREST. Q.V. : QUERY VIDEOS. R.V.: REFERENCE VIDEOS.

dataset IoI # q. v. hours frames # r. v. hours frames
All 796 9974 87 8.6M

5127 42 4.5MLandmarks 489 5224 42 4.2M
Scenes 71 915 35 3.4M
Objects 236 3835 10 1.0M

# videos hours frames
Distractors 14537 1029 88M

# video pairs
Matching pairs 4693

Non-matching pairs 46911

(3) scenes (e.g. interior scenes, natural scenes, multi-camera
shots, etc.). CDVA dataset also comprises planar or non-planar,
rigid or partially rigid, textured or partially textured objects
(scenes), which are captured from different view-points with
different camera parameters and lighting conditions.

Specifically, MPEG CDVA dataset contains 9974 query and
5127 reference videos (denoted as All), depicting 796 items
of interest in which 489 large landmarks (e.g. buildings), 71
scenes (e.g. interior or natural scenes) and 236 small common
objects (e.g. paintings, books, products). The videos have
durations from 1 sec to 1+ min. To evaluate video retrieval on
different types of video data, we categorize query videos into
Landmarks (5224 queries), Scenes (915 queries) and Objects
(3835 queries). Table III summaries the numbers of items of
interest and their instances for each category. Fig. 8 shows
some example video clips from the three categories.

To evaluate the performance of large scale video retrieval,
we combine the reference videos with a set of user-generated
and broadcast videos as distractors, which consist of content
unrelated to the items of interest. There are 14537 distractor
videos with more than 1000 hours data.

Moreover, to evaluate pairwise video matching and tem-
poral localization, 4693 matching video pairs and 46911 non-
matching video pairs are constructed from query and reference

videos. Temporal location of items of interest within each
video pair is annotated as the ground truth.

We also evaluate our method on image retrieval benchmark
datasets. INRIA Holidays [65] dataset is composed of 1491
high-resolution (e.g. 2048×1536) scene-centric images, 500
of them are queries. This dataset includes a large variety
of outdoor scene/object types: natural, man-made, water and
fire effects. We evaluate the rotated version of Holidays [13],
where all images are with up-right orientation. Oxford5k [66]
is buildings datasets consisting of 5062 images, mainly with
size 1024×768. There are 55 queries composed of 11 land-
marks, each represented by 5 queries. We use the provided
bounding boxes to crop query images. The University of Ken-
tucky Benchmark (UKBench) [67] consists of 10200 VGA
size images, organized into 2550 groups of common objects,
each object represented by 4 images. All 10200 images are
serving as queries.

Evaluation Metrics. Retrieval performance is evaluated by
mean Average Precision (mAP) and precision at a given cut-
off rank R for query videos (Precisian@R), and we set R=100
following MPEG CDVA standard. Pairwise video matching
performance is evaluated by Receiver Operating Characteristic
(ROC) curve. We also report pairwise matching results in
terms of True Positive Rate (TPR), given False Positive Rate
(FPR) equals to 1%. In case a video pair is predicted as a
match, temporal location of the item of interest is further
identified within the video pair. The localization accuracy is
measured by Jaccard Index: [Tstart,Tend]

⋂
[T ′

start,T
′
end]

[Tstart,Tend]
⋃
[T ′

start,T
′
end]

, where
[Tstart, Tend] denotes the ground truth and [T ′start, T

′
end] de-

notes the predicted start and end frame timestamps.

Besides these accuracy measurements, we also measure the
complexity of algorithms, including descriptor size, transmis-
sion bit rate, extraction time and search time. In particular,
transmission bit rate is measured by (# query keyframes) ×
(descriptor size in Bytes) / (query durations in seconds).
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Fig. 8. Example video clips from the CDVA dataset.

TABLE IV
VIDEO RETRIEVAL COMPARISON (MAP) BY PROGRESSIVELY ADDING

TRANSFORMATIONS (TRANSLATION, SCALE, ROTATION) INTO NIP
(OFF-THE-SHELF VGG16 IS USED FOR ALL TEST DATASETS). AVERAGE

POOLING IS APPLIED TO ALL TRANSFORMATIONS. NO PCA WHITENING IS
PERFORMED. KB/K.F.: DESCRIPTOR SIZE PER KEY FRAME. THE BEST

RESULTS ARE HIGHLIGHTED IN BOLD.

Transf. size (kB/k.f.) Landmarks Scenes Objects All
Gt 2 64.0 82.9 64.8 66.0
Gt-Gs 2 65.3 82.4 67.3 67.6
Gt-Gs-Gr 2 64.6 82.7 72.2 69.2

B. Implementation Details

In this work, we build HNIP descriptors with two widely
used CNN architectures : AlexNet [19] and VGG16 [20]. We
test off-the-shelf networks pre-trained on ImageNet ILSVRC
classification data set. In particular, we crop the networks
to the last pooling layer (i.e. pool5). We resize all video
keyframes to 640×480 and Holidays (Oxford5k) images to
1024×768 as the inputs of CNN for descriptor extraction. Fi-
nally, post-processing can be applied to the pooled descriptors
like HNIP and R-MAC [18]. Following the standard practice,
we choose PCA whitening in this work. We randomly sample
40K frames from the distractor videos for PCA learning. These
experimental setups are applied to both HNIP and state-of-
the-art deep pooled descriptors like MAC [18], SPoC [16],
CroW [17] and R-MAC [18].

We also compare HNIP with the MPEG CXM, which is
current state-of-the-art handcrafted compact descriptors for
video analysis. Following the practice in CDVA standard, we
employ OpenMP to perform parallel retrieval for both CXM
and deep global descriptors. Experiments are conducted on
Tianhe HPC platform, where each node is equipped with 2
processors (24 cores, Xeon E5-2692) @2.2GHZ, and 64GB
RAM. For CNN feature maps extraction, we use NVIDIA
Tesla K80 GPU.

C. Evaluations on HNIP variants

We perform video retrieval experiments to assess the effect
of transformations and pooling moments in HNIP pipeline,
using off-the-shelf VGG16.

Transformations. Table IV studies the influence of pooling
cardinalities by progressively adding transformations into the
nested pooling stages. We simply apply average pooling to all
transformations. First, dimensions of all NIP variants are 512

TABLE V
VIDEO RETRIEVAL COMPARISON (MAP) OF NIP WITH DIFFERENT

POOLING MOMENTS (OFF-THE-SHELF VGG16 IS USED FOR ALL TEST
DATASETS). TRANSFORMATIONS ARE Gt-Gs-Gr FOR ALL EXPERIMENTS.

NO PCA WHITENING IS PERFORMED. THE BEST RESULTS ARE
HIGHLIGHTED IN BOLD.

Pool Op. size (kB/k.f.) Landmarks Scenes Objects All
Max-Max-Max 2 63.2 82.9 69.9 67.6
Avg-Avg-Avg 2 64.6 82.7 72.2 69.2
Squ-Squ-Squ 2 54.2 65.6 66.5 60.0
Max-Squ-Avg 2 60.6 80.7 74.4 67.8
Hybrid (HNIP) 2 70.0 88.2 80.9 75.9

for VGG16, resulting in descriptor size 2 kB per keyframe for
floating point vectors (4 bytes each element). Second, overall,
retrieval performance (mAP) increases as more transforma-
tions nested in the pooled descriptors, e.g. from 66.0% for Gt

to 69.2% for Gt-Gs-Gr on the full test dataset (All). Also, we
observe that Gt-Gs-Gr outperforms Gt-Gs and Gt by a large
margin on Objects, while achieving comparable performance
on Landmarks and Scenes. Revisiting the analysis of rotation
invariance pooling on the scene-centric Holidays dataset in
Fig. 3 (a), though invariance to query rotation changes can
be gained by database-side augmented pooling, one may note
that its retrieval performance is comparable to the one without
rotating query and reference images (i.e. the peak value of the
red curve). These observations are probably because there are
relatively limited rotation (scale) changes for videos depicting
large landmarks or scenes, compared to small common objects.
More examples can be found in Fig. 8.

Hybrid Pooling Moments. Table V explores the effects of
pooling moments within NIP. Transformations are fixed as Gt-
Gs-Gr. There are 33 = 27 possible combinations of pooling
moments in HNIP. For simplicity, we compare our Hybrid NIP
(i.e. Squ-Avg-Max) to two widely-used pooling strategies (i.e.
max or average pooling across all transformations) and another
two schemes: square-root pooling across all transformations
and Max-Squ-Avg which decreases pooling moment along
the way. First, for uniform pooling, Avg-Avg-Avg is overall
superior over Max-Max-Max and Squ-Squ-Squ, while Squ-
Squ-Squ performs much worse than the other two. Second,
HNIP outperforms the optimal uniform pooling Avg-Avg-Avg
by a large margin. For instance, the gains over Avg-Avg-
Avg are +5.4%, +5.5% and +8.7% on Landmarks, Scenes
and Objects, respectively. Finally, for hybrid pooling, HNIP
performs significantly better than Max-Squ-Avg over all test
datasets. We observe similar trends when comparing HNIP to



TABLE VI
VIDEO RETRIEVAL COMPARISON OF HNIP WITH STATE-OF-THE-ART DEEP DESCRIPTORS IN TERMS OF MAP (OFF-THE-SHELF VGG16 IS USED FOR ALL

TEST DATASETS). WE IMPLEMENT MAC [18], SPOC [16], CROW [17], R-MAC [18] BASED ON THE SOURCE CODES RELEASED BY THE AUTHORS,
WHILE FOLLOWING THE SAME EXPERIMENTAL SETUPS AS OUR HNIP. THE BEST RESULTS ARE HIGHLIGHTED IN BOLD.

method size (kB/k.f.) extra. time (s/k.f.)
Landmarks Scenes Objects All

w/o PCAW w/ PCAW w/o PCAW w/ PCAW w/o PCAW w/ PCAW w/o PCAW w/ PCAW
MAC [18] 2 0.32 57.8 61.9 77.4 76.2 70.0 71.8 64.3 67.0
SPoC [16] 2 0.32 64.0 69.1 82.9 84.0 64.8 70.3 66.0 70.9
CroW [17] 2 0.32 62.3 63.9 79.2 78.4 71.9 72.0 67.5 68.3
R-MAC [18] 2 0.32 69.4 74.6 84.4 87.3 73.8 78.2 72.5 77.1
HNIP (Ours) 2 0.96 70.0 74.8 88.2 90.1 80.9 85.0 75.9 80.1

other hybrid pooling combinations.

D. Comparisons between HNIP and State-of-the-Art Deep
Descriptors

Previous experiments show that the integration of trans-
formations and hybrid pooling moments offers remarkable
video retrieval performance improvements. Here, we conduct
another round of video retrieval experiments to validate the
effectiveness of our optimal reported HNIP, compared to state-
of-the-art deep descriptors [16]–[18].

Effect of PCA whitening. Table VI studies the effect of
PCA whitening on different deep descriptors in video retrieval
performance (mAP), using off-the-shelf VGG16. Overall, PCA
whitened descriptors perform better than their counterparts
without PCA whitening. More specifically, the improvements
on SPoC, R-MAC and our HNIP are much larger than MAC
and CroW. In view of this, we apply PCA whitening to HNIP
in the following sections.

HNIP vs. MAC, SPoC, CroW and R-MAC. Table VI
presents the comparison of HNIP against state-of-the-art deep
descriptors. We observe that HNIP obtains consistently better
performance than other approaches on all test datasets, at the
cost of extra extraction time3. HNIP significantly improves
the retrieval performance over MAC [18], SPoC [16] and
CroW [17], e.g. over 10% in mAP on the full test dataset
(All). Compared with the state-of-the-art R-MAC [18], +7%
mAP improvement is achieved on Objects, which is mainly
attributed to the improved robustness against the rotation
changes in videos (the keyframes capture small objects from
different angles).

E. Comparisons between HNIP and Handcrafted Descriptors

In this section, we first study the influences of the number of
detected video keyframes on descriptor transmission bit rate,
retrieval performance and search time. Then, with keyframes
fixed, we compare HNIP to the state-of-the-art compact hand-
crafted descriptors (CXM), which currently obtains the optimal
video retrieval performance in MPEG CDVA datasets.

3The extraction time of deep descriptors is mainly decomposed into (1)
feedforward pass for extracting feature maps and (2) pooling over feature maps
followed by post-processing such as PCA whitening. In our implementation
based on MatConvNet, the first stage takes 0.21 seconds per keyframe (VGA
size input image to VGG16 executed on a NVIDIA Tesla K80 GPU), HNIP
is 4 times slower (∼ 0.84) as there are 4 rotations for each keyframe. The
second stage is ∼0.11 seconds for MAC, SPoC and CroW, ∼0.115 seconds
for R-MAC and ∼0.12 seconds for HNIP. Therefore, the extraction time of
HNIP is roughly 3 times as much as others.

Effect of the Number of Detected Video Keyframes. As
shown in Table VII, we generate three keyframe detection
configurations by varying the detection parameters. Also, we
test their retrieval performance and complexity for CXM
descriptors (∼4 kB per keyframe) and PCA whitened HNIP
with both off-the-shelf AlexNet (1 kB per keyframe) and
VGG16 (2 kB per keyframe), on the full test dataset (All).
It is easy to find that descriptor transmission bit rate and
search time increase proportionally with the number of de-
tected keyframes. However, there is little retrieval performance
gain for all descriptors, i.e. less than 1% in mAP. Thus, we
consider the first configuration throughout this work, which
achieves a good tradeoff between accuracy and complexities.
For instance, mAP for VGG16-HNIP is 80.1% when the
descriptor transmission bit rate is only 2840 Bytes per second.

Video Retrieval. Table VIII shows the video retrieval
comparison of HNIP with handcrafted descriptors CXM on
all test datasets. Overall, AlexNet-HNIP is inferior to CXM,
while VGG16-HNIP performs the best. Second, HNIP with
both AlexNet and VGG16 outperform CXM on Landmarks
and Scenes. The performance gap between HNIP and CXM
becomes larger as network goes deeper from AlexNet to
VGG16, e.g. AlexNet-HNIP and VGG16-HNIP improve CXM
by 3.8% and 13.4% in mAP on Landmarks, respectively.
Third, we observe AlexNet-HNIP performs much worse than
CXM on Objects (e.g. 74.5% vs. 91.2% in Precision@R).
VGG16-HNIP reduces the gap, but still underperforms CXM.
This is reasonable as handcrafted descriptors based on SIFT
are more robust to scale and rotation changes of rigid objects
in the 2D plane.

Video Pairwise Matching and Localization. Fig. 9 and Ta-
ble IX further show pairwise video matching and temporal lo-
calization performance of HNIP and CXM on all test datasets,
respectively. For pairwise video matching, VGG16-HNIP and
AlexNet-HNIP consistently outperform CXM in terms of TPR
for varied FPR on Landmarks and Scenes. In Table IX, we
observe the performance trends of temporal localization are
roughly consistent with pairwise video matching.

One may note that the localization accuracy of CXM is
worse than HNIP on Objects (see Table IX), but CXM obtains
much better video retrieval mAP than HNIP on Objects (see
Table VIII). First, given a query-reference video pair, video
retrieval tries to identify the most similar keyframe pair, but
temporal localization aims to locate multiple keyframe pairs by
comparing with a predefined threshold. Second, as shown in
Fig. 9, CXM achieves better TPR (Recall) than both VGG16-



TABLE VII
EFFECT OF THE NUMBER OF DETECTED VIDEO KEYFRAMES ON DESCRIPTOR TRANSMISSION BIT RATE, RETRIEVAL PERFORMANCE (MAP) AND SEARCH

TIME, ON THE FULL TEST DATASET (ALL). WE REPORT PERFORMANCE OF STATE-OF-THE-ART HANDCRAFTED DESCRIPTORS (CXM), AND PCA
WHITENED HNIP WITH BOTH OFF-THE-SHELF ALEXNET AND VGG16. NUMBERS IN BRACKET DENOTE THE PERCENTAGE OF DETECTED KEYFRAMES

FROM RAW VIDEOS. BPS: BYTES PER SECOND. S/Q.V.: SECONDS PER QUERY VIDEO.

# query k.f. # DB k.f. method size (kB/k.f.) bit rate (Bps) mAP search time (s/q.v.)

∼140K (1.6 %) ∼105K (2.4 %)
CXM ∼4 2840 73.6 12.4

AlexNet-HNIP 1 459 71.4 1.6
VGG16-HNIP 2 918 80.1 2.3

∼175K (2.0 %) ∼132K (3.0 %)
CXM ∼4 3463 74.3 16.6

AlexNet-HNIP 1 571 71.9 2.0
VGG16-HNIP 2 1143 80.6 2.8

∼231K (2.7 %) ∼176K (3.9 %)
CXM ∼4 4494 74.6 21.0

AlexNet-HNIP 1 759 71.9 2.2
VGG16-HNIP 2 1518 80.7 3.1
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Fig. 9. Pairwise video matching comparison of HNIP with state-of-the-art handcrafted descriptors (CXM) in terms of ROC curve, for all test datasets.
Experimental settings are identical with those in Table VIII.

TABLE VIII
VIDEO RETRIEVAL COMPARISON OF HNIP WITH STATE-OF-THE-ART

HANDCRAFTED DESCRIPTORS (CXM), FOR ALL TEST DATASETS. THE
FORMER (LATTER) NUMBER IN EACH CELL REPRESENTS PERFORMANCE

IN TERMS OF MAP (PRECISION@R). WE REPORT PERFORMANCE OF PCA
WHITENED HNIP WITH BOTH OFF-THE-SHELF ALEXNET AND VGG16.

THE BEST RESULTS ARE HIGHLIGHTED IN BOLD.

method Landmarks Scenes Objects All
CXM 61.4/60.9 63.0/61.9 92.6/91.2 73.6/72.6
AlexNet-HNIP 65.2/62.3 77.6/74.1 78.4/74.5 71.4/68.1
VGG16-HNIP 74.8/71.6 90.1/86.6 85.0/81.3 80.1/76.7

TABLE IX
VIDEO LOCALIZATION COMPARISON OF HNIP WITH STATE-OF-THE-ART

HANDCRAFTED DESCRIPTORS (CXM) IN TERMS OF JACCARD INDEX, FOR
ALL TEST DATASETS. EXPERIMENTAL SETTINGS ARE THE SAME AS IN

TABLE VIII. THE BEST RESULTS ARE HIGHLIGHTED IN BOLD.

method Landmarks Scenes Objects All
CXM 45.5 45.9 68.8 54.4
AlexNet-HNIP 48.9 63.0 67.3 57.1
VGG16-HNIP 50.8 63.8 71.2 59.7

HNIP and AlexNet-HNIP on Objects when FPR is small (e.g.
FPR=1%), and TPR becomes worse as FPR increases. This
implies that (1) CXM ranks relevant videos and keyframes
higher than HNIP in the retrieved list for object queries, which
leads to better mAP on Objects when evaluating retrieval
performance in a small shortlist (100 in our experiments).
(2) VGG16-HNIP gains higher Recall than CXM when FPR
becomes large, which leads to higher localization accuracy on
Objects. In other words, towards better temporal localization,

TABLE X
IMAGE RETRIEVAL COMPARISON (MAP) OF HNIP WITH

STATE-OF-THE-ART DEEP AND HANDCRAFTED DESCRIPTORS (CXM), ON
HOLIDAYS, OXFORD5K AND UKBENCH. WE REPORT PERFORMANCE OF

PCA WHITENED DEEP DESCRIPTORS WITH OFF-THE-SHELF VGG16. THE
BEST RESULTS ARE HIGHLIGHTED IN BOLD.

method Holidays Oxford5k UKbench
CXM 71.2 43.5 3.46
MAC [18] 78.3 56.1 3.65
SPoC [16] 84.5 68.6 3.68
R-MAC [18] 87.2 67.6 3.73
HNIP (Ours) 88.9 69.3 3.90

we choose a small threshold (the corresponding FPR=14.3% in
our experiments) in order to recall as many relevant keyframes
as possible.

Image Retrieval. To further verify the effectiveness of
HNIP, we conduct image instance retrieval experiments
on scene-centric Holidays, landmark-centric Oxford5k and
object-centric UKbench. Table X shows the comparisons of
HNIP with MAC, SPoC, R-MAC, and handcrafted descriptors
from MPEG CDVA evaluation framework. First, we observe
HNIP outperforms handcrafted descriptors by a large margin
on all data sets. Second, HNIP performs significantly better
than state-of-the-art deep descriptors R-MAC on UKbench,
though it shows marginally better performance on Holidays.
The performance advantage trend between HNIP and R-MAC
is consistent with video retrieval results on CDVA-Scenes
and CDVA-Objects in Table VI. It is again demonstrated that
HNIP tends to be more effective on object-centric datasets
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Fig. 10. Video retrieval (a) & (b), pairwise video matching (c) and localization (d) performance of the optimal reported HNIP (i.e. VGG16-HNIP) combined
with either CXM local or CXM global descriptors, for all test datasets. For simplicity, we report the pairwise video matching performance in terms of TPR
given FPR = 1%.

TABLE XI
VIDEO RETRIEVAL COMPARISON OF HNIP WITH CXM AND THE COMBINATION OF HNIP WITH CXM-LOCAL AND CXM-GLOBAL RESPECTIVELY, ON

THE FULL TEST DATASET (ALL), WITHOUT (“W/O D ”) OR WITH (“W/ D ”) COMBINATION OF THE LARGE SCALE DISTRACTOR VIDEOS.

method size (kB/k.f.) mAP Precision@R # query k.f. # DB k.f. search time (s/q.v.)
w/o D w/ D w/o D w/ D w/o D w/ D w/o D w/ D

CXM ∼4 73.6 72.1 72.6 71.2
∼140K ∼105K ∼1.25M

12.4 38.6
VGG16-HNIP 2 80.1 76.8 76.7 73.6 2.3 9.2
VGG16-HNIP + CXM-Local ∼4 75.7 75.4 74.4 74.1 12.9 17.8
VGG16-HNIP + CXM-Global ∼4 84.9 82.6 82.4 80.3 4.9 39.5

compared to scene- and landmark-centric datasets, as object-
centric datasets are usually with more rotation and scale
distortions.

F. Combination of HNIP and Handcrafted Descriptors

CXM contains both compressed local descriptors (∼2
kB/frame) and compact global descriptors (∼2 kB/frame) ag-
gregated from local ones. Following the combination strategies
designed in Section V, Fig. 10 shows the effectiveness of com-
bining VGG16-HNIP with either CXM-Global or CXM-Local
descriptors4, in video retrieval (a) & (b), matching (c) and
localization (d). First, we observe the combination of VGG16-
HNIP with either CXM-Global or CXM-Local consistently
improves CXM across all tasks on all test datasets. In this
regard, the improvements of VGG16-HNIP + CXM-Global
are much larger than VGG16-HNIP + CXM-Local, especially
for Landmarks and Scenes. Second, VGG16-HNIP + CXM-
Global performs better on all test datasets in video retrieval,
matching and localization (except localization accuracy on
Landmarks). In particular, VGG16-HNIP + CXM-Global sig-
nificantly improves VGG16-HNIP on Objects in terms of mAP
and Precision@R (+10%). This leads us to the conclusion that
deep descriptors VGG16-HNIP and handcrafted descriptors
CXM-Global are complementary to each other. Third, we
observe VGG16-HNIP + CXM-Local significantly degrades
the performance of VGG16-HNIP on Landmarks and Scenes,
e.g. there is a drop of ∼ 10% in mAP on Landmarks. This
is due to the fact that matching pairs retrieved by HNIP (but
handcrafted features fail) cannot pass the GCC step, i.e., the
number of inliers (patch-level matching pairs) is less sufficient.

4Here, we did not introduce the complicated combination of VGG-HNIP +
CXM-Global + CXM-Local, because its performance is very close to VGG-
HNIP + CXM-Local, and moreover it further increases descriptor size and
search time, compared to VGG-HNIP + CXM-Local.

For instance, in Fig. 7, the landmark pair is determined as
a match by VGG16-HNIP, but the subsequent GCC step
considers it as a non-match because there are only 2 matched
patch pairs. More examples can be found in Fig. 6 (a).

G. Large Scale Video Retrieval

Table XI studies video retrieval performance of CXM,
VGG16-HNIP, their combinations VGG16-HNIP + CXM-
Local and VGG16-HNIP + CXM-Global, on the full test
dataset (All) without or with the large scale distractor video
set. By combining reference videos with the large scale dis-
tractor set, the number of database keyframes increases from
∼105K to ∼1.25M, making the search speed significantly
slower. For example, HNIP is ∼5 times slower with the
512-D Euclidean distance computation. Further compressing
HNIP into extreme compact code (e.g. 256 bits) for ultra-
fast Hamming distance computation is highly desirable, while
without incurring considerable performance loss. We will
study it in our future work. Second, the performance ordering
of approaches remains the same on large scale experiments,
i.e. VGG16-HNIP + CXM-Global performs the best, followed
by VGG16-HNIP, VGG16-HNIP + CXM-Local and CXM.
Finally, when increasing the database size by 10× larger, we
observe the performance loss is relatively small, e.g. -1.5%,
-3.3%, -0.3% and -2.3% in mAP for CXM, VGG16-HNIP,
VGG16-HNIP + CXM-Local and VGG16-HNIP + CXM-
Global, respectively.

VII. CONCLUSIONS AND DISCUSSIONS

In this work, we propose a compact and discriminative CNN
descriptor HNIP for video retrieval, matching and localization.
Based on the invariance theory, HNIP is proven to be robust
to multiple geometric transformations. More importantly, our



empirical studies show that the statistical moments in HNIP
dramatically affect video matching performance, which leads
us to the design of hybrid pooling moments within HNIP.
In addition, we study the complementary nature of deep
learned and handcrafted descriptors, then propose a strategy to
combine the two descriptors. Experimental results demonstrate
that HNIP descriptor significantly outperforms state-of-the-art
deep and handcrafted descriptors, with comparable or even
smaller descriptor size. Furthermore, the combination of HNIP
and handcrafted descriptors offers the optimal performance.

This work provides valuable insights for the ongoing CDVA
standardization efforts. During the recent 116th MPEG meet-
ing in Oct. 2016, MPEG CDVA Ad-hoc group has adopted the
proposed HNIP into core experiments [21] for investigating
more practical issues when dealing with deep learned de-
scriptors in the well-established CDVA evaluation framework.
There are several directions for future work. First, an in-depth
theoretical analysis on how pooling moments affect video
matching performance is valuable to further reveal and clarify
the mechanism of hybrid pooling, which may contribute to
the invariance theory. Second, it is interesting to study how
to further improve retrieval performance by optimizing deep
features like fine-tuning CNN tailored for the video retrieval
task, instead of off-the-shelf CNNs used in this work. Third, to
accelerate search speed, further compressing deep descriptors
into extremely compact codes (e.g. dozens of bits) while
still preserving retrieval accuracy is worth investigating. Last
but not the least, as CNN incurs huge number of network
model parameters (over 10 millions), how to effectively and
efficiently compress CNN model is a promising direction.
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