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ABSTRACT

In this paper, we propose a generative architecture for ma-
nipulating images/scenes with natural language descriptions.
This is a challenging task as the generative network is ex-
pected to perform the given text instruction without chang-
ing the non-affiliating contents of the input image. Two main
drawbacks of the existing methods are their limitation of per-
forming changes that would affect only a limited region and
the inability of handling complex instructions. The proposed
approach, designed to address these limitations initially uses
two sets of networks to extract the image and text features
respectively. Rather than a simple combination of these two
modalities during the image manipulation process, we use an
improved technique to compose these multimodal features.
Additionally, the generative network utilizes similarity learn-
ing to improve text manipulation to enforce only the text-
relevant changes to the input image. Our experiments on CSS
and Fashion Synthesis datasets show that the proposed ap-
proach performs remarkably well and outperforms the base-
line frameworks in terms of R-precision and FID.

Index Terms— Generative Adversarial Networks, Image
Manipulation with Language, Image Editing

1. INTRODUCTION

With the introduction of Generative Adversarial Networks
(GANs) [13, 22], there have been great advances in image
[27, 38, 11, 10, 7] and speech [30, 34, 33, 31, 32, 35] syn-
thesis. Image synthesis can be conditioned on attributes
[10, 7], class labels [42, 9] and text descriptions [28, 39, 26].
Different than sole attribute values, the ability to control the
generated image with a text description offers more flexibility
and semantics for specifying the desired item and has many
use cases from online shopping to photo editing.

Recent works on text-based image manipulation [11, 24]
have shown good performance on several datasets which in-
volve birds [37] or flowers [25]. However, existing methods
are unable to scale towards more complicated datasets due
to the small number of images and limited descriptions [39].
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Fig. 1. Language-based image manipulation examples of the
proposed method for images from CSS [36] and Fashion Syn-
thesis [46] datasets respectively.

In addition, the training is performed using the semantic de-
scription of images which does correlate with the “desired”
manipulation of the input image. Therefore, during testing,
the user has to define a detailed description of the new im-
age rather than only describing the “desired” change, which
makes it hard to scale towards the real-world applications and
cumbersome. Another problem with the current methods is
the failure to keep the text-irrelevant contents of the original
image as also discussed in [24, 41].

The focus of this paper is language-based image manipu-
lation which requires the generated image to be as realistic as
possible (indistinguishable from training images) and consis-
tent with a text description while maintaining non-affiliating
contents of the initial image. As illustrated in Figure 1, the
proposed method satisfies these requirements for CSS [36]
and Fashion Synthesis [46] datasets.

Different from the prior work [11, 24, 41], we formulate
text-based image manipulation using source and target im-
ages along with a caption that describes the intended manip-
ulation. In order to capture the relationship between text and
image features, we use an image & text composition layer
based on Text Image Residual Gating (TIRG) [36]. This layer
enables the generative network to explore the relationship be-
tween different modalities. Additionally, we use a multimodal
similarity module trained for image retrieval where the query
is formulated by an image and a text modification. The gen-
erative network is trained with the similarity loss in addition
to the adversarial training. We compare the proposed method
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Fig. 2. Architecture of the proposed method for image manipulation with a text description. Our main contributions are image
& text composition layer and multimodal similarity module, shown in pink boxes.

with different baselines using CSS [36] and Fashion Synthesis
[46] datasets. Additionally, we perform ablation experiments
to explore the effect of each proposed idea. The main contri-
butions of the paper are summarized as:

1. We design an enhanced generative network that can
perform high quality and precise image manipulation
described in the text.

2. We use an improved image & text composition layer to
capture relationships between two modalities that con-
tribute to better image quality and image manipulation.

3. We take advantage of a multimodal similarity module
to guide the generator through similarity learning to im-
prove the attribute manipulation precision.

2. RELATED WORK

The idea of manipulating images with text descriptions has
received a large amount of attention especially after the in-
troduction of GANs [13]. The first set of works that aim to
synthesize images purely from noise is first made possible
by Reed et al. [28]. Following this, the Generative Adver-
sarial What-Where Network (GAWWN) [29] was shown to
generate higher quality images by being able to draw con-
tents at desired locations. More recent StackGAN [44] and
StackGAN++ [43] architecture aim to generate realistic im-
ages using tree-like structures with multiple generators and
discriminators. Several improvements to the StackGAN++
architecture have been made in AttnGAN [40], MirrorGAN
[26] and e-AttnGAN [2, 8].

The main difference in this paper is that there is an ini-
tial image that the user wants to edit along with a text input
that describes the manipulation. The idea was first introduced
by Dong et al. [11] and followed up by several others that
focus on the fashion domain [46, 14]. Another significant

work is presented in TAGAN [24] where the aim is to pre-
serve text-irrelevant contents. More recently proposed SIM-
GAN [41] focused on generating high-resolution images with
the help of cycle-consistency loss [45]. The main problem
with the aforementioned works is that they aim to perform
text-manipulation based on semantic text description where
the user would have to type in a full description of the new
image. This is impractical at the run time. The only work
uses text to describe only the change is from El-Nouby et al.
[12] where authors use a recurrent framework. Different than
[12], we design an enhanced architecture that utilizes a com-
position layer to combine image and text features. Addition-
ally, the proposed method benefits from an image retrieval
network to handle complex instructions and synthesize more
realistic images. Our proposed method can also be trained
with unpaired data with small changes.

3. APPROACH

3.1. Architecture Overview

The proposed architecture is shown in Figure 2. Given a
text description T , the Long Short-Term Memory (LSTM)
network extracts the text feature y ∈ RNy and conditioning
augmentation C(y) is applied to solve the discontinuity prob-
lem in the data manifold [44]. A noise vector z ∈ N (0, 1)
is injected to introduce randomness to the generated im-
ages. The Generator G includes an upsampling layer, an
encoder GEncoder and a decoder GDecoder aims to translate
the source input image xs conditioned on y to the target image
x̂t = G(z, xs, C(y)). G includes an image & text compo-
sition layer to fuse language and image features with TIRG
[36]. Additionally, the multimodal similarity module is used
to check whether x̂t matches y and xs. The discriminatorD’s
aim is to detect the fake images and determine whether target
images (xt/x̂t) are correlated with xs and y. D is composed
of DEncoder to extract image features which are passed to



Dadv for adversarial training.

3.2. Image & Text Composition Layer

We apply a set of upsampling layers to the concatenated form
of [z, C(y)] which are concatenated with the encoded image
features of xs. These concatenated representations are de-
noted as f which serve as image features. Next, we broad-
cast text features y along the height and width dimensions
to make it compatible with f and denote it as g where f, g
∈ RHxWxNp . Rather than a simple concatenation of these
multimodal representations we follow a more advanced ap-
proach to fuse language and visual representations efficiently.
This process also enables language features to modify visual
features.

Following the work of [36], we use Text Image Residual
Gating (TIRG) to compose f (image) and g (text) features
described as follows:

htirg(f, g) = wgatehgate (f, g) + wreshres (f, g)

hgate (f, g) = σ (Wg2 ~ RELU (Wg1 ~ [f, g])� f
hres (f, g) = Wr2 ~ RELU (Wr1 ~ ([f, g]))

(1)

where [f, g] represents the concatenated form of features, �
is element-wise product, σ denotes the sigmoid function, ~
represents convolutional layers with their respective weights
of W . The gating operation hgate has the ability to retain
image features if the text modification is unimportant. Fol-
lowing this TIRG composition layer, htirg(f, g) is fed into the
GDecoder which includes a set of upsampling residual layers
to output the final image x̂t.

3.3. Multimodal Similarity Module

The multimodal similarity module can be described as an “ex-
pert” network that is trained to find a shared feature space for
image and text modalities. The similarity module includes
two networks: (1) ResNet-17 [16] Convolutional Neural
Network (CNN) & (2) LSTM. The similarity module is pre-
trained to retrieve target images given input image and text
description.

Given xs, x̂t, T , we denote their extracted features as
u, û, y. Again we use TIRG layer to compose u and y as
v = htirg(u, y). We employ the following pairwise ranking
loss [20, 11] to act as a similarity measure for the generator:

LGsim
=
∑

v

∑
k max{0,m−R(v, û) +R(v, ûk)}

+
∑

û

∑
k max{0,m−R(v, û) +R(vk, û)}

(2)

wherem is the margin value,R denotes cosine similarity, i.e.,
R (v, û) =

(
vT û

)
/ (‖v‖ ‖û‖) and k represents mismatching

text & image indices. The pre-training for CNN & LSTM is
performed with the same loss function by replacing x̂t with
xt and weights of both feature extraction networks are fixed
during the adversarial training.

3.4. Adversarial Loss

We use adversarial hinge loss [21, 23] and describe the objec-
tive function for the discriminator:

LD =− E(xs,xt,y)∼pdata
[min(0,−1 +D(xs, xt, y))]

− E(xs,xt,ȳ)∼pdata
[min(0,−1−D(xs, xt, ȳ))]

− Ez∼pz,(xs,y)∼pdata
[min(0,−1−D(xs, G(z, xs, C(y)), y))]

(3)
where ȳ is an incorrect instruction from xs to xt. Following
this notation, the generator’s adversarial loss whose objective
is to ensure generated images are realistic is defined as:

LGadv
= −Ez∼pz,(xs,y)∼pdata D(xs, G(z, xs, C(y)), y) (4)

Ultimately, the objective function for G can be written as:

LG = LGadv
+ λsimLGsim

(5)

where λsim controls balance of the two terms.

4. EXPERIMENTS

In this section, we compare the proposed method with two
baselines. We also perform ablation experiments to investi-
gate the effect of each proposed component. Besides quali-
tative comparison, we use Fréchet Inception Distance (FID)
[17] and R-precision [39, 2] to report quantitative results. For
the R-precision metric, we extract features of a source image
and a text manipulation with the similarity network and test
whether the retrieved image is the generated one (i.e., R = 1)
from a gallery of 4,999 other real images.

4.1. Datasets

For our experiments, we use the following datasets where cap-
tion data is available:
Color, Shape and Size (CSS) [36] dataset is based on the
CLEVR engine [18] and includes 16K training, 16K testing
queries. Each query includes a source image, a target image
and a text description to describe the manipulation. Note that
source and target images are not perfectly aligned. In the CSS
dataset, certain combinations of color, shape and object do not
appear in training which makes the dataset difficult.
Fashion-Synthesis [46] dataset includes 78,979 fashion im-
ages. Different than the other fashion related datasets [5, 6,
4, 1, 3], it includes captions to describe the clothing. We use
70K images for training and the rest for testing. We extract
the manipulation text description based on the text difference
between two images such as “replace with short sleeve”.

4.2. Implementation Details

We adopt GeNeVA [12] as our initial baseline. GEncoder

includes 3 downsampling layers and GDecoder includes 3
upsampling layers where each layer is composed of residual
blocks [16]. The D includes similar downsampling layers
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Fig. 3. Qualitative comparison of the proposed method vs. GeNeVA given a source image and text manipulation.

Table 1. Quantitative results on both datasets respectively.
R-precision: higher is better, FID: lower is better.

CSS [36] Fashion Synth. [46]

R-precision FID R-precision FID

SIMGAN [41] - - 4.68 69.55
GeNeVA [12] 56.66 44.86 14.96 8.10
Proposed w/o TIRG 64.48 53.34 53.34 7.86
Proposed w/o sim. 63.96 30.76 14.34 7.95
Proposed 71.24 34.89 49.50 7.13

with spectral normalization [23] to stabilize the training.
Adam optimizer [19] with the learning rate set to 0.0001
is used to train G and D. We set λsim = 10, Ny = 512,
Np = 256, m = 0.3 and mini-batch size to 32 in all experi-
ments. Networks are trained for 300 and 75 epochs for CSS
and Fashion Synhesis datasets respectively.

For Fashion-Synthesis dataset, we remove xs from the in-
put ofD as it forcesG to produce unrelated images compared
to xs. Additionally, we include a masking branch toGDecoder

and the output image is generated through a blending opera-
tion of input and output of G similar to [15, 7] where only
specific regions are subject to change. As the paired data is
unavailable, we obtain xs by finding an image that matches
the attributes of query image and text. The same process is
applied to all competing methods.

4.3. Competing Methods
We use two baselines to compare the proposed method:
GeNeVA [12] is proposed for iterative image manipulation
conditioned on the text. Our implementation is originated
from GeNeVA and the recurrent generation and bounding
boxes are not included to have a fair comparison.
SIMGAN [41] is designed for semantic image manipulation.
Different than using a text which describes the manipulation,
SIMGAN requires a perfect description of the target image.
In the CSS dataset, captioning data for each image is unavail-

able so SIMGAN can not be used. SIMGAN is not included
in qualitative results due to its inferior performance.

4.4. Quantitative Results

FID reflects the image quality while R-precision measures for
how well the text manipulation is performed and satisfying
both is important. Both FID and R-precision results are re-
ported in Table 1 where our proposed method outperforms
both competing methods. SIMGAN has inferior performance
in both metrics which demonstrates the benefit of using text
as manipulation operation. The removal of the TIRG layer
(Proposed w/o TIRG) increases the FID by a large margin
which indicates the image quality has worsened. The removal
of similarity loss (Proposed w/o sim.) largely decreases R-
precision, especially for Fashion Synthesis. The combination
of both modules achieves mostly the best performance.

4.5. Qualitative Results

In Figure 3, we provide several examples that compare our
proposed method with GeNeVA. For both datasets, GeNeVA
can actually locate the text manipulation but unable to keep
the contents of the source image, e.g., blurred faces in the last
two columns. Although the proposed method makes slight
errors, it performs more precise and realistic manipulations.

5. CONCLUSION

In this paper, we proposed an enhanced architecture for image
manipulation with language input. Rather than a simple com-
bination of different text & image modalities, we designed
an improved technique to compose them into a common em-
bedding space. In addition, the generator takes advantage
of similarity learning for more precise image manipulation.
Our experiments on CSS and Fashion Synthesis datasets show
that the proposed method outperforms other baselines in both
evaluation metrics. We plan to extend our work to different
tasks such as complex scenes with cluttered and 3D objects.
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[14] M. Günel, E. Erdem, and A. Erdem. Language guided fashion im-
age manipulation with feature-wise transformations. arXiv preprint
arXiv:1808.04000, 2018.

[15] X. Han, Z. Wu, Z. Wu, R. Yu, and L. S. Davis. Viton: An image-based
virtual try-on network. In CVPR, 2018.

[16] K. He, X. Zhang, S. Ren, and J. Sun. Deep residual learning for image
recognition. In CVPR, pages 770–778, 2016.

[17] M. Heusel, H. Ramsauer, T. Unterthiner, B. Nessler, and S. Hochreiter.
Gans trained by a two time-scale update rule converge to a local nash
equilibrium. In NeurIPS, pages 6626–6637, 2017.

[18] J. Johnson, B. Hariharan, L. van der Maaten, L. Fei-Fei,
C. Lawrence Zitnick, and R. Girshick. Clevr: A diagnostic dataset
for compositional language and elementary visual reasoning. In CVPR,
pages 2901–2910, 2017.

[19] D. P. Kingma and J. Ba. Adam: A method for stochastic optimization.
arXiv preprint arXiv:1412.6980, 2014.

[20] R. Kiros, R. Salakhutdinov, and R. S. Zemel. Unifying visual-semantic
embeddings with multimodal neural language models. arXiv preprint
arXiv:1411.2539, 2014.

[21] J. H. Lim and J. C. Ye. Geometric gan. arXiv preprint
arXiv:1705.02894, 2017.

[22] M. Mirza and S. Osindero. Conditional generative adversarial nets.
arXiv:1411.1784, 2014.

[23] T. Miyato, T. Kataoka, M. Koyama, and Y. Yoshida. Spectral
normalization for generative adversarial networks. arXiv preprint
arXiv:1802.05957, 2018.

[24] S. Nam, Y. Kim, and S. J. Kim. Text-adaptive generative adversar-
ial networks: manipulating images with natural language. In Neurips,
pages 42–51, 2018.

[25] M.-E. Nilsback and A. Zisserman. A visual vocabulary for flower clas-
sification. In CVPR, volume 2, pages 1447–1454. IEEE, 2006.

[26] T. Qiao, J. Zhang, D. Xu, and D. Tao. Mirrorgan: Learning text-to-
image generation by redescription. arXiv preprint arXiv:1903.05854,
2019.

[27] A. Radford, L. Metz, and S. Chintala. Unsupervised representa-
tion learning with deep convolutional generative adversarial networks.
arXiv:1511.06434, 2015.

[28] S. Reed, Z. Akata, X. Yan, L. Logeswaran, B. Schiele, and H. Lee. Gen-
erative adversarial text to image synthesis. arXiv:1605.05396, 2016.

[29] S. E. Reed, Z. Akata, S. Mohan, S. Tenka, B. Schiele, and H. Lee.
Learning what and where to draw. In Neurips, pages 217–225, 2016.

[30] Y. Saito, S. Takamichi, and H. Saruwatari. Statistical parametric speech
synthesis incorporating generative adversarial networks. IEEE/ACM,
26(1):84–96, 2017.

[31] B. Sisman and H. Li. Generative adversarial networks for singing voice
conversion with and without parallel data. In Speaker Odyssey, pages
238–244, 2020.

[32] B. Sisman, K. Vijayan, M. Dong, and H. Li. Singan: Singing voice con-
version with generative adversarial networks. In APSIPA ASC, pages
112–118, 2019.

[33] B. Sisman, M. Zhang, M. Dong, and H. Li. On the study of generative
adversarial networks for cross-lingual voice conversion. In 2019 IEEE
Automatic Speech Recognition and Understanding Workshop (ASRU),
pages 144–151. IEEE, 2019.

[34] B. Sisman, M. Zhang, S. Sakti, H. Li, and S. Nakamura. Adaptive
wavenet vocoder for residual compensation in gan-based voice conver-
sion. In SLT, pages 282–289, 2018.

[35] A. Tjandra, B. Sisman, M. Zhang, S. Sakti, H. Li, and S. Nakamura.
Vqvae unsupervised unit discovery and multi-scale code2spec inverter
for zerospeech challenge 2019. arXiv preprint arXiv:1905.11449,
2019.

[36] N. Vo, L. Jiang, C. Sun, K. Murphy, L.-J. Li, L. Fei-Fei, and J. Hays.
Composing text and image for image retrieval-an empirical odyssey. In
CVPR, pages 6439–6448, 2019.

[37] C. Wah, S. Branson, P. Welinder, P. Perona, and S. Belongie. The
caltech-ucsd birds-200-2011 dataset. 2011.

[38] T.-C. Wang, M.-Y. Liu, J.-Y. Zhu, A. Tao, J. Kautz, and B. Catanzaro.
High-resolution image synthesis and semantic manipulation with con-
ditional gans. In CVPR, pages 8798–8807, 2018.

[39] T. Xu, P. Zhang, Q. Huang, H. Zhang, Z. Gan, X. Huang, and X. He.
Attngan: Fine-grained text to image generation with attentional gener-
ative adversarial networks. In CVPR, 2018.

[40] T. Xu, P. Zhang, Q. Huang, H. Zhang, Z. Gan, X. Huang, and X. He.
Attngan: Fine-grained text to image generation with attentional gener-
ative adversarial networks. In CVPR, pages 1316–1324, 2018.

[41] S. Yu, H. Dong, F. Liang, Y. Mo, C. Wu, and Y. Guo. Simgan: Photo-
realistic semantic image manipulation using generative adversarial net-
works. In ICIP, pages 734–738. IEEE, 2019.

[42] H. Zhang, I. Goodfellow, D. Metaxas, and A. Odena. Self-attention
generative adversarial networks. arXiv preprint arXiv:1805.08318,
2018.

[43] H. Zhang, T. Xu, H. Li, S. Zhang, X. Wang, X. Huang, and D. Metaxas.
Stackgan++: Realistic image synthesis with stacked generative adver-
sarial networks. arXiv preprint arXiv:1710.10916, 2017.

[44] H. Zhang, T. Xu, H. Li, S. Zhang, X. Wang, X. Huang, and D. Metaxas.
Stackgan: Text to photo-realistic image synthesis with stacked genera-
tive adversarial networks. In ICCV, 2017.

[45] J.-Y. Zhu, T. Park, P. Isola, and A. A. Efros. Unpaired image-to-image
translation using cycle-consistent adversarial networks. In ICCV, 2017.

[46] S. Zhu, S. Fidler, R. Urtasun, D. Lin, and C. C. Loy. Be your own
prada: Fashion synthesis with structural coherence. In ICCV, 2017.


