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Abstract. Detecting objects in a dynamic scene is a critical step for
robotic navigation. A mobile robot may need to slow down in presence
of children, elderly or dense crowds. A robot’s movement needs to be
precise and socially adjustable especially in a hospital setting. Identi-
fying key objects in a scene can provide important contextual aware-
ness to a robot. Traditional approaches used handcrafted features along
with object proposals to detect objects in images. Recently, object de-
tection has made tremendous progress over the past few years thanks
to deep learning and convolutional neural networks. Networks such as
SSD, YOLO, and Faster R-CNN have made significant improvements
over traditional techniques while maintaining real-time inference speed.
However, current existing datasets used for benchmarking these models
tend to contain mainly outdoor images using a high-quality camera setup
that is usually different from a robotic vision setting where a robot moves
around in a dynamic environment resulting in sensor noise, motion blur,
and change in data distribution. In this work, we introduce our custom
dataset collected in a realistic hospital environment consisting of distinct
objects such as hospital beds, tables, and wheelchairs. We also use state-
of-art object detectors to showcase the current performance and gaps
in a robotic vision setting using our custom CHART dataset and other
public datasets.

Keywords: Object detection · Robotic vision · Contextual understand-
ing and navigation.

1 Introduction

Object detection has become a critical part of robotic vision and navigation. It
is actively being used in several fields such as service robots, delivery robots,
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(a) Robot base (b) CHART dataset

Fig. 1: (a) Our mobile robot base consisting of multiple visual sensors - six SONY
IMX335 and two Structure Core cameras. (b) Our CHART dataset. The images
collected in the hospital environment consist of multiple different hospital objects
such as beds, tables, and wheelchairs. These images obtained from the visual
sensors contain motion blur, occlusion, sensor noise, and significant distortion.

automated inspection [6], object tracking [10], autonomous driving [11], semicon
defect detection [7, 8], and 3D understanding [9]. Robotic navigation not only
aims at getting from source to destination, but also how to get there in the most
efficient and socially acceptable manner. A mobile robot may need to slow down
or halt movement in presence of a moving bed or wheelchair in a hospital envi-
ronment. Identifying key objects in such an environment can provide important
contextual awareness to a robot.

Recently, object detection performance and speed has improved at a remark-
able rate with the rise of deep convolutional neural networks (CNNs) [5,12,13].
Most of the current existing benchmarks test the performance of object de-
tection in settings that are mostly impractical for a service robot. The images
contained in such benchmarks are sharp, devoid of motion blur, consists of ob-
jects present in various locations and sizes, and contain thousands of images of
each object class. Scientific community has mainly focused on improving the sys-
tem architecture and resolving pipeline-bottlenecks to improve object detection
performance. This has also led to the community adopting single stage detectors
such as Single Shot detector (SSD) [5], You Only Look Once (YOLO) [1] more
often than two stage detectors such as Faster R-CNN [13]. Recently, there has
been a shift towards imparting contextual awareness to robots for navigation
in a given environment. This can be done successfully if we are able to detect
objects present in the scene accurately and use them for contextual reasoning.
For example, if we detect hospital beds and wheelchairs, it is highly likely that
we are in a hospital room than in a cafeteria. Usually, a pretrained model is used
as a starting point and then trained on the new classes, commonly referred to
as transfer learning. In an ever changing environment, a robot can go through
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major changes and upgrades over the course of time. This results in a shift in
data distribution resulting in drop in performance of previously trained models
on the new captured images.

In this work, we investigate the performance of state of the art deep learning
based object detectors on two different datasets - our custom CHART dataset
and public datasets consisting of PASCAL-VOC [2] and MSCOCO [4]. Our focus
is primarily on CHART dataset. The dataset is captured in a hospital environ-
ment using three different visual sensors - SONY IMX335, Asus Xtion Pro, and
structure core RGB-D cameras. We perform comprehensive training on stan-
dalone, mix, and partial labeled data to investigate how the most popular object
detectors perform in a real setting where a shift in data distribution may occur
due to various reasons. The robot navigates around several objects such as hos-
pital beds, tables, wheelchairs, and staffs. We show that a slight change in data
distribution can affect object detection performance on the 3 main detectors,
and we quantify this drop of accuracy across our datasets. This demonstrate
that current deep learning approaches still lacks flexibility and are difficult to
apply in a changing environment.

We discuss the details of our dataset in Section 2. Section 3 presents the de-
tails on our chosen three state-of-the-art object detectors. We report our results
and observations using the chosen detectors in different settings in Section 4.
Finally, Section 5 discusses our future research directions.

2 Datasets

We investigate the performance of deep-learning based object detectors on two
different datasets - our custom CHART dataset and public dataset consisting of
PASCAL-VOC [2] and MS COCO [4] datasets. We focus on training and evalu-
ating on two objects - hospital beds and overbed tables. As the public datasets
do not contain these aforementioned objects, we customized the networks to
train our models on two different classes - person and chair. Additionally, we
do not compare the model performance across these two datasets (CHART and
public) due to different object classes and only evaluate the consistency of our
observations.

2.1 CHART dataset

We collected our CHART dataset in a Singapore hospital on two different days
using a different set of sensors for each day mounted on our custom robot
as shown in Fig. 1(a). We created three different datasets namely CHART1,
CHART2, and JOINT dataset. CHART1 dataset is collected using an Asus Xtion
Pro camera in a room containing different hospital beds and tables. CHART2
dataset is collected using a SONY IMX335 camera and a Structure Core cam-
era. JOINT dataset is a combination of these two datasets. We only focus on
the RGB data from these cameras and ignore the depth component of Xtion
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Table 1: CHART Dataset information

Subset
Training Set Test Set

# Images
# Instances

# Images
# Instances

Beds Tables Beds Tables

CHART1 638 606 141 160 240 45

CHART2 1241 942 411 310 356 143

JOINT 1879 1548 552 470 596 188

Pro and Structure Core RGB-D cameras for creating our dataset as shown in
Fig. 1(b).

Both datasets contain realistic scenarios where a mobile robot moves around
the scene containing multiple objects of interest. The images contain sensor
noise, distortion, and motion blur frequently. The objects in CHART1 dataset
are well spread out with small occlusions present in the scene. CHART2 data
is more complex as the objects of interest are often occluded or at a significant
distance from the robot base and consist of different lighting conditions. Thus,
these differences in sensors, lighting, object consistency, and complexity cause
a change in data distribution. The motivation behind the dataset is to analyze
how current state-of-the-art detectors perform when data distribution changes
in a realistic environment. CHART1 and CHART2 datasets consist of 798 and
1, 551 images respectively. The datasets consists of 846 and 1, 298 instances of
beds and 186 and 554 instances of tables respectively. CHART1 has a higher
bed density and CHART2 has a higher table density. The JOINT dataset is a
combination of these two datasets. We annotate objects that are at least 40%
visible and within 10m distance of the robot. We split the datasets into training
(80%) and testing (20%) sets for training and evaluating our models.

2.2 Public datasets

We also analyze the selected object detectors on PASCAL-VOC and MSCOCO
datasets. They are the two most popular datasets used by the Computer Vi-
sion community to analyze and benchmark algorithmic performance. They pri-
marily consist of sharp images taken by a static camera primarily in an out-
door environment. While PASCAL-VOC dataset consists of 20 object classes,
MSCOCO dataset consists of 80 object classes and fully covers all PASCAL-
VOC classes. We investigate how knowledge learned on one dataset transfers to
another dataset. To prove our assumption, we select two object classes (person
and chair) which appear both in PASCAL-VOC and MSCOCO datasets. We
only retain images that contain either of the two classes and remove remaining
images from our training and evaluation. PASCAL-VOC dataset contains 1, 994
person images and 566 chair images for train set and MSCOCO contains 12, 774
chair and 64, 115 person images. We name these filtered datasets as PASC-PC
and COCO-PC respectively.
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Fig. 2: (a) Faster R-CNN architecture consisting of an CNN based RPN and
a Fast R-CNN network for object localization. (b) SSD-MobileNetV2 architec-
ture consisting of MobileNetV2 as the base network. (c) YOLOv4 architecture
consisting of CSPDarknet53, SPP, YOLOv3 as backbone, neck, and head.

3 Object detection

In this section, we discuss the architectures of three state-of-the-art object de-
tectors: Faster R-CNN, SSD-MobileNet V2, and YOLOv4. Faster R-CNN is a
two stage detector meanwhile, SSD and YOLOv4 are one stage detectors. Ad-
ditionally, Tensorflow object detection API provides support for Faster R-CNN
and SSD training while YOLOv4 needs to be trained manually.

3.1 Faster R-CNN

Faster R-CNN [13] is a popular two-stage detector network which improves upon
earlier networks such as R-CNN and Fast R-CNN with the use of an additional
fully convolution network called the Region Proposal Network (RPN). The RPN
is used in order to identify regions which have a high probability of containing
an object. Subsequently, these regions are fed into the object detector network
for both object classification and bounding box regression. The architecture of
the Faster R-CNN model is described in Fig. 2(a).

The hyperparameters are defined as follows. The step decay learning rate
scheduling strategy is adopted with initial learning rate 0.04 and a warmup
learning rate value of 0.01333. The number of warmup steps is kept at 2000. The
momentum optimizer value is kept at 0.9. The number of steps and batch size
is set at 100,000 and 8 respectively.

3.2 SSD-MobileNet V2

The second network used in this study is the SSD-MobileNet V2 network [14].
This model comprises the MobileNet V2 network, excluding the classification lay-
ers, as the base network. Thereafter, convolution layers are added in succession
and layer dimensions are reduced progressively to allow detections at multiple
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scales. This is followed by a Non-Maximum Suppression (NMS) step to output
the final detections [5]. Fig. 2(b) depicts the architecture of the model. The Mo-
bileNet V2 architecture consists of Depthwise Separable Convolution Blocks and
Residual Connections to cater to the limited computational resources available
while being able to extract the relevant information. This is done by adding the
expansion and the projection layers to the building block. The expansion layer
decompresses the data into a high-dimensional tensor to allow the maximum ex-
traction of information by the depthwise convolution layer. The projection layer
then compresses the data into a low-dimensional tensor to reduce the amount of
required computations.

The step decay learning rate scheduling strategy is adopted with initial learn-
ing rate 0.08 and a warmup learning rate value of 0.01333. The number of
warmup steps is kept at 100. The momentum optimizer value is kept at 0.9.
The number of steps and batch size is 2,500 and 8 respectively.

3.3 YOLOv4

YOLOv4 [1] is one of most popular single stage detector network for 2D object
detection. It has demonstrated high accuracy and speed over many datasets such
as MSCOCO. It is 10% more accurate and 12% faster compared to the previ-
ous version YOLOv3 [12] on MSCOCO. The architecture used in YOLOv4 is
described in Fig. 2(c). It consists of several modules defined as backbone, neck,
and head of the network. In YOLOv4, the backbone is CSPDarknet53. It has
293x3 convolutional layers and about 27.6M parameters. It has a high number
of receptive fields and parameters compared to other networks such as CSPRes-
Next50 which allows the model to detect multiple objects of different sizes in a
given image. The second block of the network is SPP [3] which represents the
neck of the detector. It increases the receptive fields significantly and highlights
the most significant contextual features. Finally, the YOLOv3 head is used to
predict classes and bounding boxes.

The step decay learning rate scheduling strategy is adopted with initial learn-
ing rate 0.01 and multiplied with a factor 0.1 at 4800 and 5400 steps. The mo-
mentum and weight decay are set at 0.9 and 0.0005.

4 Experiments

In this section, we describe our various experiments to investigate how the three
object detectors perform on our CHART and public datasets on two pre-selected
objects. We use Tensorflow2 Object detection API with pretrained models on
MSCOCO dataset for Faster R-CNN and SSD. These baseline models are pub-
licly available and widely used as a starting point for training on new dataset or
classes. We divide or experiments into three major categories. Firstly, in Stan-
dalone training, we investigate how the models perform when trained on one of
the two CHART datasets. Secondly, we investigate how the models perform when
trained on a mix of CHART1 and CHART2 datasets simultaneously. Thirdly,
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(a) (b) (c) (d) (e) (f)

Fig. 3: Top, middle, and bottom row show inference results on models trained
on CHART1, CHART2, and JOINT datasets as discussed in Sec. 4.1. (a), (d)
display results for FasterRCNN; (b), (e) show results for SSD-MobileNetV2 and
(c), (f) show results for YOLOv4 trained models respectively. Groundtruth and
inference are shown in green and red bounding boxes respectively.

we investigate how the models perform when a model is initially trained on
one dataset and then subsequently trained on a second dataset without using
previous dataset in the new training protocol.

4.1 Standalone training

We observe that all three architecture models perform poorly on CHART2
dataset when trained on CHART1 dataset and vice-versa as seen in Table 2
even though the object classes are the same across the two datasets. This is due
to the two datasets having different data distribution as explained in Sec. 2.
The Joint training shows that once the models are trained on both data dis-
tributions, they are able to regularize and provide impressive results on both
CHART datasets as seen in Fig. 3. The lower number of steps for SSD train-
ing results in lower accuracy. Overall, YOLOv4 gave the best results among the
object detectors.

4.2 Joint training

Here we mix a small amount (10%) of CHART2 dataset with full CHART1
training set and vice-versa. We also report results when only trained on only
10% of both CHART datasets. We observe that even a small (10%) inclusion in
training set significantly improves the performance on that particular dataset as
seen in Table 3. The Faster R-CNN, SSD, and YOLOv4 models mAP improves
from 0.2 to 0.875, 0.05 to 0.665, and 0.394 to 0.994 for CHART2 test data.
Similar improvement is seen for CHART1 data. This highlights the gap of current
fully supervised models not transferring well to a data with slightly different
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Table 2: Object detectors performance on the CHART test sets for Standalone
dataset training protocols.

CHART1
CHART1 CHART2 JOINT

mAP Recall mAP Recall mAP Recall

Faster R-CNN 0.938 0.956 0.197 0.212 0.423 0.432

SSD 0.869 0.912 0.048 0.210 0.319 0.424

YOLOv4 0.976 1.000 0.394 0.352 0.564 0.650

CHART2

Faster R-CNN 0.082 0.101 0.915 0.951 0.663 0.687

SSD 0.105 0.421 0.846 0.874 0.606 0.731

YOLOv4 0.358 0.178 0.996 1.000 0.836 0.760

JOINT

Faster R-CNN 0.932 0.95 0.917 0.947 0.920 0.948

SSD 0.793 0.85 0.807 0.838 0.801 0.842

YOLOv4 0.974 0.989 0.996 1.000 0.994 1.000

(a) (b) (c) (d) (e) (f)

Fig. 4: Joint training results on CHART datasets as discussed in Sec. 4.2. (a),
(d) display results for FasterRCNN; (b), (e) show results for SSD-MobileNetV2
and (c), (f) show results for YOLOv4 trained models respectively. We observe
that the models perform well on cross datasets even when a small amount of
data is available for training.

distribution. As soon as some data is added for training, the models are able to
regularize on the new data as seen in Fig. 4.

4.3 Subsequent training

In this experiment, we investigate how a model performs when we take a model
previously trained on one dataset and subsequently trained on another dataset
with a different distribution. The previous data is not added to the new training



A survey on object detection performance with different data distributions 9

Table 3: Object detectors performance for the Joint dataset training protocols.

CHART1 - 100% CHART1 CHART2 JOINT
CHART2 - 10% mAP Recall mAP Recall mAP Recall

Faster R-CNN 0.950 0.961 0.875 0.91 0.897 0.926

SSD 0.847 0.897 0.665 0.725 0.713 0.777

YOLOv4 0.976 0.998 0.992 1.000 0.991 1.000

CHART1 - 10% CHART1 CHART2 JOINT
CHART2 - 100% mAP Recall mAP Recall mAP Recall

Faster R-CNN 0.870 0.895 0.922 0.954 0.902 0.933

SSD 0.679 0.768 0.861 0.890 0.787 0.848

YOLOv4 0.966 0.988 0.998 1.000 0.9901 0.990

CHART1 - 10% CHART1 CHART2 JOINT
CHART2 - 10% mAP Recall mAP Recall mAP Recall

Faster R-CNN 0.855 0.879 0.852 0.896 0.853 0.890

SSD 0.775 0.842 0.786 0.823 0.780 0.827

YOLOv4 0.967 0.992 0.978 0.985 0.978 0.980

(a) Tested on CHART1 dataset (b) Tested on CHART2 dataset

Fig. 5: Top row shows CHART1 pretrained model performance when trained on
CHART2 data and and bottom row shows CHART2 pretrained model perfor-
mance when trained on CHART1 data. We observe a significant drop in per-
formance on the respective pretrained dataset. This phenomenon, called catas-
trophic forgetting, is a significant problem in robotic vision.

dataset. We report our results on SSD for CHART dataset and faster-RCNN
for public dataset. We observe the catastrophic forgetting phenomenon on both
CHART and public datasets. SSD performance on CHART1 dips from 0.869
mAP to 0.248 mAP when it is trained on CHART2 dataset as shown in Table 4.
We observe similar drop when the two datasets are switched as seen in Fig. 5.

We select Faster R-CNN ResNet-50 model structure to conduct person-chair
detection evaluation on the public datasets. We initiate both runs on COCO-PC
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Table 4: SSD performance on CHART dataset for Subsequent training protocol.

CHART1 CHART2 JOINT
mAP Recall mAP Recall mAP Recall

CHART1 -> CHART2 0.248 0.550 0.866 0.892 0.669 0.779

CHART2 -> CHART1 0.870 0.910 0.076 0.341 0.344 0.521

and PASC-PC respectively without pre-trained weights. The training config is
modified to batch size 8 for 25,000 steps from the default pipeline setting. Both
models are then further trained using the other data set for 25,000 steps and also
evaluated on both validation sets. We record these evaluation results in Table 5.
In both cases, we see catastrophic forgetting where the mAP drops to 0.232 and
0.240 mAP after the model is trained on the second dataset.

Essentially, the model now “overfits” on new dataset. To maintain good re-
sults on previous dataset, we either need to include some previous data in the
updated training set or adopt some complex incremental learning techniques
for object detection. This provides a good motivation to develop incremental
learning frameworks for object detection in future.

Table 5: Faster R-CNN performance on the test sets of COCO-PC and PASC-PC
for Subsequent training protocol.

PASC-PC COCO-PC
mAP Recall mAP Recall

PASC-PC -> COCO-PC 0.225 0.457 0.232 0.519

COCO-PC -> PASC-PC 0.240 0.652 0.221 0.433

5 Conclusion

Contextual awareness is a critical requirement for service robots and robotic
navigation. In this work, we have presented our hospital CHART dataset and
surveyed three state-of-the-art object detection models. We have analyzed their
detection performance on our and public dataset highlighting the strengths and
weaknesses of current fully supervised deep learning approach. The object detec-
tors perform exceptionally well when trained on large number of labeled images.
However, their performance drops drastically on slightly different data distribu-
tion. This may happen frequently in real world scenarios where a robot visual
sensor, lighting, or location can change due to various reasons. Currently, we
need to perform vast amount of labeling for every different data distribution for



A survey on object detection performance with different data distributions 11

acceptable object detection performance. In our future work, we aim to address
these gaps by leveraging on Semi-Supervised Learning and Incremental Contin-
ual Learning for object detection that has shown tremendous promise in image
classification and Natural Language Processing (NLP) domains.
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