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Abstract. There has been an increasing demand for visual grounding
in various human-robot interaction applications. However, the accuracy
is often limited by the size of the dataset that can be collected, which is
often a challenge. Hence, this paper proposes using the natural implicit
input modality of human gaze to assist and improve the visual ground-
ing accuracy of human instructions to robotic agents. To demonstrate
the capability, mechanical gear objects are used. To achieve that, we uti-
lized a transformer-based text classifier and a small corpus to develop
a baseline phrase grounding model. We evaluate this phrase grounding
system with and without gaze input to demonstrate the improvement.
Gaze information (obtained from Microsoft Hololens2) improves the per-
formance accuracy from 26% to 65%, leading to more efficient human-
robot collaboration and applicable to hands-free scenarios. This approach
is data-efficient as it requires only a small training dataset to ground the
natural language referring expressions.

Keywords: Gaze tracking · Visual grounding · Human-robot interac-
tion.

1 Introduction

Human-robot interaction has been playing an increasingly important role in the
manufacturing industries today. Utilizing the collaboration between the human
operator and robots can allow the robots to automate repetitive tasks, reduce
margins of error to negligible rates, and yet enable human workers to focus on
more productive areas of the operation [2]. Giving natural instructions to the
robot to pick and place is often desired to speed up the pick and place process.
Visual grounding is required for such tasks but is often limited by dataset. Hence,
this paper proposes a gaze-assisted visual grounding system that uses natural
language instructions and gaze to localize the mechanical object. Experiments
are performed, and is shown that the performance improves after fusing the
human gaze information acquired using Microsoft Hololens2.
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Fig. 1. Human-Robot Collaboration: Human (sitting on a chair) instructs the robot to
pass the red screwdriver using natural language and gaze (shown by the dotted line)
while engaged in some other task.

Phrase grounding (also called visual grounding) system localizes an object
within an image described by language query [17]. This query often contains dif-
ferent types of phrases such as categories, attributes, spatial configurations, and
interactions with other objects, such as “green plier on the left” or “blue wrench
next to the multimeter,” as shown in Fig. 1. These phrases are also known as
referring expressions. Researchers typically adopt one of the two approaches: 1)
single-stage [27], [25]; and 2) multi-stage [20], [26] to perform this task. The
multi-stage methods rely on the candidate proposal network like Faster-RCNN
[16] and EdgeBox [28], which calculates the matching score between each pro-
posal and the referring expression and chooses the region with the highest score.
The one-stage methods frame the problem as a bounding box regression task. In-
stead of using the candidate proposal, they utilize multimodal features obtained
after projecting and fusing features from the visual backbone and language en-
coders into the same semantic space.

Both the visual grounding methodologies have their limitations and benefits,
which researchers are trying to address. Ref-NMS [3] proposes expression-aware
proposals for the two-stage approach, improving the grounding performance,
while ZSGNet [17] enables grounding of novel categories (zero-shot grounding)
using dense proposals. Both approaches use large image grounding datasets such
as Flickr30k [15], Visual Genome [9], ReferIt [7], RefCOCOg [12]. Using a smaller
dataset has a high probability that results in performance drop due to referring
expression diversity, and complexity [27]. In this paper, we demonstrate a perfor-
mance improvement in the phrase grounding system with incorporating human
gaze despite having a small dataset.
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Contrary to gesture (explicit communication signal) or speech, the gaze is an
implicit signal [13]. These types of signals are not intended to carry information,
but they do anyways and are fundamental for effective communication. Human
gaze (the information about what or where the user is looking at) typically
anticipates their hand movement, for instance, when humans want to reach for
an object. This implies that robots with gaze tracking capability can predict
the goal of their human coworker even before they act. Gaze tracking is also
beneficial for manufacturing robots as it gives information about human visual
attention and hence which object they want to pick, as shown in Fig. 1. It is
beneficial when traditional channels, such as gestures [22], might not be suitable
for HRI (e.g., hands-free interface design [14], assistive robots [19]).

However, one of the drawbacks of eye-tracking is precision interaction because
eyes move around a lot. Our eyes perform rapid movements from fixation to
fixation. Also, gaze tracking accuracy depends on camera properties and external
factors like light and shadow [13]. The majority of gaze tracking devices are
static, which poses a huge challenge in deploying robots for open environments
such as airports and hospitals.

Fig. 2. Overview of our method. Given an input image, a text query, and a set of
candidate locations (e.g., from object proposal methods), a text classification model is
used to score candidate locations based on spatial configurations and global context.
The top-3 scoring candidates are selected to check proximity from the gaze centroid.
The nearest proposal is selected as the answer.

This paper used the head-mounted system Microsoft Hololens2 (HL2) to
track the human gaze, which is the common solution for experimental settings.
Head tracking and eye tracking are two key ways in which HL2 can understand
user’s areas of focus and intent. Head tracking is how HL2 tracks a user’s head
position and orientation in 3D space. Eye-tracking is how HL2 understands pre-
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cisely where the user is looking using sensors pointed at their eyes. Head tracking
and eye-tracking work together to understand user’s field of view and what they
are looking at.

We propose a gaze-assisted approach to ground referring expressions in an
image. Our contributions can be summarised as follows:

1. Utilizing natural implicit gaze (not intentional gaze) to improve human-robot
instruction.

2. A text-classifier based scoring function [1] for the candidate locations of an
image generated by Faster-RCNN as shown in Fig. 2, exploiting a small
dataset.

3. We first show that grounding using text-only instructions (no gaze) can
achieve 26% accuracy in target localization. Subsequently, using a series
of in-the-lab studies, we demonstrate how the incorporation of gaze input
(along with verbal and visual input) helps improve this grounding accuracy
to 65%.

Fig. 2 depicts the overview of the approach. Choosing the highest-scoring
object proposal results in the inaccurate grounding of the referring expression
“Bottom most bearing” while filtering based on scores and proximity to human
gaze centroid results in correct grounding.

2 User Study: Gaze Data Collection

Fig. 3. Five random arrangement of three object types. Each participant is asked to
provide the natural language description for each of these ten objects shown by the
finger in each configuration.

Given our high-level goal of incorporating gaze input for multimodal instruc-
tion comprehension, we designed a user study to collect gaze data and establish
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the hypothesis that human speech follows human sight. In this study, 5 spatial
configurations of 3 distinct objects were shown to the user. For all 10 scenarios
(illustrated in Fig. 3), the experimenter touched an object and asked the partic-
ipant to describe it while wearing a calibrated Hololens2. A calibrated Hololens2
sensing of the gaze is relatively accurate within 1.5 degrees in visual angle around
the actual target. The subjects were standing at a distance of 2m from the table.

To provide operational familiarity with the Hololens2, each subject followed
a tutorial session (Tips App) in which they learned to interact with holograms
using hands and navigate Hololens. The cursor was, however, disabled during
the study. Thus a total of 10 × 3 = 30 gaze recordings were collected. However,
due to experimental error, we had to remove 7 recordings. We recorded the gaze
data from the moment the participant starts speaking to 3 seconds after that at
a frame rate of 30 fps.

3 Methodology

The main components of our methodology are object proposal network, binary
classifier based scoring function [1] and gaze estimation as illustrated in Fig. 4.
We also explain the training methodology of the scoring function. Finally, we
mentioned the details of gaze estimation.

Fig. 4. f1, f2, f3 are the Faster R-CNN RoI pooled features for bearing, gear and spur
respectively. f4 represents the background. The features are flattened and concatenated
with the sentence vector xcls and a bounding box coordinates. The feed-forward then
scores the text description-bounding box pair for the match. To incorporate the gaze
information, we chose the top-3 scoring bounding boxes for a text description and
calculated their proximity from the gaze point. The bounding box closest to the gaze
is retrieved.
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3.1 Object Proposals

The object proposal network is responsible for generating bounding boxes for
each instance of an object in the image and extracting global context features
from the image. We used the state-of-the-art object detector Detectron2 [24],
i.e., a PyTorch-based modular object detection library. We selected the Faster R-
CNN model [16] (Feature Pyramid Network (FPN) and a ResNet101 backbone)
from detectron2 model zoo trained on COCO 2017 training and evaluated on
COCO 2017 validation dataset [10].

The COCO dataset contains images with 80 different categories of objects.
However, object types outside these 80 classes will not be recognized when
trained solely on COCO. Therefore, we relied on transfer learning to reduce
the training requirements. Instead of training a model from scratch, we started
with pre-trained (on COCO 2017 dataset) Faster R-CNN weights.

We prepared a custom object detection dataset of images containing objects
of classes—bearing, gear, and spur. We collected 69 images of these 3 object
types and used an annotation tool (Roboflow) to annotate the bounding boxes
around the objects. The training data consisted of 364 bounding boxes and class
labels. We ran the object detection model on 1 GPU (NVIDIA GeForce GTX
1070), and the inference time per image was 200 ms (5 fps).

3.2 Scoring Function

We formulated a binary-classification task where the classifier takes features
from the text and bounding box to predict if the box contains the referred
image. Essentially, the input x of the classifier consists of—

ximg is a tensor of size 4× 1000 obtained from the output of RoI pooling layer
of Faster R-CNN. The first three rows represent the three object classes in the
dataset, i.e., bearing, gear, and spur. The last row represents the background
class or no object zone. The classifier first projects each row to a 10-dimensional
space to obtain a 4 × 10 tensor. After flattening the tensor, we obtain a vector
f of size 40 (as shown in Fig. 4).

xcls is the sentence vector obtained from the output of a transformer-based
text encoder [1]. The raw text string is first word-tokenized by spaces. Since the
number of unique words in the dataset is small, we form a text vocabulary of size
30 prepended with a special [cls] token and appended with the text with [sep]
token [4]. The tokens are projected to an 8-dimensional embedding space and
then fed to the encoder. The number of self-attention heads is kept 2, the query,
key, and value projection vectors are of the same size, i.e., 2 [1]. We obtain wcls
which is contextualized [cls] vector (or sentence vector) of size 8 at the output
of the encoder.
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xbi represents an ith bounding box coordinate set, i.e., vb = {xtl, ytl, wt, ht}
output by the Faster R-CNN where tl, wt and ht abbreviate top-left, width,
and height, respectively. The origin lies at the top-left corner of the whole image
input to the Faster R-CNN.

The classifier concatenates f , wcls, and vb to form a vector of size (40+8+4)
52. This vector is fed to a classification feed-forward layer to obtain a score
between 0 and 1. Essentially, the classifier scores the region (object bounding
box) query (object description) pair.

Training methodology For each image in the dataset, we text annotated
bounding boxes predicted by the Faster R-CNN and label the bounding box-
text pair as 1. For each image, we obtain all the possible combinations of text
description-bounding box incorrect pairs and labeled them 0. It is noteworthy
that the dataset is imbalanced in favor of class 0. The classifier is then trained
to score the text-bounding box pair.

Inference Given a set of images and text descriptions in the test set denoted
as I, where an element in the set is a set of bounding box and text description
pairs {(b1, t1), . . . , (bn, tn)}. For all the (bj ,tk) pairs in an image where bj is jth

bounding box and tk is kth text description, respectively, we obtain the classifier
score sjk. Assuming j = k denotes correct bounding box-text description pair,
the classifier evaluation metric is defined as

fθ(I) =
1

|I|
∑

{(b1,t1),...,(bn,tn)}∈I

∑
tj∈{t1,...,tn}(j == argmax{sj1, . . . , sjn})

n
(1)

where θ represents model trainable and fixed parameters; n denotes the num-
ber of objects identified by the Faster R-CNN. The Faster R-CNN parameters
are non-trainable while transformer-based encoder and classifier layer parame-
ters belong to the trainable set.

Experiment and data setup We used Adam optimizer, with a learning rate
=0.00001, to minimize the cross-entropy loss between the target and predicted
label. For all the experiments, we keep the batch size as 16 and train for 10
epochs. At test time, an image, a natural language object query, and a set of
candidate bounding boxes (e.g., from object proposal methods such as Faster
R-CNN [16]) are provided.

We manually annotated all 364 objects in the 69 images with text descriptions
while their bounding boxes were predicted by Faster R-CNN. We obtained n×n
training data samples from each image where n is the number of objects in an
image. We labeled a training data as 1 while combining an object’s bounding
box with its description and 0 when merged with any other object’s description
from the same image.
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3.3 Gaze estimation

The HL2 perceives and understands the physical environment through spatial
mesh visualization. It will then project a ray following the path of where it thinks
the eye is looking at. When the ray intersects the spatial mesh, the coordinate
of that point is returned to us as a world point. We will then convert the world
point to a screen point (2D coordinate) using Unity API. The 2D coordinates
are scaled to the image (captured by HL2) dimension.

Our approach is different from other gaze-based interactions [21], [23], [11]
because we let the participant look freely and did not provide any explicit in-
struction to look at a specific location. We also confirm that most people look
at the object before describing it with the help of a small user study. And we
thus utilize this additional implicit information on top of the natural language
instruction to ground the target objects. We obtained the gaze centroid by tak-
ing an average of 3 seconds of gaze data from the moment the participant starts
speaking.

4 Results

We compared the visual grounding results obtained from two approaches - 1)
without (only scoring function) and 2) with gaze input (scoring function + gaze).
We used the gaze user study (mentioned in Section 2) as the test data to evaluate
both methods. This data contains 23 images (captured by HL2), one natural
language object description, and one gaze recording for each image. We also
investigated the performance of Faster R-CNN (on the test images) and the
binary classifier (on bounding box and text description pairs), which are essential
parts of the scoring function.

4.1 Object Detection

We followed the COCO detection evaluation metrics [10] to measure the perfor-
mance of Faster R-CNN on test images. AP (Average precision) is the primary
challenge metric for the COCO object detection challenge. AP computes the
area under the precision-recall curve. AP is the precision averaged across all in-
dividual recall levels [5]. Table 1 shows the category-wise bounding box average
precision.

Table 1. Per-category bounding box average precision

Category AP Category AP Category AP

Bearing 86.563 Gear 91.491 Spur 94.286

We take a mean of AP across all 3 classes to obtain mean average precision
(mAP) illustrated in Table 2. AP (averaged across all 10 IoU (Intersection over
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Union) thresholds from 0.50 to 0.95 with a step size of 0.05 and all 3 categories)
is the mAP. IoU is the area of overlap between the predicted bounding box and
the ground-truth box divided by their area of union. AP50 and AP70 are the
average precision calculated at threshold IoU =0.50 and 0.70, respectively. We
also show AP for small (APs area < 322 pixels), medium (APm 322 < area
< 962 pixels) and large objects (APl area > 962 pixels).

Table 2. Mean Average Precision and average precision across various scales

mAP AP50 AP75 APs APm APl

90.780 99.336 99.336 nan 88.317 90.803

4.2 Binary Classification

The training data consisted of 2076 text description-bounding box pairs, out of
which 364 samples were of class 1, and the remaining 1712 samples were of class
0. Thus the distribution of examples has a bias, as mentioned in the training
methodology paragraph of Subsection 3.2. For around 5 instances of class 0,
there is 1 example of class 1, which may lead the classifier to perform poorly for
the minority class [8]. Therefore, we provided different weights to both majority
and minority classes using

wj = n/(nclasses ∗ nj) (2)

where wj signifies the weight for each class, n is the total number of samples or
rows in the training set, and nclasses is the total number of unique classes in the
target, which is 2 in our case. nj is the total number of rows of the respective
class. Putting our data into Equation 2, we obtained w0 = 0.68 and w1 = 1.90.
5% of this training set (randomly chosen) is used as the validation set. The test
data consisted of 134 samples, out of which 23 samples belonged to class 1, and
the remaining 111 samples were of class 0.

Fig. 5. The left plot represents the training and validation accuracy with epochs, while
the right plot shows the changes in F1 score on the test set of class 0 and 1, respectively.
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While the validation accuracy of the classifier is 58%, the test accuracy is
35.8%, as shown in the left plot of Fig 5. Accuracy is not the metric to use when
working with an imbalanced dataset. So we calculated the test set F1 score at
the end of every epoch. The score at the end of 10th epoch for class 0 and 1 was
0.418 and 0.283, respectively.

4.3 Localisation with and without gaze

To localize the bounding box for a text description, we processed the scores
provided by the classifier in two ways - without and with gaze. In the first
method, that is, without gaze, we simply chose the bounding box with the highest
confidence score. This caused only 6 out of the 23 input queries to be grounded
correctly. In the second method (our proposed method), we chose the top 3
scoring proposals of an image for a text description and calculated the euclidean
distance between their center and the gaze centroid. Out of the 3 bounding
boxes, we selected the one having the least distance from the gaze point. This
caused 15 out of the 23 input queries to be grounded correctly. Thus, increasing
the grounding accuracy from 26% to 65%.

5 Discussion and Future Work

Although this classifier-based candidate proposal scoring approach is simple and
works on a minimal dataset, we faced the challenge of data imbalance while
classifying the pairs of the bounding box and text descriptions. However, this
issue can be overcome or minimized by collecting more training data or adopting
a more sophisticated labeling approach for region-query pairs. In the future, we
aspire to apply this approach on more complex tasks like object specification
in a cluttered environment [18] involving more complex descriptions to identify
target object. This system, in combination with other modalities such as touch
and gesture, can also be explored as an interface for multi-robot systems [6].

6 Conclusion

We presented a gaze-assisted visual grounding system for three distinct mechan-
ical gear-related objects: bearing, gear, and spur. The proposed approach com-
bines region proposal and text encoder to score the bounding box-text descrip-
tion pair. We showed that this scoring function grounds the natural language
description of 23 objects with an accuracy of 26%. In contrast, our proposed
approach of incorporating the gaze information on the output of this scoring
function improves the grounding accuracy to 65%. We also established that in
the majority of cases, people look at the object before describing it by con-
ducting a small user study with 3 participants the distance between the objects
and participants to be 2m (optimal distance for gaze tracking using Hololens2).
More broadly, our work stresses the significance of incorporating gaze input to
establish natural interactions between humans and collaborative robots.
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