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Abstract—This paper presents a low power hardware 

implementation of a motor intention decoder used in intra-cortical 

Brain Machine Interfaces. It offers two specific advantages over 

current state of the art decoders. Firstly, the decoding is done on 

an analog co-processor instead of a personal computer thereby 

reducing both the power consumption and size of the overall 

system. Secondly, the co-processor employs a randomized neural 

network - extreme learning machine (ELM), which is as quick to 

train as the linear decoders while being adept at capturing the 

complex non-linear mappings between the neural activity and the 

intended movements. Results show an average 10% improvement 

in decoding accuracy over linear discriminant analysis in non-

stationary datasets. 

Keywords—Brain-machine interfaces; motor intention 

decoding; machine learning; neural network; low power hardware 

I. INTRODUCTION  

Motor Brain machine interfaces (BMI) have made 
significant advances in the past two decades since the first 
demonstrations reported in [1], [2]. These systems aim to lend 
control of external devices to subjects through their neural 
activity modulations. Recent studies of motor BMIs on non-
human primates (NHP) [3], rodents [4] and humans [5] have 
shown promising results. Thus, motor BMIs offer much hope in 
restoring mobility in people suffering from spinal cord injury. 

The most critical component of this system is the decoder, 
which helps in mapping the neural activity to the intended 
movement of the subject. Linear decoders and deep neural 
networks are the two prominent approaches employed currently 
for decoding purposes. The problem with linear decoders such 
as Kalman filters [6], Wiener filters [7], linear discriminant 
analysis (LDA) [8] is that they are susceptible to under-fitting, 
and fail to capture the complex nonlinear relationships between 
the neural activity and the intended movements. The alternative 
decoding approach using deep neural networks performs better 
than the linear decoders as far as the non-linear mapping is 
concerned but it requires longer training times and up to two 
orders of magnitude larger training datasets [9]. Besides these 
problems, these decoders are conventionally implemented on a 
bulky PC, which significantly increases the overall system’s 
power consumption and size. 

In this paper, we present the decoding capabilities of an 
analog machine learning co-processor reported in [10] applied 
to a BMI for whole body navigation in NHP. The low power 

benefits of using the analog co-processor for ELM was 
described in [10] showing 10X energy reduction over digital 
neural networks. In this work, we show the benefit of the ELM 
algorithm for decoding non-stationary datasets by exploiting 
higher order information. We use the same experimental data 
used in [11].  Furthermore, we benchmark our results against a 
linear decoder employing the popularly used LDA algorithm 
implemented on a personal computer (PC). 

II. PROPOSED LOW POWER DECODER 

A. Algorithm 

The decoder implements a single hidden layer feedforward 
neural network algorithm known as the extreme learning 
machine (ELM) [12]. This algorithm involves nonlinear random 
projection of data from the input neurons to the hidden layer 
neurons given as follows: 

 𝐻𝑗  = 𝑔(∑ 𝑤𝑖𝑗  𝑋𝑖 + 𝑏𝑗
𝐷
𝑖=1 ) a

𝑏𝑗 , 𝑤𝑖𝑗 , 𝑋𝑖  𝜖 𝑅 b

 

Fig. 1: ELM network architecture 

where 𝑋𝑖 denotes the input feature vector, 𝐷  is the number of 

input neurons, 𝑏𝑗 is the bias for the 𝑗𝑡ℎ hidden node, 𝑔(. ) is the 

hidden layer activation function and 𝐻𝑗  is the output of the 

𝑗𝑡ℎ  hidden layer node. An important thing to note here is that the 
input weights can be fixed and chosen randomly from a 
continuous probability distribution [13]. The activation function 
𝑔(. )  needs to be non-linear for linearly inseparable datasets. 

Thereafter, the output 𝑂𝑘 for the 𝑘𝑡ℎ class is given as, 
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𝑂𝑘 = 𝑯𝑻𝜷𝒌 = ∑ 𝛽𝑘𝑗𝐻𝑗
𝑗=𝐿
𝑗=1                          (2a) 

𝛽𝑘 , 𝐻 𝜖 𝑅𝐿 b

 Thus, the network training procedure involves a single step 
of calculating 𝜷, which can be found from the following formula 

𝛽 =  𝐻†𝑇 a

𝑇 𝜖 𝑅𝐶 b

where T is the vector of target values, C is the number of classes 

and 𝐻† is the Moore Penrose generalized inverse of matrix H.  

 LDA as described in [14] too involves computation of a 
weight matrix which represents a linear combination of 
variables that best discriminates the input data into multiple 
classes. Hence, both the techniques involve a single step 
learning procedure and are computationally fast. Deep neural 
networks on the other hand take multiple hours to train and 
require up to two orders of magnitude more training data than a 
linear decoder [15]. Besides being computationally fast, the 
random nonlinear projection of the input data at the hidden layer 
helps the ELM in better capturing of the complex non-linearities 
between the input data and the target labels as compared to LDA 
analysis. Due to this reason, ELM yields better generalization 
results compared to LDA as will be shown in section IV. Hence, 
the random neural networks like ELM provide a good 
compromise between model complexity and fast training which 
is necessary when dealing with non-stationary BMI data. 

B. Hardware Implementation 

The chip level implementation of ELM reported in [10] 
consists of an input window counter followed by a 6 bit DAC at 
each of its 128 input channels. This is followed by a 128x128 
current mirror array to realize the fixed log-normally distributed 
random weights resulting from device mismatch.  

Fig. 2: Analog Co-processor based decoder architecture [10] 

The weighted sum of currents at each of the 128 output nodes 
is then integrated over a user controlled time step by a current 
controlled oscillator yielding hidden layer output at the output 
counter. This output is subsequently multiplied with weights 
stored in DSP to yield the final output. To build up on the 
previous work [10], we have added two simple digital post-
processing techniques to enhance the generalizing ability. The 
first one is to normalize the hidden layer output to zero mean. 
This is attained by simply taking difference of adjacent hidden 
layer outputs. The second one is to apply saturating non-linearity 
to zero mean hidden layer output to quash the outliers thereby 
improving the generalization performance. For current 
demonstration of the proof of concept, we have implemented the 
post-processing techniques in MATLAB on a PC. 

III. METHODS 

In this section, we will briefly describe the design of 
experimental setup followed by analysis of input data and 
decoder training approach. 

A. Neural Signal Acquisition and Processing 

3 floating microwire arrays (32 channels each) were 
implanted in a NHP (Macaca fascicularis) in the left primary 
motor cortex. Spike detection was carried out by an automatic 
threshold crossing criterion for each channel [16]. We directly 
used the detected spikes for decoding purposes without resorting 
to spike sorting. Spike counts were recorded every 100 ms, with 
a sliding window of 500 ms for all input channels.  

B. Behavioural task and experimental design 

The NHP was trained to maneuver the position of a robotic 

platform while being seated in it. It used the joystick to control 

the platform with its right hand. The experiment consisted of 4 

tasks – going forward by 2 m, turning 90 left, turning 90 right 

and staying still for 5 s. The NHP received a reward (piece of 

fruit held by a trainer) for successfully completing the task. A 

trial was considered successful if the NHP completed the task 

in less than 15 s. Roughly 20 trials (with 5 trials of each task) 

were carried out in a continuous block of time termed as a 

session.  

 

Fig. 3: Experimental setup adapted from [17] 

C. Data Analysis 

We present the analysis of two different types of datasets 
typically observed in BMI setups. The first type is the stationary 
dataset wherein little or no changes in tuning of electrode array 



signals are observed over different sessions. The other type of 
dataset is  non-stationarity type wherein significant changes in 
tuning of electrode array signals are observed across sessions 
[18]. The causes for non-stationarity are attributed to micro-
motion of electrodes, neuronal plasticity and changes in the 
recording environment.  

Incidentally, in our case, we observed both these types of 
datasets on the same day. The non-stationary type of dataset 
was recorded over a span of 5 consecutive sessions labeled as 
Session 1 to Session 5. The stationary dataset spans 4 
consecutive sessions and is labeled as Session 6 to Session 9. 

Fig. 4 captures the probability distribution curves of firing 
rates for a given channel for different tasks for a stationary case 
whereas Fig. 5 captures the same thing for a non-stationary 
case. One can clearly see that the distribution difference 
between sessions is much more pronounced in the non-
stationary case versus the stationary one. 

Fig. 4: Probability distribution curves of firing rates for a given channel  for 

different tasks for the stationary dataset 

Fig. 5: Probability distribution curves of firing rates for a given channel  for 

different tasks for the non-stationary dataset 

This gives us an intuition about the enhanced difficulty to 
model the neural activity to intended motion mapping                                                                                                           
in the non-stationary cases.  

D. Decoder Training and Parameter Optimization 

The non-stationary dataset is trained on session 1 and tested 

on sessions 2 to 5, whereas the stationary dataset is trained on 

session 6 and tested on session 7 to 9. We have the recorded 

spike times information for each channel for all the mentioned 

sessions from [11]. The spikes are synthetically re-generated 

from the spike timing data with Texas Instruments MSP430 and 

passed on to the ELM chip for offline training and testing. The 

input window counters of the ELM chip are set to count the 

number of spikes in each channel over a moving window of 500 

ms with a step of 100 ms. The input data matrix is dimensioned 

as LxD where L is the number of training instances accrued over 

100 ms timesteps and D is the number of input neurons whose 

firing rate is greater than 2 Hz. Typically, D is in the range of 

25-40.  Target matrix dimensioned as Lx1 is determined based 

on the position of the joystick. The same set of input neurons 

determined during training is used for testing in a particular 

dataset.  

The number of hidden layer neurons is a hyper-parameter to 

be tuned for optimal performance. We use the method of k –

fold cross-validation to find an optimal value of number of 

hidden layer neurons. As seen in the below diagram, the 

average validation accuracy across k folds saturates with an 

increase in number of hidden neurons. It has been empirically 

observed based on decoding results that around 50 - 60 hidden 

neurons are a good choice for our datasets. 

Fig. 6: Average Validation Accuracy v/s number of hidden layer neurons 

The output of the hidden layer neurons from the ELM chip 

are transferred back to the PC, where the output weights are 

computed and saved in MATLAB for subsequent decoding. 

IV. RESULTS & DISCUSSION 

We report the decoder’s classification accuracies for 
sessions 2 to 5 trained on session 1 (non-stationary dataset), and 
session 7 to 9 trained on session 6 (stationary dataset). These 
results are compared to an LDA based decoder trained and tested 
with the same sessions under identical conditions. 

TABLE I.  CLASSIFICATION ACCURACIES FOR THE NON-STATIONARY DATASET 

Training 
Session 

Decoded 
Session 

Classification 
Accuracy 
(LDA) 

Classification 
Accuracy 
(ELM chip) 

1 

2 57.06 67.77 

3 52.79 59.61 

4 56.12 68.02 

5 54.05 65.32 

Average 55.00 65.18 



We observe a substantial 10% increase in the average 
classification accuracy for the non-stationary dataset.  

TABLE II.  CLASSIFICATION ACCURACIES FOR THE STATIONARY DATASET 

Training 
Session 

Decoded 
Session 

Classification 
Accuracy 
(LDA) 

Classification 
Accuracy 
(ELM chip) 

6 

7 95.64 95.90 

8 98.12 98.21 

9 90.26 93.08 

Average 94.67 95.73 

 

This shows that chip based ELM with non-linear random 
projections performs a better task at generalization as compared 
to LDA on both stationary and non-stationary datasets. The 
reason for this improvement is that the non-stationary datasets 
are linearly inseparable as seen in the Fig. 7. After non-linear 
projection on a higher dimensional space, they become 
relatively more linearly separable aiding in better generalization 
[19]. 

Fig. 7: Linear discriminant space representation of firing rates (a) before non-

linear projection (b) after non-linear projection 

V. CONCLUSION & FUTURE WORK 

The ELM chip based decoder beats LDA decoder across 
both stationary and non-stationary datasets while being equally 
fast to train. It also leads us to the long-term vision of building 
portable BMIs eliminating the need of power hungry PCs and 
high bandwidth wireless transceiver systems.  

In the near future, we will accomplish the digital post 
processing tasks on a low power DSP platform and include on-
chip training modules. Beyond that, we aim to explore the 
incorporation of adaptive decoding techniques such as [17] to 
further improve our decoding performance on non-stationary 
datasets. 
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