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Abstract— Thin film processes are ubiquitous in photovoltaics 

research and are increasingly incorporated into high-throughput 

experimentation (HTE) equipment. However, the lack of rapid yet 

accurate thickness measurements limits the throughputs of HTE. 

This study demonstrates rapid yet accurate thin-film thickness 

extraction by leveraging machine learning (ML) in combination 

with a rapid non-destructive optical measurement (UV-Vis). We 

achieve 86.1% accuracy of thickness prediction within 10-

percentage-error bounds on simulated data. 

Keywords— thin film, thickness, machine learning, UV-Vis, 

high-throughput, HTE, refractive index, ellipsometry, optical 

properties, spectrophotometry, artificial intelligence, autonomous 

lab 

I. INTRODUCTION  

Thin films are increasingly prevalent in photovoltaics 
research as absorbers, carrier transport layers, contacts, and 
encapsulants. Many thin-film deposition processes, like in-line 
sputtering, have the additional benefit of being high throughput, 
with the potential to integrate into high-throughput experiments 
(HTE), creating a closed-loop cycle of materials development 
[1]. Rapid and accurate characterizations are required to provide 
feedback to the optimization of subsequent syntheses, especially 
when this cycle of learning is driven by a machine-learning-
based decision-making [2]. 

For thin films, thickness is an essential property not only in 
process control but also for calculating other intrinsic materials 
properties, e.g., conductivity from sheet resistance. Despite the 
simple physical definition of thickness, it is not a trivial task to 

reliably measure it, especially in the context of new materials 
development where there are numerous unknowns and a lack of 
reference materials.  

To achieve a rapid (≤ 5 seconds/sample) and sufficiently 
accurate ( < 10%  error) thickness characterization method 
readily deployable in HTE, we sought to employ a rapid and 
accurate optical measurement, while replacing the labor-
intensive, trial-and-error-heavy data analysis part. To achieve 
this, we turn to a universal approximator, machine learning (ML) 
which is adept at navigating large amounts of data and arriving 
at any mapping between inputs and outputs (given sufficient 
data). Recent work has demonstrated ML’s utility for handling 
spectroscopic data [3]. This motivated us to replace the data 
analysis after the optical measurement with ML. 

By combining an optical measurement (ultraviolet–visible 
spectrophotometry) and ML, we achieve a rapid and accurate 
thickness extraction method, thicknessML, that is compatible 
with closed-loop materials development and HTE. We 
demonstrate the effectiveness of our approach with simulated 
data. 
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via the AME Programmatic Fund by the Agency for Science, Technology and Research under Grant No. A1898b0043, and the U.S. Department of Energy under 
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TABLE I. TRAINING, VALIDATION, TEST DATA SET 

 Training Set Validation Set Test Set 

No. of n, k spectra 702 302 112 

No. of d  

per n, k spectra 
10 10 50 

No. of R, T spectra 
702 × 10= 7020 

302 × 10= 3020 

112 × 50= 5600 

 



II. METHOD 

We selected UV-Vis for its more accessible, flexible, and 
simple setup than ellipsometry. We prepared our data set using 
optical physics simulation. We selected a convolutional neural 
network (CNN) as the backbone of our model. Our reasoning for 
selecting a CNN is described further in section B—Thickness 
ML: convolutional neural network (CNN). 

A. Data set 

First, to state our notation: in the remaining part of this study, 
we take the formulation of complex refractive index � =  ���, where  is the real part and � the imaginary or the extinction 
coefficient. We denote reflectance as R, transmittance as T, and 
film thickness as d. When needed, we denote the incident angle 
as subscripts to R and T, e.g., ���. 

Second, we recognize to understand the data set is twofold. 
One is to recognize that wavelength-resolved   and �  are 
intrinsic properties of a material itself, and the other is to 
understand that a single material of different thicknesses d has 
different wavelength-resolved R and T. Thus, the number of R, 
T spectra generated by our simulations was equal to the number 
of n, k spectra used multiplied by the number of unique sample 
thicknesses d used. 

Coming to our preparation of the data set, we choose a 
wavelength range in the UV-Vis-NIR (350 – 1000 nm), and 
followed two steps: (1) Simulate 1,116 n, k using a python 
implementation of a one-oscillator Tauc-Lorentz model [4]. We 
divide them into training, validation and test sets as shown in 
Table I. (2) Simulate the R, T spectra of several randomly 
selected thicknesses d in the range of 10–2010 nm for every pair 
of n, k spectra, resulting in 15,640 simulated R, T spectra. The 
simulation employed a python-implementation of the transfer-
matrix method [5]. Different sets have different numbers of 
randomly selected thicknesses d per n, k spectra. A larger 
number of d per n, k spectra is given to the test set to have a more 
stringent thus reliable reflection of how well our model predicts 
thickness d. 

The simulation of R, T in step 2 is carried out twice, for a 
normal and 40°  incident angle using the same randomly 
selected thicknesses. The number of R, T recorded in Table I 
corresponds to the simulation of one incident angle. 

B. thicknessML: convolutional neural network (CNN) 

We implemented 2 types of thicknessML: 1RT-thicknessML 

that receives a single incident angle of R, T as input (our main 

model) and 2RT-thicknessML that receives multiple incident 

angles of R, T (for comparison). Reasons will be discussed in 

section C— Understand our aim: solving an inverse problem. 

Input and Output: to address the inverse problem using 

ML, we used R, T as inputs, and d, n, k as outputs. All inputs 

and outputs in the context of ML are multidimensional arrays. 

Thus, we shape our input into number of samples × number of 

wavelengths × number of channels (following ML terms). For 

instance, the training set has the shape of 7020 × 651 × 2, 

representing: 7020 samples, 651 wavelengths of one-nanometer 

steps from 350 nm to 1000 nm, and 2 spectra types (R and T); 

In the case of multiple incident angles of R, T as input, e.g., R0, 

T0, R40, T40, the training set input has a shape of 7020 × 651 ×4, where R0, T0, R40, T40 are concatenated along channels. The 

output dimensions are smaller, where d has a shape of number 

of samples × 1, and n, k have shapes of number of samples × 

number of wavelengths.  

model—CNN: CNNs emerged from the field of image 
processing. CNNs can incorporate spatial context and extract 
spatial features, not only focusing on a single value but also its 
neighboring values, in our case, the R, T values at neighboring 
wavelengths. Here we employed a CNN in the hope that it would 
extract the various wavy features present in wavelength-
resolved R, T, and correlate those to output d as well as n, k. The 
model architecture is shown in Fig. 1. The convolutional layers 
are good at feature extraction, and the fully connected layers are 
good at arriving at a mapping from extracted features to outputs. 

model—multitask learning: multitask learning (MTL), as 
the name suggests, means learning/training multiple tasks 
together. From a practical point of view, this involves sharing 
parameters (architecture) among tasks. In our case, we have 3 
tasks, namely the prediction of d, n, and k, with the prediction of 
d being the main task, and the others auxiliary tasks. All tasks 
share the convolutional-layer block while having their own 
dedicated fully-connected-layer blocks, thus achieving 
parameter sharing.  

Multitask learning is well-suited for this problem since one 
set of R, T spectra contains convolved information about d, n, 
and k, and a single MTL model enables concurrent predictions 
of all three as outputs. From an ML perspective, MTL provides 
the benefits of promoting a more generalized and informative 
feature extraction and providing certain amount of 
regularization [6]. 

C. Understand our aim: solving an inverse problem 

The essence of determining thickness from optically 
measured reflected and transmitted light (i.e., to determine 
unknow d, n, k from R, T) is an inverse problem. The 
corresponding forward problem is to ask how much light is 
reflected and transmitted given an incident beam and a 
characterized thin film (i.e., to calculate R, T from given d, n, k). 

Fig. 1. thicknessML receives R, T as input and predicts d, n, k as outputs. The 

architecture is designed for multitask learning, having dedicated fully 

connected layers for predicting individual tasks, i.e. d, n, k. The architecture 

comprises 4 convolutional and max pooling layers, a flatten layer, and 3 fully-

connected-layer blocks. Each fully-connected-layer block comprises 2 fully 

connected and dropout layers except for the block of d that has 3 fully 

connected and dropout layers. 



The forward problem has been heavily explored, and the 
physics describing it is well established. (1) Fresnel’s equations 
express R, T as a function of n, k, d, � , and Φ , where �  is 
wavelength, and Φ incident angle [7]. (2) The transfer-matrix 
method is able to handle more layered systems and imperfect 
conditions to a certain degree such as surface roughness and 
incoherency [5]. 

Although the forward problem is well-understood, the 
inverse problem is non-trivial, and has remained a hard problem: 

Approach 1 is to search for an analytical closed-form 
solution (expressing d, n, k as functions of R, T), but getting an 
analytical closed-form solution not always impossible because 
of the complexity of the forward models.  

Consider Fresnel’s equations for a 3-layered air-film-
substrate system as an example—d is multiplied with the 
complex refractive index as part of a complex exponent, and this 
whole expression appears in both the numerator and the 
denominator in the calculation of reflectivity and transmissivity; 
finally, the complex reflectivity and transmissivity need to be 
squared as if the calculation of a squared modulus to obtain the 
final reflectance R and transmittance T. To work out the closed-
form inverse function of the Fresnel’s equations in this case is 
almost impossible, let alone the more convolved transfer-matrix 
method. 

Approach 2 is numerical: given a set of R, T at a specific �, 
numerically solve d, n, k at that � . However, numerical 
approaches face a multisolution predicament, i.e., multiple 
combinations of d, n, k can generate a set of similar R and T as 
depicted in Fig. 2.  

Fig. 2 plots the solution spaces stemming from the numerical 
searches of n, k for a specific target set of R, T. Target R, T are 
chosen from the validation set at a specific � and d, and the 
corresponding n(�), k(�) are known and taken as the actual 
values (ground truth) in search. The plots are generated by 
calculating the resulting R, T at every mesh point of (n, k) within 
search range (axis range) assuming the known specific d, and 
representing the deviation from target R, T with colors: the 
brighter, the smaller deviation, i.e., the better. The numerical 
solution space clearly demonstrates the existence of the 
multisolution predicament (this demonstration only searches for 
n, k, assuming ground truth d; the real inverse problem searches 
for all n, k, d). Fig 2c demonstrates the benefit of using multi-
incident-angle R, T, where only the ground truth solution persists 
as if solutions collapse to the ground truth when adding 
equations to an underdetermined system. (Data visualization 
inspired by [8].) 

To understand the multisolution predicament in 
thicknessML, we compare our main 1RT-thicknessML (which 
receives a single incident angle of R, T as inputs) with 2RT-
thicknessML (which receives multiple incident angles of R, T as 
inputs). 

III. RESULTS AND DISCUSSION  

We report the results of our main model 1RT-thicknessML 
as shown in Fig. 3 to introduce the criterion we adopt for 
gauging the performance of our model. We will then discuss the 

comparison of the 1RT- vs. 2RT-thicknessML in Table II and 
Fig. 4. 

For each type of thicknessML, we perform 3 different train-
validation-test splits with different random thicknesses. We use 
the same model architecture across all splits and in both 
thicknessMLs. In Fig. 3, we pick the best performing 1RT-
thicknessML model (with respect to the main task of d 
prediction) to illustrate thicknessML in action. In Table II, we 
average the performances of the models across 3 different data 
splits for both 1RT- and 2RT-thicknessML. Fig. 4 compares d 
loss (logcosh loss) of the validation set along epochs of 1RT- and 
2RT-thicknessML: 

� loss = log � !" �  #!"
2 $ 

where Δ� = predicted � - actual �.  The solid lines represent 
the mean of the validation d loss across splits, and the light-
colored spread (very small to see) the variation across splits. 

The criterion we adopt to evaluate our model is most visually 
presented in Fig. 3a, the performance on the main task, d 
prediction. It shows our predictions (predicted d) against the 
ground truth (actual d), where the perfect performance is the 
center line of 0 = 1. There are 2 more lines indicating a 210% 
deviation from actual d, which is the criterion we adopt. We 
quantify the frequency of predictions falling within 10% error 
bounds (average across splits) in Table II. For the main task, 
86.1% and 92.5% of the predicted d remain within 10% 
deviation from the actual d for 1RT- and 2RT-thicknessML 
respectively. 

The performance on the auxiliary tasks, n, k prediction, is 
also evaluated by a similar criterion: average wavelength-
resolved error within 10 percentage error bounds. A visual 

 

Fig. 2. A numerical search of n, k for a specific target set of R, T at a given 

wavelength � and d. The colors represent the deviation of calculated R, T at 

every mesh point of (n, k) from target R, T: the brighter, the smaller deviation, 

i.e., the better. (a) normal incident angle Φ = 0°: mesh points/combinations (n, 

k) lying on the bright line denoted by R0 generate values of R close to the target 

R, and the (n, k) lying on the bright line denoted by T0 generate values of T

close to the target T. The 2 cross-sections that gives close values to both target 

R and T become candidate solutions. The red arrows indicate the ground truth, 

and the blue arrows other feasible solutions (the multi-solution predicament). 

(b) incident angle Φ = 40°: same as in (a). (c) superimposition of (a) and (b). 



example is shown in Fig. 3b and 3c. The predictions meeting the 
criterion should fall on average within 10% from the actual lines. 
For the auxiliary task of n prediction, 97.4% and 96.9% of the 
predicted n remain on average within 10% deviation from the 
actual n for 1RT- and 2RT-thicknessML respectively. For the 
auxiliary task of k prediction, 42.7% and 44.1% of the predicted 
k remain on average within 10% deviation from the actual k for 
1RT- and 2RT-thicknessML respectively. In Table II, we observe 
only a very small portion of k reaches this criterion, i.e., the 
model performance in predicting k is poor. Several factors 
contribute to this: 

• Many k values are near zero on many wavelengths, such 
as on the magnitude of 10-2, making the percentage-
error-based criterion overly stringent. A different choice 

of criterion (e.g. mean error instead of mean percentage 
error) could provide a more informative measure of the 
predictive accuracy for k. 

• Many near-zero and zero k values is not a favorable data 
distribution (heavy biasing of k values), making the 
prediction hard. 

• It is harder to predict wavelength-resolved properties 
than a scalar property. 

Nonetheless, we acknowledge the limitation of thicknessML, 
and urge potential users not to rely too much on the refractive 
index prediction (they are provided as reference). After all, the 
main task is d prediction, and the auxiliary tasks, n, k, are 
included to help the main task. 

To compare our main model 1RT-thicknessML with the 2RT-
thicknessML, we refer to Table II and Fig. 4. Although 2RT-
thicknessML betters 1RT-thicknessML in both performance 
(Table II) and training (Fig. 4), 1RT-thicknessML still has a good 
86.1% thickness prediction accuracy, and its validation d loss 
converges to a very close value to 2RT’s. This is not what is 
expected from an ML model confused by multisolution 
predicament, and this brings us to an observation that ML 
doesn’t learn the exact inverse mapping, but rather the part 
reflected in the provided data. 

Consider an example of the inverse mapping of 0 = 13 , 
which would yield two solutions of opposite signs. However, 
with only the positive solutions supplied as data, the ML model 

only learns 1 = �40 . Here, we see how data from a biased 

solution would bias the learning of ML toward that specific 
solution despite the multisolution predicament faced by the 
actual inverse mapping. 

In our case, the data in the data sets are all biased toward the 
ground truth solution despite the multisolution predicament 
faced by our numerical inverse mapping shown in Fig. 2a. This 
data-biasing-learning enables 1RT-thicknessML to arrive at the 
ground truth solutions despite the multisolution predicament. 
We attribute the superior performance of the 2RT-thicknessML 
model to the fact that this model was supplied with twice as 
much input data. The comparison bolsters our adoption of 1RT-
thicknessML as our main model without sacrificing too much 
performance since single-incident-angle UV-Vis is 
experimentally much simpler to implement. 

To evaluate how rapid our method is on top of accuracy, we 
note the duration for the prediction of a sample is about 0.4 ms, 
and the collection of the UV-Vis spectra can range from 1 ms to 
1 s depending on the light source. (Note the duration for 
prediction is different from the duration for training. The one-
time training of thicknessML lasts 3.3 hours on a 4GB GPU.) 
Overall, thicknessML is able to predict d based on incoming UV-
Vis measurements in 1–2 s. This satisfies our goal of developing 
a rapid and accurate characterization method for thickness 
compatible with closed-loop materials development and HTE. 

IV. SUMMARY 

This study demonstrates that the combination of rapid, non-
destructive UV-Vis optical measurements and machine learning 
can be used to extract thin film thickness rapidly and with good 

 

 
Fig. 3. thicknessML (1RT) performance on the test set (a) predicted d vs. actual 

d: the central line denotes perfect predications 0 = 1, and the 2 side lines  10% 

deviation. (b) predicted wavelength-resolved n, k on top of actual ones for a 

single sample from the test set: the prediction is only plotted partially for visual 

clarity; the prediction is on every wavelength. (c) reconstructed wavelength-

resolved R, T from d, n, k predictions on top of actual R, T for the sample from 

the test set. 

 
Fig. 4. Comparison of the validation d loss of the 2 types of thicknessML, 

namely 1RT-thicknessML receiving single-incident-angle �� , 5� , and 2RT-

thicknessML multi-incident-angle ��, 5�, ���, 5��. 

TABLE II. PEFORMANCE OF 2 TYPES OF THICKNESSML 

 
d (<10% 

deviation) 

n (<10% 

deviation) 

k (<10% 

deviation) 

1RT-thicknessML 86.1% 97.4% 42.7% 

2RT-thicknessML 92.5% 96.9% 44.1% 

 



accuracy. Our approach took milliseconds to extract thickness 
from simulated data, and 1–2 seconds (including data collection) 
on a perovskite thin film. The error-within-10% thickness 
prediction of the CNN-structured thicknessML (1RT) reaches up 
to 86.1% on simulated n, k. 
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