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Abstract—With the emergence of information technologies,
an overwhelming amount of data and information is generated
everyday. Storing and processing this huge volume of data
is named by a ubiquitous term: big data management. Cloud
storage systems enhance reliability and availability of data by
introducing redundancy, i.e., data replication, in the system,
thereby protecting the data integrity from node failures which
occur frequently in any large-scale storage system. However,
efficiently determining the level of redundancy, i.e., number of
data replicas, is not a trivial task for a cloud service provider
(CSP). Traditional method, which uses a fixed number of replicas
for all users regardless of the user’s budget, does not achieve
efficiency in terms of financial benefit of CSPs. This paper
presents an efficient replication scheme that allows a CSP
to determine the optimal number of replicas for each user
depending on the user’s budgetary constraint and the CSP’s
resource capacity while maximizing the financial benefit of the
CSP. Numerical simulations were performed to assess the validity
of our approach. The results show the scalability of the proposed
scheme which can apply to real systems with an arbitrary number
of users.

Index Terms—Cloud computing, big data, pricing model, data
availability, data replication

I. INTRODUCTION

With the emergence of information technologies such as
Wireless Sensor Networks, Internet of Things, social network
and mobile network, everyday an overwhelming amount of
data and information is captured from the environment or
generated by the humans and their interaction with the en-
vironment. Dispersing this huge data amount in a large-scale
distributed storage system is necessary in order to enhance
reliability and availability. Cloud storage is one of the services
which provides users with online services for backup, archiv-
ing, and even primary storage of files [1]. Instead of storing
data in in-house/local servers, users nowadays are moving
and storing their data on the cloud and paying for storage
service by a pay-per-use model. Consequently, backup service
accounts for a large portion of adopting cloud storage [2],
which requires huge storage space. To satisfy increasing users’
demands, Cloud Service Providers (CSPs) tend to scale up
and out their infrastructures. However, the larger infrastructure,
the more frequently hardware failures occur. This fact further
emphasizes the importance of data availability.

Data replication has been widely adopted as a solution
of increasing data availability of storage systems by storing
the same data on multiple storage devices. Data replication
mechanism has been significantly improved from manual

replication mechanism in which users have to manually backup
their data to external harddisk or another server when they
desire, to automatic replication in which users just need to
configure only one time where their data will be replicated,
e.g., Timer Machine on Mac OS and Windows Backup service.

On existing large-scale distributed systems or clouds, data
replication is offered by the systems with a fixed number of
data replicas. For example, Amazon S3 and Google Cloud
Storage offer three copies of users’ data on geographically
distributed servers. However, these systems still suffered from
the outage in the past, making data unavailable for a while.
Furthermore, if a CSP is capable of providing more than a
fixed number of data replicas and users are able to afford this
additional service, this, on one hand, enhances data availability
and reliability for the users, and on the other hand, improves
the financial benefit for the CSP. Thus, a flexible replication
scheme will be more efficient than the traditional method for
both users and CSPs. However, since each user has different
budgetary constraint, the CSP cannot replicate the user’s data
with an arbitrary high number of replicas, although its storage
capacity is sufficient for such replication. This is due to the fact
that the operational cost of the CSP may exceed the limited
budget of the user for such extra replication, thereby resulting
in a negative financial benefit for the CSP. Thus, an advanced
data replication scheme is needed to ensure the highest level
of data availability for users within their budgets.

In this paper, we present an efficient data replication scheme
to ensure the data availability for a CSP. We formulate an
optimization problem whose objective is to (i) ensure the high-
est level of data availability for users within their budgetary
constraints, and (ii) maximize the financial benefit for the CSP.
Solving this optimization problem yields an optimal number
of data replicas that the CSP has to replicate for a certain user.
The proposed model is efficient in the sense that it results in a
win-win situation where both users and CSPs most benefit. We
apply the model to Hadoop Distributed File System (HDFS)
which has a similar architecture to multi-site storage system
and it is widely used nowadays to store and process big data
volume [3].

The rest of the paper is organized as follows. Section II
discusses the related work. In Section III, we first describe the
HDFS architecture and then we present the financial model of
CSPs, followed by problem formulation. Section IV presents
the numerical simulations and analysis of results. We conclude
the paper and draw future work in Section V.



II. RELATED WORK

Replication mechanism has been studied in numerous works
not only to address the data availability issue but also to
improve the reliability of the infrastructure. For instance, in
grid computing, job replication mechanism has been used in
batch scheduling system to recover from failures of many
applications running in the grid infrastructure [4].

Ensuring high data availability via replication has been
studied in various literature. In [5], the authors adopt data
replication as a solution of data availability, however, data
is replicated at a fixed number of replicas on physically
distinct nodes. In addition, it does not take into account the
replication cost from CSPs. In [6], the authors show that
different levels of data availability can be achieved by employ-
ing each data partition as an individual optimizer. However,
this work only considers the storage and maintenance cost,
but not the replication cost. Moreover, the work presented
in [7] uses data replication to reduce the response time of
a data retrieval request in order to satisfy the Service Level
Agreements (SLA). However, the work uses a fixed number of
replicas although it is regarded as one of parameters to affect
the performance. In [8], an analytical model is presented to
enhance the CSP’s profit by using a cloud federation approach.
Idle cloud resources of a CSP can be outsourced to other
CSPs or shutdown to save energy and operation cost. Our
work differs from this study in that we focus on the storage
resource rather than computing resource.

In view of prior work, there has been less attention paid
to the problem of determining a flexible number of replicas
taking into account the user’s budgetary constraint. In addition,
jointly considering both data availability of users and profit
of CSPs is not presented in previous literatures. In this
paper, the proposed replication scheme can decide the optimal
number of data replicas to maximize CSPs’ profits as well as
ensure the highest data availability with respect to the user’s
budgetary constraint. To compute the total benefit of CSPs, our
model follows real world CSPs’ storage pricing plan such as
Amazon S31, Google Cloud Storage2, and Windows Azure3.
To compute the operation cost of CSPs, we adopt the learning
curve model presented in [9].

III. SYSTEM ARCHITECTURE AND PROBLEM
FORMULATION

In this section, we first give an overview on the HDFS.
Then we present a mathematical formulation for benefit and
operation cost for CSPs. Finally, the problem of interest is
formulated.

A. Hadoop Distributed File System

As shown in Fig. 1, our model is based on the HDFS
Cluster architecture [3]. In general, HDFS architecture mainly
consists of two types of components: a NameNode and mul-
tiple DataNodes; those are softwares which are designed to

1Amazon S3: http://aws.amazon.com/s3
2Google Cloud Storage: https://developers.google.com/storage
3Windows Azure: http://www.windowsazure.com/en-us
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Fig. 1: HDFS architecture.

TABLE I: Mathematical notations

Notation Description
N Number of DataNodes
M Number of users
i Index of DataNodes
j Index of users
Pj Total number of data blocks of user j
pji Number of data blocks of user j stored on DataNode i
Bj Budgetary constraint of user j
K Cost of replicating first block of data
α Learning factor, α ∈ (0.7, 0.95)
χj Total amount of data requested by user j

us(χj) Per unit cost for storage paid by user j ($/GB/month)
xj Decision variable representing number of replicas for user j
g(xj) Per unit cost for data replication paid by

user j ($/replica/month)
xth Threshold used to determine per unit cost of replication
γ Per unit operation cost for storage of CSP ($/GB/month)
t Storage time of data
s Block size (64 MB)
C Total storage capacity of CSP

run on commodity machines typically running a GNU/Linux
operating system. The NameNode manages the file system
namespace and file access control from clients. The DataNodes
manage storage device attached to the nodes that they run on.
Internally, each file to be stored in DataNodes is divided into
several blocks, and the NameNode decides on the place where
each block will be stored among the available DataNodes. The
DataNodes perform block creation, deletion, and replication
upon instruction from the NameNode [10].

B. Financial benefit models

Table I presents all mathematical notations used throughout
of this paper. We assume that a CSP operates an HDFS
with a total of N homogeneous DataNodes possessing a total
storage capacity denoted by C. With a total number of users
on the platform denoted by M , we assume that these users
sequentially request the storage space from the CSP. Thus, for
each newcomer j, the CSP determines the optimal number
of replicas for that user based on the current state of the
infrastructure which already hosted j − 1 previous users, and
the budgetary constraint of user j, denoted by Bj . For user j,
let χj denote the total amount of data requested to be stored
in HDFS. We assume that this data is divided into Pj equal
sized blocks with size s, i.e., χj = Pjs. It can reasonably

http://aws.amazon.com/s3
https://developers.google.com/storage
http://www.windowsazure.com/en-us


TABLE II: Real world CSPs’ storage pricing plan

Amazon S3, Google
Windows Azure Cloud Storage

Data amount Unit cost Unit cost
(TB) ($/GB/month) ($/GB/month)
0 ∼ 1 0.095 0.085
1 ∼ 10 0.08 0.076
10 ∼ 50 0.08 0.067
50 ∼ 100 0.07 0.067
100 ∼ 500 0.07 0.063
500 ∼ 1000 0.065 0.054
1000 ∼ 5000 0.06 0.054
> 5000 0.055

be assumed that the number of data blocks Pj is much larger
than the number of DataNodes N . The NameNode assigns
each data block to the DataNodes, and thus we define pji as
the number of data blocks of user j stored on the DataNode
i (1 6 i 6 N). It thus follows that

∑N
i=1 p

j
i = Pj .

The NameNode makes all decisions regarding replication of
data blocks for data availability. For simplicity, it is assumed
that all data blocks of the same user have the same number of
replicas, which is denoted by xj . It should be noted that in the
conventional HDFS, the default number of replicas is set to 3
for all users [3]. However, if we refine the model a bit more
to consider the replication cost, the limited budget of user j,
Bj , may not be enough to pay for the cost of 3 replicas. Or,
user j may have more budget to afford more than 3 replicas
of his data. Thus the goal of this paper is to find the optimal
number of replicas, denoted by xj , ensuring the highest level
of data availability within the user’s budget and maximizing
the financial benefit of the CSP. Thus, the total amount of
stored data of user j including the replicas can be expressed
as (xj + 1)χj .

To compute the payment of user j, we separate the cost
for storage which involves the requested data amount to be
stored χj , and the cost for replication which is related to the
number of replicas of each data block xj . Let the function
Rs(.) denote the total financial benefit received from user j
for availing storage service, which can be defined as:

Rs(χj , t) = χj × us(χj)× t (1)

where t is the duration of data storage, and us(χj) is a function
which determines per unit cost of storage service for user j
with respect to the amount of data requested to be stored, χj
($/GB/month). This means that users may have different per
unit cost for storage service depending on the total requested
data amount to be stored. Indeed, from a CSP’s perspective,
determining a “good” per unit cost can help CSPs not only to
keep users not move to another CSP but also to improve their
benefits. Lower per unit cost can attract more users, however,
this leads to non-maximum profit, and higher per unit cost
can make users go away. Furthermore, users should receive a
discount when they store larger volume of data on the cloud.
Applying this approach, real world CSPs such as Amazon S3,
Google Cloud Storage and Windows Azure offer per unit costs
as described in Table II and corresponding graph is shown in
Fig. 2. We can observe the discount that CSPs offer users
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Fig. 2: Real world CSPs’ storage pricing plan.
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Fig. 3: Discount offered by real world CSPs when users store
large amount of data on cloud.

when they store larger volume of data on the cloud in Fig. 3.
In particular, Amazon S3 and Windows Azure have the

exactly same storage pricing plan which implies that it is
widely adopted in the real world. In addition, they provide
the unit cost for arbitrary amount of data, whereas Google
Cloud Storage can accept storage requests up to 5000TB. For
this reason, we follow the pricing plan offered by Amazon S3
and Windows Azure. Thus, us(χj) can be defined as follows:

us(χj) =



0.095 if 0 6 χj < 1,

0.08 if 1 6 χj < 50,

0.07 if 50 6 χj < 500,

0.065 if 500 6 χj < 1000,

0.06 if 1000 6 χj < 5000,

0.055 if χj > 5000.

(2)

We now define the total benefit that the CSP receives from
user j for replication service to ensure data availability. Let
Rr(.) denote this benefit and it can be defined as follows:

Rr(xj , t) = Pj × g(xj)× t (3)

where t is the storage time and g(xj) is a function of xj
determining the per unit cost of replication. For this additional
service, the unit cost for data replication is defined proportion-
ally to the number of data replicas, and grows exponentially
after a pre-defined threshold. Let xth denote such threshold.
One of the correct choices of g(xj) with the above described
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Fig. 4: Unit cost for replication service paid by user depending
on the number of replicas.

property is shown in Fig. 4. Mathematically, g(xj) can be
defined as follows:

g(xj) =

{
µxj if xj 6 xth

eµxj if xj > xth
(4)

where µ is a scaling factor which can be set by CSPs and it
depends on the number of users entertained.

C. Operation cost models
To satisfy users’ demands on storage and replication, CSPs

need to pay for the operation costs which are obviously less
than the revenues obtained from users. Then, the function of
the operation cost for storage service, which is denoted by
Cs(.), can be defined as follows:

Cs(χj , t) = γ × χj × t (5)

where γ is per unit operation cost for storage of CSPs
($/GB/month) and it is a fixed value. From a CSP’s per-
spective, ensuring its profit may also be a priority as well
as providing user-centric service. Therefore, a service will be
attractive for CSPs if Cs(.) is much less thanRs(.). This can be
achieved by deciding the proper us(χj) which was previously
introduced and discussed.

Finally, we consider the operation cost for replication ser-
vice of CSPs. Let Cr(.) denote the total operation cost for
replication service of CSPs to satisfy the demand of user j.
It is ideal for CSPs if the marginal operating cost for data
replication is reduced when the total number of data replicas
increases. One of the correct choices of Cr(.) with the above
described property is shown in Fig. 5. From this figure, we can
observe that Cr(.) is not proportional to the number of replicas
since CSPs can take advantage of reduced marginal operation
cost for replication as they develop extensive in-house knowl-
edge. This follows a so-called learning curve proposed in [9],
which has been widely used in the literature [11]. The learning
curve is defined such that if the number of production units are
doubled, the marginal cost of production decreases by a fixed
factor (or percentage). One minus this fixed factor is called
a learning factor. Consequently, the function of the operation
cost for replication of CSPs, which is denoted by Cr(.), can
be defined as follows:

Cr(xj , t) =
K(xjPj)

1+logα2

1 + logα2
× t (6)

Total number of replicas xjPj
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Fig. 5: CSP’s operation cost for data replication service.

where 0.7 6 α 6 0.95 is a learning factor and K is the cost
of replicating the first block of data on the NameNode.

D. Problem formulation
Note that the more number of replicas for each data block,

the higher data availability could be guaranteed. However, this
incurs the associated expenses for both users and CSPs. With
a limited budget of users and storage capacity of CSPs, the
goal of our scheme is to determine an optimal number of
replicas xj to ensure the highest level of data availability for
user j such that the expense does not exceed the budgetary
constraint of user j, and to maximize the profit of CSPs subject
to the remaining storage capacity provided by the CSPs. This
implies that while allocating resources for newcomer j the
CSP has to preserve the services for j − 1 previous users
which have occupied an amount of storage space. For the
purpose of convenient exposition, we assume that the duration
of using storage and replication service of all users is one
month, i.e., t = 1, then the four aforementioned financial
benefit and operation cost functions are deduced to Rs(χj),
Rr, (xj), Cs(χj), and Cr(xj). Consequently, the optimization
problem of our interest can be formulated as follows:

Maximize:
xj

Rs(χj) +Rr(xj)− Cs(χj)− Cr(xj) (7)

subject to: s(xj + 1)

N∑
i=1

pji 6 C − s
j−1∑
j′=1

[(xj′ + 1)

N∑
i=1

pj
′

i ]

(8)
Rs(χj) +Rr(xj) 6 Bj (9)

where Rs(χj) + Rr(xj) − Cs(χj) − Cr(xj) defined in (7)
represents the net profit of the CSP; the constraint defined
in (8) ensures that the total storage space allocated to user j
and j− 1 previous users is less than the total storage capacity
of the CSP. The constraint described in (9) ensures that the
total cost paid by user j is less than his budgetary constraint.
This optimization problem is executed once a newcomer j
requests for service usage from the CSP. This problem can
be solved by any optimization solver such as KNITRO4 and
CPLEX5.

4KNITRO: http://www.ziena.com/knitro.htm
5CPLEX: http://ibm.com/software/commerce/optimization/cplex-optimizer

http://www.ziena.com/knitro.htm
http://ibm.com/software/commerce/optimization/cplex-optimizer


TABLE III: Simulation parameters

Parameters Values
C 5000
t 1
s 64
xth 4
µ 10−5

K 10−4

α 0.85
γ 0.05

IV. NUMERICAL SIMULATIONS AND RESULTS

In this section, we present the numerical simulations and
analysis of results. We first briefly describe the parameter
settings and then we analyze the results obtained from the
numerical simulations.

A. Simulation parameter settings

The formulation of problem (7) is implemented using MAT-
LAB6 and then the script is solved by KNITRO optimization
solver. For all simulations, we assume the HDFS with 1
NameNode and 100 DataNodes which the total capacity is
5000TB. The values of the parameters to compute the financial
benefit and operation cost of the CSP are summarized in
Table III. We assume that the duration of using services for
storage and data availability of all users is one month. Two
simulations were examined:

1) The objective of the first simulation is to show the
increase of CSP’s benefit with respect to the number
of users’ requests. We assume that there are M = 500
users sequentially requesting storage space. For each
user j, we uniformly generate the data amount χj in
the range of 1 − 10TB and budget Bj in the range of
$100− $10, 000.

2) In the second simulation, we consider a single user to
show the change of the optimal number of replicas with
respect to his budget and data amount to be stored. The
user will request storage space with three sizes: 25TB,
100TB and 250TB. We vary his budget from $500 to
$50, 000 with interval $500.

B. Analysis of results

In the first simulation, we plot in Fig. 6, the total benefit
of the CSP obtained from users with respect to the number of
users’ storage requests arriving to the system. It is trivial that
the CSP’s benefit increases along with the number of users’
requests. However, the benefit does not increase infinitely since
the storage capacity of the CSP is limited. Under the given
simulation setup, the maximum number of users that the CSP
can serve is 281 and thus the CSP receives a maximum benefit
at $196, 067. From the 282th user, the system cannot satisfy
the request since the remaining storage is not enough to serve
such user.

The results of this simulation also show that with the diverse
budgetary constraints and requested storage spaces of users,
the system will use a different number of replicas to replicate

6MATLAB: http://www.mathworks.com/products/matlab/
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Fig. 6: Total benefit of CSP received from users.
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Fig. 7: Respective optimal number of replicas for each user.

data for a certain user. This number of data replicas maintains
the highest level of data availability for the user within his
budget and also maximizes the CSP’s benefit. The diversity
of the number of replicas of users is shown in Fig. 7, the
highest number of replicas found by the system is 4. Some
users cannot have the data replication service as their budgets
are too low. From the 282th user, since users are not served
by the system, the number of replicas is zero.

Moving to the second simulation, we present in Fig. 8, the
optimal number of replicas of user j, xj , which maximizes the
CSP’s benefit and ensures the highest data availability level
for the user’s data within the user’s respective budget. For
the same amount of data requested to be stored, the higher
budget paid by the user, the higher number of replicas will be
supported by the system. For example, if the user’s budget is
$30, 000, data blocks can be replicated from 0 to 4 (25TB)
and 0 to 3 (100TB), respectively. In this case, 4 and 3 will be
selected as respective optimal number of replicas. Moreover,
the minimum required budget to ensure data availability can be
determined by our model. For example, when the user’s budget
is $30, 000 and data amount is 250TB, data blocks cannot be
replicated. If it is assumed that the minimum required number
of replicas is 1 to ensure data availability, the minimum
required budget can be found using our model as $35, 500.

Last but not least, Fig. 9 shows the CSP’s benefit obtained
from a single user with respect to the user’s data amount and
budget. We can observe that the optimal number of replicas
shown in Fig. 8 yields the maximum benefit for the CSP. With
a budget of $30, 000, the optimal number of replicas is equal to
4 for 25TB of storage space and 3 for 100TB of storage space
requested. These values respectively generate the maximum

http://www.mathworks.com/products/matlab/
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TABLE IV: Possible number of replicas and corresponding
benefit of CSP (Bj = $30000, χj = 25TB)

Number of replicas CSP benefit
0 $750
1 $1502
2 $2254
3 $3006
4 $3759

profit $3759 and $8032 for the CSP. Hence, 4 and 3 are the
optimal number of replicas for the user as well as the CSP
in this example. This assesses the efficiency of the proposed
scheme compared to the traditional method of HDFS such that
the highest data availability for users and the largest benefit
for CSPs can be obtained simultaneously. For example, when
the user’s budget constraint is $30, 000 with the amount of
data stored 25TB, depending on the number of replicas, the
corresponding benefit of the CSP can be obtained as shown
in Table IV. From this table, it is observed that users are able
to take advantage of the proposed scheme to obtain higher
data availability level by increasing the number of replicas as
4 without exceeding the budgetary constraint. Moreover, this
optimal number of replicas results in the maximum benefit
of the CSP, $3759 compared with $3006 when the number
of replicas is 3. Therefore, the proposed model results in a
win-win situation for both users and CSPs in the system.

V. CONCLUSION AND FUTURE WORK

In this paper, we have presented an efficient replication
scheme which determines the optimal number of replicas
to ensure the highest level of data availability within the
user’s budget and maximize the CSP’s benefit. This scheme
mainly consists of four parts: the total benefits for storage
and replication obtained from users, and operation costs of
CSPs for maintaining the storage and replication services.
We formulated the replication scheme as an optimization
problem which yields the optimal solution for the problem.
The numerical simulation and analysis of results show the
efficiency of the proposed scheme. The results also show
the scalability of the scheme to apply to a real system with
an arbitrary number of users. Further improvement of paper
can be addressed by considering a more complex scenario
where users simultaneously request storage space from CSPs.
With a limited storage capacity, CSPs face the challenge of
selecting the users who will be served to maximize the final
benefit. Additionally, we can consider a heterogeneous system
in which the capacity of each DataNode needs to be taken
into account to guarantee the load balancing among them.
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