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Large-pixel-count holograms are one essential part for big size holographic 3D display, but the generation of such 

holograms is computationally demanding. In order to address this issue, we have built a GPU cluster with 32.5 

Tflop/s computing power and implemented distributed hologram computation on it with speed improvement 

techniques such as shared memory on GPU, GPU level adaptive load balancing and node level load distribution. 

Using these speed improvement techniques on the GPU cluster, we have achieved 71.4 times computation speed 

increase for 186M-pixel holograms. Furthermore, we have used the approaches of diffraction limits and subdivision 

of holograms to overcome the GPU memory limit in computing large-pixel-count holograms. 745M-pixel and 1.80G-

pixel holograms were computed in 343 and 3326 seconds respectively, for more than 2 million object points with 

RGB colors. Color 3D objects with 591k points were successfully reconstructed from 186M-pixel hologram 

computed in 9.05 seconds with all the above three speed improvement techniques. It is shown that distributed 

hologram computation using a GPU cluster is a promising approach to increase the computation speed of large-

pixel-count holograms for large size holographic display. 
OCIS codes:  (090.0090) Holography; (090.1760) Computer holography; (090.2870) Holographic display. 
http://dx.doi/org/10.1364/AO.99.099999 

 

1.Introduction 

Computer generated holography is believed to be the ultimate 

form of three-dimensional (3D) display [1]. It uses holograms to 

diffract light to reconstruct 3D objects in space. However, in order 

to achieve large image size with wide viewing angle and full 

parallax effect, holograms with large pixel count are required [2, 

3]. Generation of such holograms is computationally expensive 

and remains one of the main challenges to make holographic 3D 

display technology practical [4]. 

Research teams made large efforts to increase hologram 

computation speed, mainly by introducing more effective 

algorithms and developing or using more advanced computing 

hardware. M. Lucent [5] developed the diffraction specific 

algorithm, which computed hogels based on contributions from 

object points and significantly reduced the hologram computation 

load. H. Yoshikawa et al. [6] developed the image hologram 

algorithm, which also dramatically reduced the computation 

complexity of hologram generation. H. Ito et al. [7] used specific 

computing hardware to accelerate the computation. The 

computing power of graphics processing units (GPUs) was also 

utilized for hologram generation [8, 9]. Recently, N. Takada et al. 

[10] reported computing of a 20M-pixel hologram for single color 

object with 2k points in 55 ms using a GPU cluster.  

In DSI, we had developed the split look-up table (S-LUT) 

algorithm, implemented it on multiple GPUs, and achieved more 

than 700 times computation speed increase as compared to the 

conventional algorithm implemented on CPU [11]. In this paper, 

we will focus on further speeding up large-pixel-count hologram 

generation using a GPU cluster. First, general computation flow 

and the GPU cluster hardware will be introduced. Next, thee 

speed improvement technique in distributed computation: on 

node level using load distribution by shortest queue, on GPU 

level using adaptive load balancing, and on core level using 

shared memory will be discussed respectively. On the GPU level, 

we will also introduce how to use diffraction limits and 

subdivision of holograms to bypass the GPU memory limit in 

computing large-pixel-count holograms. After that, speed 

improvements by these three techniques will be investigated 

separately and results for holograms with 186M, 745M and 

1.80G pixel counts will be reported. Finally, results of color 3D 

objects reconstructed from 186M-pixel holograms will be 

presented. To the best of our knowledge, we are the first group 

using a GPU cluster to compute holograms with large pixel count 

in the range of 100M to 2000M. 

 

2. Computation flow and GPU cluster hardware 

Reconstructing a color object with about 5 inch size in diagonal 

and a few degrees of viewing angles in both horizontal and 

vertical directions normally requires a hologram with pixel count 

close to 200 million [3], which needs a few hundreds of tera 

floating point operations (flop) to generate[11]. Computation load 

of this scale is considered huge to a eight-core central processing 

unit (CPU) with computing ability around 700 Gflop/s [12], and it 

is still considered too large even to an advanced GPU with 

computing ability around 2 Tflop/s [13]. We had tried to build a 

PC with maximum GPU computing power as possible as we 
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could by using off-the-shelf components and it showed obvious 

improvement in hologram computation speed. However, the 

maximum number of GPUs could be installed in a computer was 

limited to 10 due to hardware and configuration restrictions. 

With a strong demand for more computing power, we turned to 

building a cluster of multiple computers each equipped with 

GPUs. Virtually, the computing power of a GPU cluster can be 

extended without limits. 

We use time division multiplexing (TDM) technique to 

reconstruct red, green and blue (RGB) components of color 3D 

objects. The hologram computation load for full-color objects is 

tripled as compared to the one for single color objects. However, 

for the convenience of discussion, we use the pixel count of a 

hologram for single color component to represent the pixel count 

of three holograms for full-color objects. That means, for a 200M-

pixel hologram of a color object, we need to compute three 

holograms, each with 200M pixels, for RGB components. The 

computation time reported in this paper refers to the time taken 

to compute all these three holograms. 

The general hologram computation flow using a GPU cluster is 

illustrated in Fig. 1. There are software programs with three 

different roles running on the nodes of the GPU cluster. A master 

program decodes 3D object information, such as computer 

graphics models, captured 3D geometries, 2D images with depths 

or any combination of them, into 3D matrix format. The master 

program then processes this decoded object data through the first 

group of object operations, for example color adjustment, and 

distributes the processed object data to computing programs via 

a high speed data network. After getting the object data from the 

master program, computing programs generate complex 

holograms using GPUs and perform hologram operations, which 

may include complex to real transformation, grey scale 

transformation, binarization and so on. Computing programs 

then transmit the processed holograms via the data network to 

storage programs, which combine and store hologram data on 

storage devices for real-time readout during holographic video or 

static frame display.  

 

 

Fig. 1. Hologram computation flow. 

 

 

Fig. 2. Block diagram of the GPU cluster. 

A GPU cluster hardware is built for computing holograms as 

well as launching hologram data onto a SLM array at high speed 

for reconstruction of 3D objects. The block diagram of this cluster 

is shown in Fig. 2. There are two separated networks linking 

nodes in the cluster, one 10 Gbps network for object and 

hologram data transmission, and the other 1 Gbps network for 

control and synchronization data traffics. Three computing nodes 

are dedicated for hologram generation with more powerful GPUs. 

Three loading nodes are used for storage and high speed readout 

of hologram data. Six launching nodes are used to launch 

 

 

   

3D Object Original object data 

0.23 0.00 0.21 … 

0.84 0.12 0.00 … 

0.00 0.23 0.87 … 

… 

Decode 

 Processed object data 

0.23 0.00 0.21 … 

0.84 0.12 0.00 … 

0.00 0.23 0.87 … 

… 

Object 

operations 

Load distribution via the high speed data network 

Workload 

0.23 0.00 0.21 … 

0.84 0.12 0.00 … 

0.00 0.23 0.87 … 

… 
Original hologram 

Hologram 

computation 

on GPU 
Processed 

hologram 

Hologram  

operations 

Result combination via the high speed data network 

Received hologram 

  

Hologram storage 

Store 

Operations in 

the master 

program 

Operations in 

computing 

programs 

Operations in 

storage 

programs 

   

SLM 

Loading Node 1 

1 Gbps control network 

Computing Node 1 

 

1Gbps Control Switch 

SLM Array 

Computing Node 3 

  
Loading Node 3 

 

SLM 

SLM 

SLM 

SLM 

 

SLM 

SLM 

SLM 

 

10 Gbps data network 

 

10Gbps Data Switch 

Launching Node 6 Launching Node 1 Launching Node 7 



hologram data onto the SLM array for reconstruction of 3D object 

by the display system. These launching nodes also have GPU 

computing abilities that can be easily utilized for hologram 

generation. Launching node 7 acts as backup to launching node 

1-6, and also offers GPU computing power to the cluster. The 

master program can be run on any node that connects to the 10 

Gbps network. The computing program can be run on any node 

with GPU computing ability, including the computing nodes and 

the launching nodes. The storage program can be run on the 

nodes with SSDs, i.e. the loading nodes. The master program can 

be hosted together with the computing or the storage program on 

the same node, provided that node has enough memory and 

processing power. The hardware specifications of the GPU 

cluster are listed in table 1. The total theoretical single precession 

computing power of the cluster is 32.5 Tflop/s from 9 nVidia GTX 

590 graphic cards each with 2.49 Tflop/s computing power, and 

14 nVidia Quadro 5000 graphic cards each with 0.722 Tflop/s 

computing power [13], with 10 Gbps interconnection bandwidth. 

 

3. Distributed computation 

In hologram computation using a GPU cluster, there are three 

levels of distributions: node level, GPU level and core level. We 

have used three different techniques to get optimal computing 

performance on these three levels: load distribution using 

shortest queue on node level, adaptive load balancing on GPU 

level and shared memory on core level. 

3.1 Node level 

On the node level, the flowchart of distributed computation is 

shown in Fig. 3. Hologram computation load is counted in the 

unit of object frame, in order to avoid using large amount of 

memory to hold intermediate hologram data for combining sub-

holograms from different nodes.  

 

 

 

Fig. 3. Node level computation flowchart. 

The detailed explanation of the shortest queue technique is as 

follows. A variable Q[i] and a queue B[i] in the master program 

are associated with each computing program i for all 0≤i<n, 

where n is the number of computing programs. Q[i] counts the 

number of object frames that have been assigned to computing 

program i but not yet computed. At the initialization step of the 

master program, all Q[i] are set to 0. Latter, each time when an 

object frame reaches the step of load distribution, all Q[i] will be 

scanned, the object  frame will be assigned to the computing 

program i’ with the smallest Q[i], and Q[i’] will be counted up by 

1. In case multiple computing programs have the same smallest 

Q[i], one of them will be randomly selected. When computing 

program i’ finishes generation of a hologram according to an 

object frame, it sends black an acknowledgement message to the 

master program which counts down Q[i’] by 1. A cap of maximum 

Q[i] is imposed, which prevents accumulating large number of 

object frames for any computing program; when all Q[i] reach 

this cap, the master program will wait for the first one among 

them to count down. 

By using this shortest queue technique, the computing 

program with the least load will be selected to generate 

holograms according to the current object frame; this leads to 

potentially the earliest starting time for computing the current 

object frame, thus it gives an optimized load distribution based 

on current condition. In implementation, we select the cap of Q[i] 
to be 2, meaning that, while one object frame is being computed 

in a computing program, another object frame can be encoded 

and transmitted to the same program and waits to be decoded. 

This reduces the overhead of load distribution with the minimum 

amount of memory required to store object frames waiting for 

transmission and computation in the master program and 

computing programs respectively. 
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Object frame data is transmitted using our own encoding 

scheme and TCP/IP data stream. Because most positions in the 

3D object point matrix are empty, we only pack the non-zero data 

into blocks with size limit at 10 Mbyte. Imposing this block size 

limit can better manage the application layer buffer and achieve 

higher network utilization for data transmission. 

3.2 GPU Level 

After receiving and decoding the object frame, a node needs to 

generate holograms using multiple GPUs. At this level, 

computation load is distributed in the unit of vertical hologram 

lines, and each GPU only computes a mutually exclusive portion 

of the holograms. This hence only requires direct copying of 

generated hologram portions from GPU memory to the main 

memory in the step of result combining, and avoids any 

additional memory usage or computation. 

It is noticed that although multiple GPUs on the same node 

have the same specifications and configurations, the performance 

of them is different. This is possibly caused by different PCIe bus 

allocation and ventilation conditions. These performance 

differences lead to the scenario that if computing load is 

distributed evenly to all GPUs, those with higher performance 

will finish computation earlier and the computation program 

needs to wait for those with lower performance. If some load 

assigned to the lower performance GPUs can be switched to the 

higher performance ones, the overall computation time can be 

reduced. When all GPUs finish their work at almost the same 

time, no more load redistribution can be done to improve the 

timing and it is considered an optimal distribution. However, 

because object frames and working conditions of GPUs, such as 

temperatures are changing, the performance of GPUs may vary. 

In order to counter these changes, we use a technique called 

adaptive load balancing to determine the load distribution based 

on previous performance history of GPUs. The adaptive load 

balancing can be described as follows: 

 

First computation: 
History_Load[i] <= 0;  
History_Time[i] <= 0; 
Current_Load[i] <= Hologram_Width / n; 
Current_Time[i] <= Time taken on GPU i for computing 
Current_Load[i]; 

 
Proceeding computation: 

History_Load[i] <= History_Load[i] * BR + Current_Load[i]; 
History_Time[i] <= History_Time[i] * BR + Current_Time[i]; 
Current_Load[i] <= Hologram_Width * History_Load[i] / 
History_Time[i] / Sum ( j=0n, History_Load[j] / 
History_Time[j]); 
Current_Time[i] <= Time taken on GPU i for computing 
Current_Load[i]; 

Where Hologram_Width is the number columns of hologram, n 
is the number of available GPUs, and BR is a controlling 
parameter of the adaptive balancing in the range [0,1].  
 
Assuming the performance of each GPU is similar to its past 

history, the hologram computation load will be distributed in a 

way that the targeted finish time on all GPUs is almost the same. 

The parameter BR (balance ratio) controls how the history is 

accumulated, and it acts as a decay factor. Higher BR means the 

importance of one timing record will decay slower in future 

computation. For example, BR=0 only cares the pervious 

computation, while BR=1 takes all pervious computations with 

the same importance. 

At GPU level, the onboard memory (also called global memory 

by nVidia [14]) is limited to around 1 Gbyte, which restricts the 

pixel-count of hologram that can be computed on GPU at a time. 

We have used two approaches to reduce the GPU memory 

requirement by using diffraction limits and by subdividing the 

hologram. 

The maximum viewing angle   of the reconstructed object in 

one direction can be determined by Eq. (1) [15]: 

   sinhf ,  (1) 

where 
hf  is the maximum spatial frequency of the hologram  

fringes and   is the wavelength of the diffracted light. The 

viewing angle is measured on the reconstruction side of hologram, 

and this relationship also holds on the object side of hologram, 

which can be written as Eq. (2) for x direction: 

  / tanx z , (2) 

where x  is the displacement in x direction between a 

hologram pixel  ,h hx y  and an object point  , ,x y z . 

Combining Eq. (1) and Eq. (2), we have Eq. (3): 

    
2

2 1h xx x z d , (3) 

where 
xd  is the hologram pixel pitch in x direction. Similarly 

in y direction Eq. (4) holds:  

    
2

2 1h yy y z d , (4) 

where yd  is the hologram pixel pitch in y direction. Eq. (3) 

 and Eq. (4) effectively limit the hologram area that an object 

point can contribute to. With this boundary limits, both 

computation load and GPU memory usage can be reduced. 

Another approach used to reduce GPU memory requirement is 

to subdivide the hologram portion assigned to a GPU into small 

areas, each of which is smaller than a size limit and can be fitted 

into GPU memory for computation. Multiple executions of the 

GPU computation are required for all these sub-hologram areas 

one by one. 

By using these two approaches, the maximum hologram size 

that can be computed is no longer limited by the memory size of 

GPU, and as long as both the object space and the hologram can 

be stored in main memory of the node, computation can be 

performed.  

3.3 Core level 

At the core level of GPU, where the intensive hologram 

computation occurs, using shared memory associated with GPU 

cores is a common method [14] to reduce accesses to GPU’s global 

memory which has much longer latency compared to the shared 

memory. Reducing global memory access can reduce data 

read/write overhead, and it improves the GPU computation 

throughput. But the shared memory is relatively small in size, 

for example 48 Kbyte for nVidia GTX 590 graphic card. As a 

result, each time only a small segment of data can be loaded into 

the shared memory, then computation is carried out for that 

segment, followed by the next segment and so on, until all data 

are computed. 



To be specific, we implemented S-LUT algorithm using shared 

memory on GPU. The algorithm can be described as: 
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   , m  is the number of 

horizontal object lines, in is the number of object points on 

horizontal object line i ,  , ,j j i ia x y z is the object point 

intensity at  , ,j i ix y z ,  ,h hI x y is the complex hologram. 

 
Because in the S-LUT algorithm most of computation load is 

in step 2, we have used shared memory in this step. The thread 

block dimension of the kernel code for step 2 is set to Block_Size × 
Block_Size. Each of Factor_V and Factor_Y has a Block_Size × 

Block_Size space in shared memory. Each thread computes a 

pixel of the hologram with multiple iterations. In each iteration, 

Block_Size × Block_Size entries of Factor_V and Factor_Y are 

first loaded parallelly into the shared memory, then the actual 

computations are performed using the data stored in shared 

memory, and Block_Size accumulations are done for the 0m-1 

summation. 

In our implementation, the Block_Size is set to 20, which can 

utilize the 48 Kbyte shared memory space. Using this 

implementation, the number of read operation from the global 

memory can be reduced to 1/Block_Size of the one that does not 

use shared memory. Using shared memory on GPU is not limited 

to S-LUT algorithm, and other hologram computation algorithms 

can also benefit from it by following similar approach. 

 
4. Results and discussion 

We have implemented the three speed improvement 

techniques introduced in section 3 and tested them on the GPU 

computation cluster with detailed specifications listed in table 1. 

Most data was taken using computing parameters listed in table 

2, except for the ones with 745M-pixel and 1.80G-pixel holograms 

which used parameters listed in table 3. The object space was 

sliced into 50 or 100 layers with full high-definition resolution 

(1920  1080) [3]. 

 

 

Table 1. GPU cluster hardware specifications 

 Loading Node 1-3  Launching Node 1-7 

Item Model Specifications Quantity  Model Specifications Quantity 

CPU Xeon E5620 2.4 GHz, 4 cores / 8 threads 1  i7-980 3.33 GHz, 6 cores / 12 threads 1 

RAM DDR 3 533 MHz, 3 channels 12 Gbyte  DDR 3 533 MHz, 3 channels 24 Gbyte 

GPU - - -  Quadro 5000 
352 CUDA cores  

2.5 Gbyte, 0.722 Tflop/s 
2 

Storage OCZ ZR2P88 R/W: 1.3/1 GBps, 512 Gbyte 2  HDD 1 Tbyte 1 

LAN QLE 8242 10 Gbps × 2 1  QLE 8242 10 Gbps × 1 (except L7) 1 

 Computing Node 1  Computing Node 2,3 

CPU Xeon X5675 3.07 GHz, 6 cores / 12 threads 2  i7-3930k 3.2 GHz, 6 cores / 12 threads 1 

RAM DDR 3, ECC 667 MHz, 3 channels 48 Gbyte  DDR 3 800 MHz, 4 channels 24 Gbyte 

GPU ½ GTX 590 
512 CUDA cores, 

1.5 Gbyte, 1.25 Tflop/s 
2 × 3  ½ GTX 590 

512 CUDA cores, 

1.5 Gbyte, 1.25 Tflop/s 
2 × 3 

LAN QLE 8242 10 Gbps × 2 1  QLE 8242 10 Gbps × 2 1 

Software 

Microsoft Windows 7 Pro, 64 bit with SP1 + Microsoft Visual Studio 2008, 64 bit with SP1 

nVidia CUDA 4.1 SDK and runtime library + GeForce driver 286.19 (CUDA 4.1.1 driver, for GTX 590)  

+ Quadro driver 297.03 (CUDA 4.2.1 driver, for Quadro 5000) 

 

Table 2. Object space and hologram parameters 

 Object space  Hologram 

Dimension Pitch 
#Sampling 

points 
Length  

Effective 

pitch 

#Sampling 

points 

Effective 

length 

x, Width 45.8 um 1920 87.9 mm  5.8 um 18180 105.4 mm 

y, Height 45.8 um 1080 49.5 mm  5.8 um 10240 59.4 mm 

z, Depth 500 um 50 250 mm  - - - 

Color Floating point, RGB  Complex, floating point, RGB by TDM 

    



The 3D objects used in the computation speed testing were 

points randomly distributed in the object space, and each object 

point had RGB color components randomly selected from the 

range of [0,255]. The 3D object with randomly distributed object 

points is the worst case for hologram computation using the S-

LUT algorithm. Because these points are evenly distributed in 

the 3D object space, it is less likely to group the points into 

vertical object lines; hence many vertical object lines exist and 

this introduces large computation load to the S-LUT algorithm 

[11]. Actual 3D objects tend to be more concentrated, so the S-

LUT algorithm performs better and uses considerably less time 

to compute the corresponding holograms as compared to the data 

set with the same number of random object points [16]. However, 

because every actual 3D object has its own characteristics in 

object point distributions, it is impossible and incorrect to directly 

compare the computation performance if such performance is 

related to the object point distributions. For example, if there are 

two 3D objects, both with 1M object points, but one occupies 1k 

vertical object lines and the other occupies 512k lines, the 

hologram computation by S-LUT algorithm for the one with 1k 

lines will take much less time as compared to the one with 512k 

lines. The data sets of randomly distributed object points 

maintain the same distribution characteristics: as long as the 

number of object points is not too small, the points are all evenly 

distributed over the whole object space. This makes comparison 

of hologram computation performances using the S-LUT 

algorithm under different conditions valid and reproducible. 

Figure 4 shows the hologram computation time improvement 

using shared memory on GPU. The testing was done on one 

single computing node without node level load distribution or 

GPU level adaptive load balancing. It is shown that using shared 

memory effectively reduced the computation time for all testing 

cases, and the improvement was stable across different number 

of object points. The averaged computation speed increase using 

shared memory on GPU was 1.77 times. 

The hologram computation time did not increase linearly with 

the number of object points and saturated at certain number of 

object points. This is an inherent property of the S-LUT 

algorithm [11]. 

Figure 5 shows the averaged computation speed increase 

using different BR values in the range of [0,1] in GPU level 

adaptive load balancing, as compared to the one without 

adaptive load balancing. The center circles are the averaged 

speed increase, while the extended portions show the minimum 

and the maximum speed increase among different number of 

object points for the same BR value. This group of data was 

taken using a computing node and shared memory on GPU but 

without node level load distribution. Figure 5 shows that the 

computation speed increase by using GPU level adaptive load 

balancing is from 21.1% to 33.5%, and this increase is not very 

sensitive to the BR value. The large gap between the averaged 

and the minimum speed increase is caused by the small speed 

improvement of the first few tests that do not have enough 

computation history for optimizing load distributions to GPUs. If 

these tests are removed, the gap between the averaged and the 

minimum speed increase would be similar to the gap between 

the averaged and the maximum speed increase. 

 

 

 

Fig. 4. Hologram computation time with and without using shared memory on GPU. 

 

 

Fig. 5. Hologram computation speed increase vs. BR in GPU level adaptive load balancing. 
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Figure 6 shows the hologram computation time using different 

number of nodes with the node level load distribution speed 

improvement technique. This group of data was taken with the 

use of shared memory on GPU and GPU level adaptive load 

balancing using BR value 0.2. The time taken with and without 

distribution to one launching node is almost the same; this shows 

the overhead of node level load distribution is small. When more 

nodes are added to the computation, the computation speed 

increases dramatically, and it is directly proportional to the total 

GPU computing power of the nodes used for the computation. 

15.3 times speed increase is achieved by using all seven 

launching nodes and three computing nodes as compared to that 

using one launching node without node level distribution. 

Figure 7 shows the comparison between the hologram 

computation time without any speed improvement technique 

and the one with all the three techniques introduced in section 3. 

By using shared memory on GPU, GPU level adaptive load 

balancing with BR value 0.2 and node level load distribution on 

all seven launching nodes and three computing nodes, the 

computation speed increase is 71.4 times as compared to the one 

on a single launching node without any of these techniques. 

Figure 8 shows the color 3D cartoon characters with 5 inch in 

diagonal reconstructed using the holographic 3D display system 

developed in DSI [17]. The two characters were placed at 

different depths in the object space, and Fig. 8(a) was focused on 

the left character while Fig. 8(b) was focused on the right 

character. The hologram was computed according to the 

parameters listed in table 2. The computation used shared 

memory on GPU, GPU level adaptive load balancing with BR 

value 0.8 on all computing and launching nodes, taking 9.05 

seconds per frame for 591k object points. The successful 

reconstruction of the computed hologram verified the correctness 

of the three speed improvement techniques presented in section 

3. 

We also successfully computed 745M-pixel and 1.80G-pixel 

holograms, according to the parameters listed in table 3. Large-

pixel-count hologram computing is especially important for the 

applications that require small pixel pitch or large pixel count or 

both. The 745M-pixel holograms were computed with all 

techniques covered in section 3 (BR=0.8) on all ten nodes with 

GPUs, having the timing curve shown in Fig. 9a. The computing 

of 745M-pixel hologram took up 23.7 Gbyte main memory on 

each launching node and 25.1 Gbyte main memory on each 

computing node, and this reached the memory limits of the 

cluster. Most of memory space was allocated for the hologram. 

The 1.80G-pixel holograms were computed using shared memory 

on GPU and GPU level adaptive load balancing with BR value 

0.9 on computing node 1 only, without node level load 

distribution, having the timing curve shown in Fig. 9b. The 

computing of 1.80G-pixel holograms used 47.0 Gbyte main 

memory, and it was approaching the memory limit of computing 

node 1. It is shown that by using the approaches of diffraction 

limits and subdivision of hologram, GPU memory size is no 

longer a limit for hologram computation. It is also shown that a 

hologram can be generated as long as both the hologram and the 

object space can fit inside the main memory of a node. 

 

Fig. 6. Hologram computation time using different number of nodes  

(N.D. = no distribution using 1 launching node, L = launching node, C = computing node). 

 

  

(a)                                                                                           (b) 

Fig. 7. Hologram computation time: (a) without any speed improvement technique, and  

(b) with shared memory on GPU, GPU level adaptive load balancing and node level load distribution. 
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(a)                                                                                        (b) 

Fig. 8. Reconstructed color 3D objects with different depths:  

(a) focused on the left character, (b) focused on the right character. 

 

  

(a)                                                                           (b) 

Fig. 9. Hologram computation time for (a) 745M and (b) 1.80G pixel counts. 

5. Conclusion 

We have built a GPU based hologram computation cluster 

hosting 32.5 Tflop/s computing power and 10 Gbps internal 

network bandwidth. Distributed large-pixel-count hologram 

computation has been implemented on the cluster, using shared 

memory on GPU, GPU level adaptive load balancing and node 

level load distribution techniques. The speed increases of these 

three techniques have been measured as 1.77, 0.211~0.335 and 

15.3 times respectively, by computing 186M-pixel holograms for 

3D objects with 8k to 16M points and RGB colors. The 

computation speed with all the above three techniques has been 

measured as 39.6 seconds per 187M-pixel hologram for objects 

with more than 500k points and it is 71.4 times faster as 

compared to that without any of the above three techniques. The 

GPU memory limit in computing large-pixel-count holograms 

has been overcome by using the approaches of diffraction limits 

and subdivision of holograms. Computation of 745M-pixel and 

1.80G-pixel holograms has been tested. It took 343 seconds for a 

745M-pixel hologram containing information of 3D object with 

more than 2M color object points by using the GPU cluster, and 

3326 seconds for a 1.80G-pixel hologram containing the same 

amount of object information by using computing node 1 of the 

cluster. 186M-pixel hologram computed with all the above three 

techniques has been successfully reconstructed with our color 

holographic display system, which confirms the correctness of the 

three proposed speed improvement techniques. Distributed 

hologram computation using a GPU cluster has shown strong 

ability in increasing the speed of large-pixel-count hologram 

generation for practical holographic display applications. 

 

Acknowledgement 

This project was funded by HOME2015 Programme of 

A*STAR, Singapore. 

References 

1. C. Slinger, C. Cameron, and M. Stanley, Computer-
generated holography as a generic display technology, 
Computer 38(8) (2005), 46-53. 
http://dx.doi.org/10.1109/MC.2005.260  

2. P.A. Blanche, A. Bablumian, R. Voorakaranam et 
al.,Holographic three-dimensional telepresence using 
large-area photorefractive polymer, Nature 468(7320) 
(2010), 80-83. http://dx.doi.org/10.1038/nature09521  

3. X. Xu, S. Solanki, X. Liang, et al., Full High-Definition 
Digital 3D Holographic Display and Its Enabling 
Technologies, Proc. SPIE 7730(2010), 77301C. 
http://dx.doi.org/10.1117/12.857620  

4. M. Sich, Interactive Holography: Pursuit of a Dream, 
Comput. Sci. Eng. 11(1) (2009), 62-65. 
http://dx.doi.org/10.1109/MCSE.2009.10  

5. M. Lucente, Diffraction-specific fringe computation for 
electro-holography, Ph. D. Thesis, Department of Electrical 
Engineering and Computer Science, Massachusetts 
Institute of Technology (1994). 
http://hdl.handle.net/1721.1/11621  

6. H. Yoshikawa, T. Yamaguchi and R. Kitayama, Real-Time 
Generation of Full Color Image Hologram with Compact 
Distance Look-up Table, in Conference on Digital 

0

100

200

300

400

8 64 512 4096 32768

Time 

(Sec) 

Thousands of object points 
0

1000

2000

3000

4000

8 64 512 4096 32768

Time 

(Sec) 

Thousands of object points 

Thousands 

http://dx.doi.org/10.1109/MC.2005.260
http://dx.doi.org/10.1038/nature09521
http://dx.doi.org/10.1117/12.857620
http://dx.doi.org/10.1109/MCSE.2009.10
http://hdl.handle.net/1721.1/11621


Holography and Three-Dimensional Imaging, Technical 
Digest (CD) (Optical Society of America, 2009), paper 
DWC4. 
http://www.opticsinfobase.org/abstract.cfm?uri=DH-2009-
DWC4  

7. N. Tanabe, Y. Ichihashi, H. Nakayama et al., Speed-up of 
hologram generation using ClearSpeed Accelerator board, 
Comput. Phys. Commun. 180(10) (2009), 1870-1873. 
http://dx.doi.org/10.1016/j.cpc.2009.06.001  

8. T. Shimobaba, T. Ito, N. Masuda et al., Fast calculation of 
computer-generated-hologram on AMD HD5000 series 
GPU and OpenCL, Opt. Express 18 (10) (2010), 9955-9960. 
http://dx.doi.org/10.1364/OE.18.009955  

9. H. Kang, F. Yaras, and L. Onural, Graphics processing unit 
accelerated computation of digital holograms, Appl. Opt. 
48(34) (2009), H137–H143. 
http://dx.doi.org/10.1364/AO.48.00H137  

10. N. Takada, T. Shimobaba, H. Nakayama, et al., Fast 
high-resolution computer-generated hologram 
computation using multiple graphics processing unit 
cluster system, Appl. Opt. 51(30) (2012), 7303-7307. 
http://dx.doi.org/10.1364/AO.51.007303  

11. Y. Pan, X. Xu, S. Solanki et al., Fast CGH computation 
using S-LUT on GPU, Opt. Express 17 (21) (2009), 18543-
18555. http://dx.doi.org/10.1364/OE.17.018543  

12. Intel, Intel Xeon processor E7-8800 Series, (Intel, 2011). 
http://download.intel.com/support/processors/xeon/sb/xeon_
E7-8800.pdf  

13. Wikipedia, Comparison of Nvidia graphics processing 
units, (Wikipedia, 2012) 
http://en.wikipedia.org/wiki/Comparison_of_Nvidia_graphi
cs_processing_units  

14. nVidia, NVIDIA CUDA C  Programming Guide Version 
4.2, (nVidia, 2012). 
http://developer.download.nvidia.com/compute/DevZone/do
cs/html/C/doc/CUDA_C_Programming_Guide.pdf  

15. P. Hilaire, S.A. Benton, M. Lucente, et al., Electronic 
Display System for Computational Holography, Proc. SPIE 
1212(1990), 174-182. http://dx.doi.org/10.1117/12.17980  

16. Y. Pan, X. Xu, X. Liang, et al., Large-pixel-count hologram 
data processing for holographic 3D display, Proc. SPIE 
8644(2013), 86440F, http://dx.doi.org/10.1117/12.2001989  

17. X. Xu, X. Liang, Y. Pan et al., Development of full-color 
full-parallax digital 3D holographic display system and its 
prospects, Proc. SPIE 8644(2013), 864409, 
http://dx.doi.org/10.1117/12.2002388  

http://www.opticsinfobase.org/abstract.cfm?uri=DH-2009-DWC4
http://www.opticsinfobase.org/abstract.cfm?uri=DH-2009-DWC4
http://dx.doi.org/10.1016/j.cpc.2009.06.001
http://dx.doi.org/10.1364/OE.18.009955
http://dx.doi.org/10.1364/AO.48.00H137
http://dx.doi.org/10.1364/AO.51.007303
http://dx.doi.org/10.1364/OE.17.018543
http://download.intel.com/support/processors/xeon/sb/xeon_E7-8800.pdf
http://download.intel.com/support/processors/xeon/sb/xeon_E7-8800.pdf
http://en.wikipedia.org/wiki/Comparison_of_Nvidia_graphics_processing_units
http://en.wikipedia.org/wiki/Comparison_of_Nvidia_graphics_processing_units
http://developer.download.nvidia.com/compute/DevZone/docs/html/C/doc/CUDA_C_Programming_Guide.pdf
http://developer.download.nvidia.com/compute/DevZone/docs/html/C/doc/CUDA_C_Programming_Guide.pdf
http://dx.doi.org/10.1117/12.17980
http://dx.doi.org/10.1117/12.2001989
http://dx.doi.org/10.1117/12.2002388

