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Abstract—Life-logging applications generate a vast amount of 

personalized data that provides vital insights into the user’s 

daily life. One such key insight is the people whom the user has 

come across/interacted with during regular life. This can be 

obtained from the faces extracted from images acquired by a 

wearable life-logging camera. However, manual inspection and 

tagging of the life-logging images is cumbersome and highly 

subjective. Therefore, in this paper, a fully automatic method 

to extract and cluster the faces from the images obtained from 

a life-logging camera is designed and evaluated. It is shown 

that such a practical system designed using commercial off-the-

shelf devices and commercially available face recognition APIs 

is able to obtain human like precision, while the recall may be 

lower compared to human performance.  

Keywords-face clustering; life-logging; face recognition; 

image processing; wearable camera 

I.  INTRODUCTION 

The advent of wearable sensors has enabled convenient 
and continuous acquisition of personalized data that 
represents user activities and interactions over regular daily 
life. This in turn has led to applications in the areas of life-
logging/quantified self. Commercial life-logging devices (e.g. 
SenseCam and Narrative Clip) come with cameras that are 
capable of acquiring periodic images automatically over the 
course of an entire day. These images create a digital 
replicate of the user’s life-experience and may provide vital 
insights into the daily activities and interactions [1, 2]. 
However, gaining insights from the lifelog data is not trivial. 
A prerequisite of insight finding is a set of powerful and 
efficient computational methods that extracts semantics from 
the lifelogging data [3].  

One of the most important aspects of such semantics is 
the people that the users’ come across as part of their regular 
life. The presence of human in the lifelog is particularly 
interesting because they are closely related to the user’s 
social life and socializing activities. Applications can be built 
to make use of such information for various recreational and 
clinical purposes [4, 5]. In this regard, automatic methods to 
detect, extract, identify and cluster the human faces from the 
acquired images are being explored. Recent advances in 
image processing and machine learning have produced 
significant improvements in the area of face-detection, 

recognition, verification and clustering [6, 7]. Several 
commercial entities provide application programming 
interfaces (APIs, e.g. Kairos Inc., Clarifai Inc., Microsoft Inc. 
etc.) that claim to perform these tasks efficiently. However, 
their performance has not been tested on lifelog images. In 
fact, there are a few challenges in conveniently extracting 
this information out of the lifelog images. 

 The presence of artifacts due to motion, orientation, 
lighting etc. renders a subset of the images unusable. 

 Manual inspection of all the images is cumbersome 
and suffers from subjective variations. 

In addition, these methods and APIs do not directly 
address the issue of identifying all the unique faces in a set of 
images and then clustering the images that contain the same 
person’s face together. Such a clustering finds application in 
many areas like summarization of life logging, gaming and 
context inference. 

In this paper, we have designed and evaluated a system 
that can automatically extract the unique faces in the life-
logging images acquired from a commercial wearable 
camera and reliably cluster the images containing the same 
person’s face. 
The key contributions in this paper are: 

 A heuristic solution is developed, that leverage on 
the performance metrics provided by commercial 
image processing APIs for the task of face detection, 
and recognition. 

 By using this fully automatic method, it is shown 
than one can obtain a reliable clustering of the 
images (precision = 100%, recall =48%), while 
simultaneously reducing the number of operation in 
the server. 

 The performance of our fully automatic method is 
compared against that of 3 three human raters who 
independently performed the task of detecting, 
recognizing, verifying the faces in the acquired 
images and also the eventual clustering of images for 
each unique person identified in the images. The 
results indicate that in comparison to human 
performance, our approach has lower recall ability (it 
leaves out some images containing a person), but its 
precision can come close to that of human 
performance (the identified clusters are very pure). 
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II. SYSTEM OVERVIEW  

A. Design Goals 

The broad motivation behind developing this image 
clustering system is to reduce the manual effort involved in 
reviewing and tagging a large set of life logging images 
acquired from different environments. Therefore we proceed 
to develop this system with the following design goals in 
mind,  

 The system should be fully automatic.  

 While it may not always be possible to identify all 
the faces in a given set of images, the system should 
be able to extract the most prominent ones. For these 
purposes, the approach in this paper aims to detect 
the faces with reasonable resolution and viewing 
angle (i.e., directly facing the camera).  

 For our case, the precision of face detection is more 
important than the recall. It is okay to leave out a 
few faces, but when the system reports that a human 
face was detected, the posterior probability 
(confidence) that it is indeed a human face, should 
be high. 

 Similarly when clustering the faces, the purity of the 
cluster (that it belongs to only one individual) is 
more important than identifying all possible face 
clusters.  

 The number of duplicate face-clusters (two face 
clusters belonging to the same person) must be kept 
to a minimum.  

 The amount of images sent to the server for 
detection/verification/identification operations must 
be kept low.  

B. Overview 

 

Figure 1.  System overview. 

Figure 1 represents the overall architecture of the system. 
The image acquisition is done by the wearable lifelogging 

device. The acquired images are transferred to the user’s 
smartphone/PC. After preliminary preprocessing operations 
in the PC (eliminating blurry or blank images and rotating 
the images to a fixed orientation of the camera), the 
remaining images are collated. The application on the 
PC/smartphone communicates with the server to perform the 
face detection, enrolment, recognition and verification 
operations. During each of the above image processing 
operations, the server returns some performance metrics (Eg 
confidence) along with the results. The application on the 
smartphone/PC then uses these performance metrics along 
with our heuristics to reliably identify the face clusters. 

III. SYSTEM DETAILS 

A. Image Acquisition 

A commercially available life logging camera Narrative 
Clip 1 (as shown in Figure 1) is used in this study. The 
device weights 70 grams, and has a field-of-view of 70 
degree. It has gyroscope sensor and is capable of acquiring 
images at preset intervals (2 images/min in this study). Five 
users were asked to wear this device while performing 
his/her daily normal activities like commuting to the food 
courts, restaurants, have food, and other entertainment places 
(like amusement parks). While they were free to clip it on to 
any convenient position, they were asked to wear it such that 
the camera points forward. A total of more than 7 thousand 
images were captured. As expected, a notable portion of the 
images are blur, out of focus and jittery in nature, because of 
movement of both the target and the capturing device. These 
are in addition to the traditional problems with faces images, 
such as vast differences in illumination conditions, 
expressions, poses and occlusions. 

B. Image Pre-Procesing 

The acquired images along with the gyroscope data are 
transferred to the PC/smartphone. The images are rotated to 
the correct orientation using the gyroscope information, 
which is basically the gravity direction.  The blank and 
blurry images were then removed using thresholds on the 
quality and edge detections, resulting in a total of 3254 
refined images. These refined images are the passed to the 
face detection module.  

C. Face Detection and Selection 

The preprocessed images are first sent to the server for 
storage and face-detection. We have tried to the viola-Jones 
face detection algorithm (available in the OpenCV library) 
with training on our database, similar to what has been used 
in [8]. These approached could detect a total of 364 faces but 
a manual inspection showed that the performance in terms of 
precision and recall were not satisfactory. Next, we tried the 
commercial API provided by Kairos Inc. [9], which detected 
a total of 875 faces. The detected faces (co-ordinates of the 
face bounding box) are returned by the server. After 
extracting the faces from the original images, these faces are 
first checked for quality. The server provides the confidence 
and a quality metric for each detected face. The quality 
metric of the face is lower if the face is not directly facing 
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the camera (rotation effects) or if the image suffers from 
motion blur and other artefacts. In order to eliminate 
spurious and irrelevant face images, only the images that 
satisfied c) on the confidence and 

q) on the quality metric were selected. 

c q) are chosen empirically as shown 
in the next section.  All the images acquired are of a fixed 
resolution (2592x1944 pixels). Therefore, as an additional 
condition, only the faces that occupy at least 150 pixels in 
terms of height and at least 150 pixels in width were selected. 
The application on the smartphone/PC automatically selects 
the images that satisfies the following condition 

Conf. c ) AND (Quality >q) And (Min dimension > 150) (1)  

D. Face Enrolment, Recognition and Clustering 

Once the high quality face images are selected, there are 
interesting face matching and recognition algorithms that can 
be adopted to cluster the images containing each of the 
unique faces [10, 11]. In this paper two different approaches 
are considered keeping the design goals in mind. 

A naïve method to cluster these images would be to 
consider all possible pairs of face images and ask the server 
module to verify if a given pair of face images belongs to the 
same person. For example, the commercial API from Kairos 
Inc. (https://www.kairos.com/docs/api/#post-verify) allows 
us to perform such verification. While this seems 
straightforward, it involves a significant amount of calls to 
the server (which in turn costs money to the user). For 
example if there are 500 face images, there are 500*499/2 
pairs of faces that need to be compared. Hence this naïve 
method would imply 500*499/2 API calls to the server to 
verify the all possible pairs of face images. The number of 
API calls would increase exponentially when more and more 
faces are added. Hence, this approach was deemed un-
scalable and abandoned. 

To minimize the number of calls to the server, a different 
approach is adopted in this paper. Let us assume that there is 
a set of N images after pre-processing, from which F face 
images have been selected using Eq 1. First the F face 
images that were extracted from the preprocessed images 
were enrolled to the face processing module in the server. 
Commercial APIs from Kairos Inc. for example 
(https://www.kairos.com/docs/api/#post-enroll), allow such 
enrolment and also permit for incremental enrolment of the 
newly detected faces. The server module may create a 
dedicated face recognition model from the enrolled face 
images (Eg. The recognition API of Kairos Inc. is available 
at https://www.kairos.com/docs/api/#post-recognize). Now 
each of the F face images is sent to the server to recognize 
the face in the enrolled images. Thus in one API call, the list 
of all images in which the given face was recognized is 
obtained along with a confidence of recognition. Then a 
threshold on this confidence metric is determined empirically 
to improve the precision of detection by trading off the 
ability to recall all possible images containing a given face.  

Another task that comes along with this approach is the 
need to merge duplicate clusters that come as a result of the 

multiple face images of the same person. For example, if f1 
was sent to the server and the server identified that face 
images similar to f1such as {f2, f3, f4, f5} are found in the 
enrolled images. This set of faces then forms the face cluster 
FC1 = {f1, f2, f3, f4, f5}. But it is possible that some other 
face images belonging to the person in f1 were not clustered 
into FC1 since they did not meet the thresholds on 
confidence and quality. For example, there might be another 
face image f6 (acquired in a different environment/time 
compared to f1) which also belongs to this person and when 
f6 is sent to the server, it might form another cluster FC2 = 
{f2, f3, f4, f6, f7}. Thus FC1 and FC2 are duplicate clusters 
that belong to the same person. In this case, FC1 and FC2 
will have an overlapping set of images and these clusters 
should be merged. Such a merging is performed by looking 
at the percentage (determined empirically) of overlapping 
images between the FC1 and FC2.  

IV. PERFORMANCE EVALUATION 

In this section, the performance of image clustering using 
the automatic approach described above is evaluated and 
compared with that of a manual approach. We also 
demonstrate how were the various thresholds (mentioned in 
the earlier sections) determined based on a representative 
dataset that was collected in the real-life user study 
mentioned in Section III-A. 

A. Evaluation Metrics 

To compare the performance we define the following 
performance criteria. 

1) Metrics for face detection:  

a) Face Precision (PFD): Percentage of images that 

actually contain a face (determined by manual inspection), 

among the images that were detected by the API as a face.  

b) Face Recall (RFD): Percentage of unique faces that 

were detected among the total number of unique faces 

present in the images (determined by manual inspection). 

2) Metrics for face clustering:  

a) Number of face clusters(NFC): The total number of 

face clusters detected (at least 2 images in a face cluster).  

b) Duplicate clustering (DFC): The total number of 

duplicate clusters among those detected. Two clusters are 

said to be duplicates if they correspond to face images of the 

same person. 

c) Overall clustering Precision (PFC): Percentage of 

clusters that contained images belonging to only one person 

among all the clusters detected. 

d) Individual clustering recall (RFC): The percentage of 

images that were clustered together as belonging to an 

individualamong the total number of images that actually 

contained the face of the person (determined by manual 

inspection). 

e) Average clustering recall (Avg.RFC): The mean 

value of RFC obained over all the clusters that were detected. 
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B. Manual Face Clustering 

The pre-processed images were first inspected manually. 
Three independent human evaluators performed the tasks of 
detecting each faces within the set of images, determining 
the set of unique faces and clustering all the images that 
contained each unique face. Evaluator 1 was instructed to 
identify faces of ‘good’ quality alone that appeared more 
than once and cluster them into groups. Evaluator 2 and 
Evaluator 3 were asked to independently identify all possible 
faces and cluster them. A fourth independent evaluator then 
went through the final clustering results provided by 
Evaluator 2 and Evaluator 3 and reconciled the differences 
between them. The final results provided by this fourth 
evaluator were considered to be the ground truth for 
purposes of performance comparison. Based on the manual 
face clustering performed by the evaluators, all the 
performance metrics that were described earlier were 
calculated. The results from this manual evaluation are 
summarized in Table I. These results highlight that the 
reliability of the manual approach is affected by inter-rater 
variability. 

TABLE I.  SUMMARY OF MANUAL FACE CLUSTERING PERFORMANCE. 

Evalua

tor 

Performance metrics * 

PFD 

% 

RFD 

% 
NFC DFC 

PFC 

% 

Avg.RFC 

% 

1 100 18.6 34 0 100 - 

2 100 68.6 53 1 100 89.7 

3 100 96.2 71 2 100 88.8 

4 100 100 72 0 100 100 

* PFD –Precision of face detection, RFD –Recall of face detection, NFC –

Number of face clusters, DFC –Duplicate face clusters, PFC –Precision of face 
clustering, Avg.RFC –Average recall of face clustering. 

C. Automatic Face Clustering 

After determining the ground-truth by manual inspection 
as indicated above, the performance of our heuristic 
approach was evaluated to see if it matches the performance 
of human inspection. First the face detection performance 
was evaluated. In this step, PFD was evaluated for various 
values of confidence and quality parameters. Based on our 
results, a threshold of 0.99 was chosen for the confidence 
and a threshold of -1.5 was chosen for the quality metric. 
With this parameter setting, a 100% precision was obtained 
for automatic face detection. At these parameter settings, it 
was also found that the automatic face recognition (using 
Eq1) detected 440 faces from 77 individuals (human 
recognition identified 201 individuals) resulting in a low 
recall rate of ~41%. A total of 435 face images were rejected 
as they did not satisfy Eq1. Lower values for the confidence 
threshold improved the recall rate but it affected the 
precision. Since our design goal is to maximize the precision, 
these threshold settings were deemed to be suitable. 

There were a total of 440 face images (corresponding 77 
unique individuals) that were selected based on the above 
criteria. Then the corresponding images from where these 

faces were extracted were enrolled into the webserver. Now, 
each of the 440 face images were sent to the server which 
recognized the presence of a given face in the images and 
returned a confidence value if it considered that an enrolled 
image contained the given face.  

Confidence thresholds between 60% and 96% (in steps of 
2%) were chosen and if a given face image appeared in more 
than two of the enrolled images, they were selected and 
stored separately (in a folder/database). Since it is possible 
that many face images may belong to the same person, now 
it is necessary to merge the folders that contain similar sets 
of images. The percentage of images that overlap between 
two clusters in order to be merged together was varied 
between 5% and 50%, insteps of 5%.  

 

 
Figure 2.  Trade-Off between precision and recall for difference values of 

confidence threshold.  

 

 

Figure 3.  No of unique face clusters as a function of confidence. 

A low value of the confidence threshold would introduce 
errors where images containing faces that belong to different 
persons may be clubbed together, thereby reducing the 
clustering precision. A high value on the other hand may 
introduce the possibility that some of the images that contain 
the face being recognized are left out, resulting in low recall.  

Similarly, a low value of the overlap threshold would 
open the possibility that two folders that belong to different 
persons but still contain overlapping images to be merged. 
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This may result in impure clustering of the images. A very 
high value on the other hand could imply the presence of 
duplicate clusters for the same person since the high overlap 
threshold for merging could not be met. 

The face clustering performance metrics were evaluated 
for several setting of the confidence threshold and overlap 
threshold. Suitable values for these thresholds were thus 
determined empirically. Figure 2 provides the trade-off 
between precision and recall with respect to the confidence 
threshold, obtained for a fixed vale of overlap threshold. 
Figure 3 provides the number of unique face clusters for 
different values of confidence thresholds. At lower values of 
confidence threshold, the number of face clusters due to the 
presence of impure clusters where face images of many 
persons is clubbed together. Thus initially there is an 
increase in the number of face clusters as confidence 
increases. But if the confidence threshold is set too high, 
certain face images are unable to be paired with other faces 
of the same person and hence a cluster is not formed the 
person at all. Hence, the number of face clusters drops for 
much higher values of confidence threshold.  

Figure 4 provides the variation in the number of duplicate 
clusters for different values of overlap threshold. This figure 
was obtained for a fixed value of confidence threshold (74%). 
At this confidence threshold, about 24 face clusters 
corresponding to a total number of 20 unique persons were 
formed. However, when the overlap threshold for merging is 
higher, the duplicate clusters are unable to be merged into a 
single cluster. At the lower values of this threshold, these 
duplicate clusters get eliminated. It may also be noted that 
the manual clustering approach produced about 72 face 
clusters. 

 

 
Figure 4.  No of duplicate face clusters as a function of overlap threshold. 

Based on our empirical evaluations, we found that a 
confidence threshold between [0.68 0.72] and a overlap 
threshold between [10%  20%] has the ability to achieve our 
design goals of maximizing the precision of the cluster, 
while still retaining reasonable recall value and low number 
of duplicate clusters.  

V. CONCLUSION 

In this paper, we designed and evaluated a heuristic 
solution that can automatically extract and cluster the faces 
from life-logging images obtained via a commercial off-the-
shelf life logging camera. Based on a user study involving 5 
users, the life-logging images were acquired under regular 
daily life conditions. Manual inspection of these images were 
performed by 4 human evaluators and this showed that inter-
evaluator variability limits the reliability of the manual 
approach apart from other practical difficulties encountered 
in inspecting a large set of life-logging images. The 
performance of the automatic approach was then evaluated 
and compared to the manual approach. We show that by 
carefully choosing the parameters such as the confidence of 
face detection, quality of faces, confidence of face 
recognition and the overlap of image clusters, it is possible to 
obtain a precision that matches humans by trading off the 
ability to recall all the face images of a person. Such a 
system may be useful for many life-logging/quantified-self 
applications. In the future we plan to extend this work to 
cluster lifelogging images based on places and objects. 
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