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Abstract— This paper proposes a deep learning 

image segmentation method for the purpose of 

segmenting wound-bed regions from the background. 

Our contributions include proposing a fast and efficient 

convolutional neural networks (CNN)-based 

segmentation network that has much smaller number of 

parameters than U-Net (only 18.1% that of U-Net, and 

hence the trained model has much smaller file size as 

well). In addition, the training time of our proposed 

segmentation network (for the base model) is only about 

40.2% of that needed to train a U-Net. Furthermore, our 

proposed base model also achieved better performance 

compared to that of the U-Net in terms of both pixel 

accuracy and intersection-over-union segmentation 

evaluation metrics. We also showed that because of the 

small footprint of our efficient CNN-based segmentation 

model, it could be deployed to run in real-time on 

portable and mobile devices such as an iPad. 
 

I. INTRODUCTION 

Segmentation is the process of attempting to extract and label 

object(s) of interest from the background. This is akin to a pixel-

wise classification task where each pixel in the input image will be 

assigned a label corresponding to the category or class of the 

objects to be identified in the images.  Segmentation is an active 

area of research in medical image analysis [3]. In the past, the 

research has focused on applying traditional machine learning 

approaches such as Bayesian and Random Forest based classifiers 

and Support-Vector-Machines to perform segmentation [5, 11]. In 

recent years, the use of deep learning in segmentation [3] has been 

gaining much attention due to Long et. al. in 2014 [8] who first 

demonstrated the application of fully convolutional networks 

(FCN) to perform end-to-end segmentation of natural images and 

has shown significant improvement in segmentation results. In 

essence, Long et. al. [8] popularized the use of end-to-end 

convolutional neural networks (CNN) for semantic segmentation 

and demonstrated the use of imagenet pretrained networks (e.g. 

AlexNet, VGG, GoogleNet) for segmentation purpose via fine-

tuning by removing the fully connected layers and replacing by 

only convolutional layers. Here, the upsampling of learned low 

resolution semantic feature maps is performed using 

deconvolutions. However, upsampling (even with deconvolutional 
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layers) produces coarse segmentation maps because of pooling 

which results in loss of information.  

Pooling increases the field of view and is able to aggregate the 

context while discarding the location information. However, good 

segmentation requires exact alignment of the class objects and thus 

requires the location information to be preserved. Therefore, the 

solution here is to introduce shortcut or skip connections from 

higher resolution feature maps. More specifically, the up-sampled 

feature maps are summed with feature maps skipped from various 

resolution levels on the contracting path (which varies in 

coarseness of semantic information). Long et. al.’s [8] proposed 3 

different segmentation models (in increasing computational 

complexity) with different output segmentation map size at 

decoder module, namely: FCN-32s, FCN-16s, and FCN-8s. These 

are output segmentation maps at a factor of 32, 16, and 8 times that 

of the input image size and they are then up-sampled by 32, 16, 

and 8 times to obtain the final predicted segmentation map (that is 

the same size as the input image).  

The original FCN [8], despite upconvolutional layers and a few 

skip connections, produces coarse segmentation maps due to the 

need to upscale by 32, 16, or 8 times (depending on the FCN 

model used). Therefore, in SegNet [1], the authors introduced more 

skip connections. However, instead of copying the encoder 

features (just like in FCN), indices from max pooling are copied. 

The indices at each max-pooling layer in encoder are stored and 

later used to upsample the corresponding feature map in the 

decoder by unpooling it using those stored indices. This eliminates 

the need for learning to upsample. The upsampled maps are sparse 

and are then convolved with trainable filters to produce dense 

feature maps. This makes SegNet more memory efficient than 

FCN and improves the segmentation resolution. While this helps to 

keep the high-frequency information intact, it also misses 

neighboring information when unpooling from lower resolution 

feature maps.  Separately, in medical image analysis, the most 

well-known of these novel CNN architectures for segmentation is 

U-Net by Ronneberger et al. in 2015 [10]. The U-Net deep neural 

network model is basically a convolutional auto-encoder, but with 

skip connections from encoder layers to decoder layers that are on 

the same corresponding level. Here, the U-Net uses a combination 

of four equal amount of upsampling and downsampling layers. 

Also, the U-Net combines learned upsampling layers with skip 

connections between opposing convolution and deconvolution 

layers. In contrast to FCN, the up-sampled feature maps are 

combined with feature maps skipped from various resolution levels 

on the contracting path (i.e. encoder) in the U-Net architecture. In 

[10], results were shown for segmentation of neuronal structures in 

EM stacks and cell segmentation in light microscopy images.  



The authors in [12] proposed a deep CNN network for 

automatic wound segmentation. Their CNN network contains both 

an encoder block with 5 encoding layers followed by a decoder 

block with 4 decoding layers (but without skip connections). The 

authors were able to obtain very good pixel accuracy score but yet 

relatively much poorer mean intersection-over-union scores. A 

CNN-based segmentation network similar to [12] was also 

reported in [9] for segmenting wound.  In [6], the authors proposed 

a deep learning neural network for wound segmentation where the 

backbone of their networks comprises of the 13 convolution layers 

of MobileNet [4]. They upsampled the output of the last 

convolutional layer and fused the output of the previous 

convolutional layer before pooling. Finally, the fused result is 

upsampled 16 times to ensure that the output and input have the 

same resolution. The segmented wound output by their neural 

network is then corrected with post-processing steps including: (a) 

fill holes; (2) remove minor noise; (3) wound correction based on 

skin detection. Because of the direct upsampling by 16 times at the 

output (similar to FCN-16s), their segmented wound region is 

coarse and could not produce fine-grained segmentation. The 

authors tried to alleviate this problem with post-processing but the 

success of these post-processing algorithms are data dependent. 

Similar problems exist for the work on wound segmentation 

reported in [7] which uses a similar MobileNet-adapted 

segmentation network as in [6].  
 

II. PROPOSED SEGMENTATION ALGORITHM 
 

A. Pre-processing the input training data 

We performed simple data pre-processing on the input data 

before feeding to them to the training network. Here, we performed 

data centering and normalization by using z-score, as follows: 
 

𝑧 = (𝑋 − 𝜇) 𝜎⁄  (1) 
 

where X is the input data of each channel, μ is the mean of X, and σ 

is the standard deviation of X. The normalized training images are 

then fetched as input to the CNN-based segmentation network 

(instead of the original raw images).  
 

B. Proposed CNN-based segmentation network 

Our proposed wound-bed segmentation algorithm is a deep 

learning CNN-based segmentation architecture with deep 

convolutional neural networks (CNN) and with encoder-decoder 

architecture for segmentation. The encoder-decoder architecture 

coupled with a deep CNN classifier helps to segment out the 

wound bed (regarded as the “foreground” regions) from the 

background (See Figure 1). Our proposed network consists of an 

encoder block and a decoder block. The encoder block consists of 

a contracting path made up of down-sampling layers to capture 

context and features, while the decoder block consists of a 

symmetrical expanding path made up of up-sampling layers that 

preserves the precise localization to aid in pixel-wise segmentation. 

We used 5 down-sampling layers and thus also 5 up-sampling 

layers in our deep learning network (note that U-Net uses similar 

strategy but it only has 4 down-sampling layers and 4 up-sampling 

layers), and there are skip connections from encoder layers to 

decoder layers that are on the same corresponding resolution level. 

The up-sampled feature maps are concatenated with encoder 

feature maps skipped from corresponding resolution levels on the 

contracting path at every resolution level to form a ladder-like 

structure. The skip-concatenation connections allow the decoder at 

each stage to learn back relevant features that are lost in the 

encoder during down-sampling stage. Our segmentation network 

can thus be trained from end-to-end.  

We designed our segmentation network by applying a stack of 

depthwise separable convolutions [2]. This is different from U-Net 

[10] where conventional standard convolutional filters are utilized. 

Depthwise separable convolution consists of a depthwise 

convolution followed by a pointwise convolution (1×1 

convolution). In depthwise convolution, convolution is performed 

independently for each of the input channels. As such, depthwise 

convolution significantly reduces the computational cost by 

omitting convolution in the channel domain. The pointwise 

convolution (a convolution with a kernel size of 1x1) is then used 

to combine the features created by the depthwise convolution.  

The architecture of our proposed segmentation network is 

shown in Figure 1. Each “Depthwise separable convolution” block 

consists of the following operations: depthwise convolution, batch 

normalization, rectified linear unit (ReLU) activation, pointwise 

convolution, batch normalization and rectified linear unit (ReLU) 

activation. Unless otherwise specified, the convolution filters used 

are 3x3 filters. Similarly, unless otherwise specified, the strides 

used for the convolution filters are just 1x1 (in both x and y 

directions). The “depthwise separable convolution with strides 

2x2” block in encoder part of the network consists of depthwise 

separable convolution operations performed with strides of 2x2 

(this specifies the strides of the convolution along the height and 

width of the input), thus effectively down-sampling the layers by 2 

in both directions.  In this regard, we do not employ pooling 

explicitly in our CNN-based segmentation model (in contrast to 

max poolings being used in both FCN and U-Net).  

 

Figure 1: Proposed segmentation network. 
 

The “up-sampling” block in decoder part of the network 

consists of transposed 2D convolutions with strides of 2x2. Note 

that although not specifically drawn in the architecture block 

diagram, we have added a dropout layer after every “depthwise 

separable conv” block. We have used a dropout rate of 0.2 here.  

Our network has 2 parameters, called “alpha” and “alpha_up”, 

in both the encoder module and the decoder module respectively, 

to control the number of filters used and hence provides a trade-off 

between speed and accuracy. We will call the segmentation 

network model with both “alpha” and “alpha_up” equals to 1.0 as 

the “base model”. We could reduce “alpha” and “alpha_up” to 



reduce the number of parameters used in the trained model and 

hence also reduces the training computational time (as well as the 

prediction time).  

The initial number of filters being used in the first resolution 

level of the encoder module is equal to the integer value of alpha 

multiplied by 32. The number of filters is then increased by a 

multiple of two for each subsequent resolution level. That is to say, 

the number of filters used for each decreasing resolution level in 

the encoder module is equal to “alpha” multiplied by (32, 64, 128, 

256, 512) respectively. Similarly, in the decoder module, the 

number of filters being used at each corresponding increasing 

resolution level is equal to “alpha_up” multiplied by (512, 256, 

128, 64, 32) respectively. If input image of size 224x224 pixels has 

been used, then after the first “conv with strides 2x2” block, the 

layer size would have been down-sampled by 2 to become 

(112,112) pixels. Similarly, after each “Depthwise separable conv 

with strides 2x2” block, the layer size would have been down-

sampled by 2 to become (56,56), then (28,28), (14,14) and finally 

(7,7) pixels at the coarsest resolution.  Sigmoid activation function 

has been used in our network to make sure that mask pixels are in 

[0,1] range at the end of the network for classification purpose.  

To see the significance of using depthwise separable 

convolutions, let us denote H and W be the spatial height and 

width of the output feature map, N denotes the number of input 

channels, K denotes the spatial size (same for both width and 

height) of the convolutional kernel, and M denotes the number of 

output channels. The computational cost of standard convolution 

(performed on both spatial and channel domain) will then be equal 

to HWNK²M. Thus, it can be seen that the computational cost of 

the standard convolution is proportional to: (a) the spatial size of 

the output feature map (HxW), (b) the spatial size of the 

convolution kernel (KxK), (c) the numbers of input and output 

channels NxM. In contrast, the depthwise separable convolution 

performs convolution in spatial and channel domains 

independently. In the case of depthwise separable convolution, the 

computational cost will then be equal to HWNK² (depthwise 

convolution) + HWNM (pointwise convolution). This factorization 

of the convolution operations significantly reduces the 

computational cost from HWNK²M (in the case of standard 

convolution) to HWN(K² + M) (in the case of depthwise separable 

convolution). For a convolutional kernel size of K=3 and where M 

is generally much greater than K² (or 9), the computation cost will 

reduce to approximately 1/9. By adopting the depthwise separable 

convolution method, it is possible to reduce the computation cost 

and the size of the model to a considerable degree as compared 

with standard convolution.  
 

C. Data augmentation and training 

During training, we augment the input data using random 

flipping, rotations, and random cropping. We use binary cross-

entropy as the loss function to train the model from scratch. The 

weights are updated by stochastic gradient descent (SGD) 

optimizer, with an initial learning rate of 0.1 and then 

progressively dropped as the epoch increases.  
 

D. Mobile application running on iPad 

Because of the small footprint of our proposed segmentation 

model, it is possible to deploy the prediction stage (to perform 

segmentation) into portable and mobile devices, such as an iPad 

running iOS. The training stage could be performed on a high 

performance PC offline and hence high computational costs for 

training is not an issue for our application here. We have 

successfully converted our trained segmentation model into 

Apple’s CoreML model for running on an iPad.  
 

E. Segmentation Evaluation Metrics 

Similar to [8, 10], we report the Intersection over Union (IOU) 

metric commonly used for segmentation evaluations. We also 

report the pixel accuracy metric used in [8]. These segmentation 

evaluation metrics are given by:  

(1) Pixel accuracy:  
 

𝑎𝑐𝑐 = ∑ 𝑛𝑖𝑖𝑖 ∑ 𝑡𝑖𝑖⁄  (2) 
 

where nii is the number of correctly classified pixels (i.e. number of 

pixels of class i predicted to belong to class i), and ti is the total 

number of pixels of class i (Note that 𝑡𝑖 = ∑ 𝑛𝑖𝑗𝑗 ).  

(2) Mean intersection-over-union (IOU):  
 

𝑖𝑜𝑢 = (1 𝑛𝑐𝑙⁄ )∑ (𝑛𝑖𝑖 (𝑡𝑖 + ∑ 𝑛𝑗𝑖𝑗 − 𝑛𝑖𝑖)⁄ )𝑖  (3) 
 

where ncl is the number of classes, and nji is the number of pixels 

of class j predicted to belong to class i.  
 

F. Dataset 

Our dataset of chronic wound images was collected from 

patients in local hospitals and with the approval of the institutions’ 

Institutional Review Board. The dataset has a total of 583 wound 

images. Here, we used 467 images (approximately 80% of total 

images) for training and the other 116 images (approximately 20% 

of total images) for testing. To obtain the ground truth or 

annotation of the wound-bed in the wound images, we adapted our 

proprietary ground-truth marking tool for such purpose. This 

ground-truth marking tool is then provided to a nurse to perform 

annotation of the wound-bed region and double-checked by 

another nurse.  
 

III. RESULTS 

The training data (consisting of 583 optical color images) has 

been split into a training-validation ratio of 0.2 when performing 

the training of the deep neural network. We train our dataset by 

scaling them to 224x224 pixels. Our model is trained for 300 

epochs from scratch using a single NVIDIA Titan X (Pascal) GPU 

and this requires about 45 minutes when alpha = 1.0 (i.e., when 

“alpha” and “alpha_up” used are both equal to 1.0). The resultant 

trained model has a file size of about 45.6 MB, and the total 

number of parameters is about 5.6 Millions.  

If we train our model using alpha = 0.75 (i.e., when “alpha” and 

“alpha_up” used are both equal to 0.75) for 300 epochs from 

scratch using the same NVIDIA Titan X (Pascal) GPU, the training 

time is about 40 minutes. In this case, the resultant trained model 

has a file size of only 24.3 MB, and the total number of parameters 

is about 3.0 Millions. We also trained the U-Net model using the 

same training and test dataset as well as training parameters (e.g. 

optimizer, learning rate, loss function etc.) for 300 epochs from 

scratch on the same machine and it takes about 112 minutes. The 

U-Net trained model has a file size of about 251 MB and total 

number of parameters is about 31 Millions.  

In Table 1, we have tabulated the results of our proposed 

segmentation network (with alpha = 1.0 and 0.75) and also that of 

the U-Net model for comparison. It can be seen that when alpha = 



1.0 is used, our proposed segmentation model actually gives better 

results (in terms of both pixel accuracy and mean IOU) compared 

to that of the U-Net model. In addition, the training time to 

generate our proposed model is only 45 minutes, versus that of 112 

minutes required to train the U-Net model. Also, our proposed 

segmentation network has much smaller number of parameters 

than U-Net (only about 18.1% that of U-Net). In addition, the 

training time of our proposed segmentation network (for the base 

model) is only about 40.2% of that needed to train a U-Net. (Note 

that while in theory, depthwise separable convolutions is supposed 

to have a computational cost reduction to approximately 1/9, we 

did not achieve that because our implementation has not been 

optimized for running on GPU compared to the readily-available 

optimized standard convolution implementation being used in U-

Net in our experiments.) When alpha = 0.75 is used, our proposed 

segmentation model still gives better results compared to that of 

the U-Net model. Note that our proposed segmentation model and 

U-Net are trained using exactly same training parameters, and 

hence the difference in performance can only be due to the 

difference in their network architectures.   
 

Method Pixel 

accuracy 

Mean 

IOU 

Training 

time (mins) 

Number of 

parameters 

Our model (alpha = 1.0) 0.941 0.869 45 5.6M 

Our model (alpha = 0.75) 0.929 0.845 40 3.0M 

U-Net 0.915 0.813 112 31.0M 

Table 1: Comparison of results.  

For illustrations, Figure 2 shows a set of images where the 

original RGB optical wound image, the ground-truth, and the 

predicted wound-bed produced by our segmentation network are 

displayed side-by-side. Note that in the ground-truth and prediction 

images, the wound-bed region is colored in green while the 

background is colored in black. It can be seen that our proposed 

segmentation network is able to produce fine-grain segmentation 

with visually good segmented wound-bed results as compared to 

the ground-truth.  We have successfully converted our trained 

model to Apple CoreML model to run on an iPad. Our experiments 

show that we could achieve real-time wound-bed segmentation 

because of the small foot-print of our trained segmentation model. 

In contrast, the U-Net trained model requires significantly much 

more parameters (about 31 Million parameters) and a model file 

size of about 251 MB to load into memory, and thus takes longer 

time to segment the wound-bed from an input wound image.  

Figure 3 shows a picture of the result of our segmentation 

model that was run on an iPad. In this picture, the top left corner 

shows the original wound image that has been captured using the 

iPad, while the top right corner shows the segmented result using 

our segmentation model running on the iPad (the orange region is 

the predicted wound-bed region given by our segmentation model). 

The bottom image shows our segmented result over-laid onto the 

original wound image for better visualization and comparison.  

  

  

  
Figure 2: Results of our proposed method. 

 

 
Figure 3: Our segmentation model ran on an iPad. 

 

IV. CONCLUSIONS 

In this paper, we propose a fast and efficient convolutional 

neural networks (CNN)-based segmentation network that has much 

smaller number of parameters than U-Net, and requiring much less 

computational time to train than U-Net as well. We have shown 

that our proposed base model achieves better performance in terms 

of both pixel accuracy and intersection-over-union segmentation 

evaluation metrics compared to that of the U-Net. Finally, we 

demonstrated that because of the small footprint of our efficient 

and light-weight CNN-based segmentation model, it could be 

deployed to run in real-time on portable and mobile devices such 

as an iPad.  
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