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ABSTRACT
The tourism industry is a key economic driver for many cities. To
understand tourists’ traveling patterns can help both public and pri-
vate relevant sectors design and improve their services to serve
tourists better and get additional values from it. The existing ap-
proaches to discover tourists’ traveling pattern focus on small sets
of known tourists extracted from social media or other channels.
The accuracy of the mining result cannot be guaranteed due tothe
small and bias set of samples.

In this paper, we present our system FTT (Finding and Track-
ing Tourists) to identify tourists from public transport commuters
in a city, and to further track their movements from one placeto
another. Our target is a large set of tourists and their trajectories
extracted from public transport riding records, which moreaccu-
rately represent the movements of general tourists. In particular,
we design an iterative learning algorithm to find the tourists among
public transport commuters, and provide interface to answer user
queries on tourists’ traveling patterns. The result will bevisualized
on top of a city map.

Categories and Subject Descriptors
K.4.2 [Computers and Society]: Social Issues; H.4.0 [Information
Systems Applications]: General

Keywords
Public transport; tourist finding; travel pattern; data analytics

1. INTRODUCTION
The tourism industry is a key economic driver for many cities.

Take Singapore, a famous tourist city in Southeast Asia as anex-
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ample. In 2013, Singapore attracted more than 15.6 million foreign
visitors, contributing 23.5 billion Singapore dollar (18.8 billion US
dollar) tourism receipts [8].

To track the short-term stays of tourists and further understand
their moving patterns is rather important for the public andprivate
tourism-related sectors to design and improve their services. For
example, if we know there are many tourists traveling from one
place to another, the public sectors can introduce additional trans-
port services between the two places during holiday seasons, and
the private sectors can offer special tour or ticket packages that in-
clude the both places of interest.

Traditionally, tourists’ travel information was mainly collected
by surveys. In recently years, with the rapid development ofICT,
many researchers try to identify tourists’ traveling pattern from
their GPS data [1] or social media posts [3, 5]. However, there
is gap between those research results and their adoption in practice,
because the small sample size considered may lead high variance
and bias to the real insight. Although most mobile devices are GPS
enabled now and many people are active in different online social
networks, it is still difficult for any entity to convince a large group
of travelers to positively contribute their location data to help to un-
derstand the crowd behaviors of tourists. Also, many tourists, e.g.,
elder people, may not use GPS or Social network. The analysis
result cannot be generalized to the whole population of tourists.

What data are richer to reflect the travel patterns of generaltourists?
Our answer is the public transport data. Public transport isthe first
choice for most tourists in the cities with mature public transport
systems. To know how tourists take buses or subways to travel
around the city, we will surely get insight on the representative
traveling patterns of tourists. On the other hand, due to thepopular-
ity of electric fare payment systems, in most modern cities public
transport traveler’s riding records are trackable. This motivates our
work on leveraging public transport data to track tourists and un-
derstand their moving patterns.

We developed a system, which is named FTT, standing forFinding
andTrackingTourists. The FTT system aims to identify tourists
from public transport commuters, and then to support user queries
to visualize how the tourist crowds travel from one place to an-
other. The core technique for tourist identification was reported
in our previous paper [9]. The key idea is to iteratively learn the
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Figure 1: Architecture of the FTT system

quantified contribution of each MRT1 station for tourist identifi-
cation and the probability of each traveler to be a tourist, starting
with some prior knowledge and a small set labeled data. According
to the identified result, we build OD (Origin-Destination) matrices
of tourists’ public transport riding records, to support interactive
location-based queries and visualize query results, whichare help-
ful to understand the traveling behaviors of tourists.

In this demonstration, we first present the architecture of the FTT
system. Then we showcase how the system can help to reveal some
interesting traveling patterns of tourists in Singapore. Although our
demonstration is based on the public transport data and use cases
in Singapore, it can be generalized for the similar public transport
data in any other city.

The rest of the paper is organized as follows. In Section 2, we
briefly revisit related work. In Section 3 we introduce the archi-
tecture of the FTT system. In Section 4, we demonstrate how the
system works and what the interface looks like, and also showcase
some interesting insights we discovered using the system. Finally,
we conclude this demo paper in Section 5.

2. RELATED WORK
Analyzing tourists’ traveling patterns has been extensively stud-

ied in the community of tourism research. Generally, tourist data
were collected from known sources, such as hotel registrations and
other POI ticketing or registration systems. The analyses are of-
ten statistics based, but useful for tourism planning. In computer
science, especially in the database and data mining communities,
identifying tourists does not attract much research attention. Some
works have been done on top of social media data. For example,[7]
tries to mine the information such as what places are often visited
by tourists and how long time they spend on there from geo-tagged
images in Flickr. Similarly, [10, 6] identifies tourist POIsfrom
Flickr data based on clustering. Those works did not really identify
tourists from the crowd, but rather use the pre-assumed tourist data
to find POIs, though the assumption based on Flickr images is rea-
sonable and accurate to some extent. However, such data set can
hardly represent the majority of tourists, and lack of rich informa-
tion for deeper moving pattern discovery.

1MRT is a subway system in Singapore. Another subway system
is called LRT, which uses light rails and smaller trains and acts as a
feeder service to MRT to serve short distance transport in neighbor-
hoods. To simplify the explanation, we do not distinguish between
the two, and only use MRT to represent the whole subway system
in Singapore.

On the other hand, plenty of work has been done on analyzing
moving patterns based on GPS data, e.g. [2, 11, 4], etc. Intuitively,
such works can be applied to tourists’ trajectories to find interesting
moving patterns. However, again, the problem is that how onecan
collect trajectory data of a large group of tourists.

Our work is from a new and useful angle to study tourists’ be-
haviors, i.e., from public transport data. We did not identify any
similar existing work to find tourists from public transportdata and
study their traveling patterns.

3. SYSTEM

3.1 Overview
The general architecture of the FTT system is shown in Figure

1. There are three main modules in the FTT system. The first mod-
ule is the feature engineering module. Due to the large size of the
public transport data (around 50GB per month), we use a Hadoop
cluster for data storing and feature engineering. By training a small
set of tourists and non-tourists, we identify a set of features that
will be used for tourist identification. The features mainlycontains
the MRT stations and bus stops visited by each commuters, andthe
frequencies they were visited. We program MapReduce tasks to op-
erate on the public transport data, and return the features for each
commuter. The feature data will be pipelined to the main mining
algorithm.

The second module is to mine the public transport riders with
corresponding features to find out tourists. This process iscon-
trolled by a scheduler, which determines how often the mining pro-
cess will be re-executed on the most recent riding records. The
mining result will be stored in a database, and OD matrices will
be constructed on top of the tourist and trajectory database. This
module is the main module of the system, and will be describedin
detail below.

In the last module, a query processor will accept a location-based
query issued by a user, and search the corresponding OD matrix
to return the result. The result will be weighted destinations that
are traveled by tourists from the neighborhood bus stops andMRT
stations of the input location, and also the destinations that would
be co-visited with the input location. Finally, the result will be
visualized on top of a map.

3.2 Tourist Identification
Identifying tourists from all public transport commuters is the

key component of the FTT system. We design a two-phase algo-
rithm for tourist identification. The first phase is the initialization



phase. In this phase, each MRT station is assigned an initialscore
to indicate whether it is more likely to be a destination for tourists
or a destination for locals. Note that we could not simply usethe
attractiveness of each place to tourists, which can be foundin, e.g.,
TripAdvisor, as the initial score. This is because one placethat
is popular to tourists may also be popular to locals. For example,
most tourists will visit Orchard, the main shopping street in Singa-
pore. But given a people who has visited Orchard, we cannot tell
whether she is more likely to be a tourist or a local, as many local
people also visit there. As a result, in our approach, we consider the
popularity of a place to both tourists and locals, in order toassign a
score to it.

In the second phase, we use a small set of manually labeled
tourists to infer the tourists from the general public transport riders.
We iteratively update the scores of MRT stations and the confidence
on each traveler to be a tourist, and finally conclude the decisions.

3.2.1 Phase 1: Initialization
We define the initial score of each MRT station to be the proba-

bility that a commuter is a tourist given that she has visitedthis sta-
tion, i.e.,Pr(t|mi) in which t denotes that a commuter is a tourist
andmi denotes the event that a commuter has visited the station
mi. Instead of directly estimatingPr(t|mi) for each station, which
is not feasible with our data, we re-write it based on Bayes Rule and
estimate the relevant probabilities:

Pr(t|mi) = Pr(t) ·
Pr(mi|t)

Pr(mi)
(1)

In the above equation,Pr(mi|t) is the probability for a touristt
to visit a stationmi, Pr(mi) is the prior probability for anyone to
visit mi andPr(t) is the prior probability for one to be a tourist.

To estimate all these probabilities, we make use of both the EZ-
Link card records and Standard Ticket records in the public trans-
port data of Singapore. EZ-Link card is the pre-paid fare payment
card used for public transport riding in Singapore. Almost all lo-
cal people have EZ-Link cards for long-term uses, and their public
transport ridings are trackable due to the unique EZ-Link IDs for
each card. On the other hand, Standard Ticket is a one-time ticket to
take MRT. From our background knowledge, many Standard Ticket
users are tourists. However, there are also many tourists tend to pur-
chase EZ-Link cards when they stay in Singapore for a couple of
days, as EZ-Link card is more convenient and the fare per rideis
cheaper than Standard Ticket.

Local commuters may also use Standard Ticket occasionally.
One of the main reasons that a local commuter purchases a Stan-
dard Ticket is that she forgets to bring her EZ-Link card or her EZ-
Link card has insufficient fund but she is not able to top it up.We
assume that local people should have the same probability touse
Standard Ticket rather than EZ-Link card at different MRT stations.
For example, people from one station should have the same proba-
bility as those from another station to leave their EZ-Link cards at
home, and thus have to purchase Standard Tickets. Based on this
assumption, without the effect of tourists, the ratio between Stan-
dard Ticket local users to EZ-Link local users should be consistent
across all MRT stations. This ratio, namedθ, is the key parameter
needs to be estimated in order to estimate other probabilities.

Since tourists are much more likely to use Standard Tickets than
locals, the ratio between Standard Ticket users and EZ-Linkusers
will be higher in those stations that attract more tourists.However,
there are more than 100 MRT stations in Singapore, and most of
them are not often visited by tourists. Thus, this ratio willhave a
long-tail effect, i.e., tend to be consistent for a big number of MRT
stations that are not popular to tourists. This point was validated by

Table 1: Top ranked stations based on initial scores

Name smi

Changi Airport 0.213668
Marina Bay 0.145012
Clarke Quay 0.144702

Bayfront 0.128008
Little India 0.118879
Chinatown 0.113837

HarbourFront 0.106443
Bras Basah 0.104787
Esplanade 0.099637
Orchard 0.098623
Lavender 0.093104

Farrer Park 0.081844
Promenade 0.079080

Bugis 0.070973
City Hall 0.064815

analyzing the data. Finally, we can use the smallest ratio value in
the long tail as an estimation ofθ.

Once we have theθ value, we can easily estimate the number of
tourists in each MRT station, and then further estimate the proba-
bilities in the equation above. The details can be found in [9]. The
top MRT stations after the initial scoring and ranking are shown
in Table 1. We see that all the stations are famous tourist POIs
in Singapore, and the ranking is reasonable. For example, Changi
Airport has the highest score, which means visiting Changi Airport
gives more confidence than visiting other POIs to infer a commuter
as a tourist. However, although City Hall is another must-see place
for tourists, its rank is not very high because many local residents
also visit there.

3.2.2 Phase 2: Label Inference
In this phase, the task is to use the MRT stations with initial-

ized scores and a set of labeled tourists with their riding records, to
identify other tourists among the public transport commuters based
on the riding records. We first model the problem as a label infer-
ence problem on a graph. In particular, we build a tripartitegraph
with three groups of entities, i.e., MRT stationsM, labeled tourists
C and other commutersX. The MRT stations sit in the middle, and
connect to the other two groups. Figure 2(a) shows an example
graph. Since we only require a small set of labeled data, the size of
C is much smaller than the size ofX. There is a class (tourist/non-
tourist) probability distribution for each node inC andX. For the
nodes in labeled setC, the distributions are initialized as either [1,0]
or [1,0], depending on whether the corresponding node is a tourist
node or not. For the nodes inX, the distributions are initialized as
[P̂r(t), 1 − P̂r(t)], whereP̂r(t) is an estimation of Pr(t) in Equa-
tion (1). Alternatively, we can also set the initial distribution as
[0.5,0.5]. Each MRT stationm in M is also associated with a prob-
ability distribution [pm, 1-pm], wherepm indicates the probability
for one to be tourist if she visitsm, under the current state. The
weighted edge between each commuter inC ∪ X and a station in
M indicates that the commuter has visited the corresponding sta-
tion, and the weight indicates the frequency.

In our problem, we design an iterative learning algorithm toup-
date the class probability distribution of all nodes inX, and finally
assign a class label to each of them based on the probability distri-
bution.

In each iteration of the learning process, there are two tasks:
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Figure 2: Example for label propagation

• T1: Update the class probability distribution of the com-
muters inC andX, based on the probability distribution of
the MRT stations inM that they have visited.

• T2: Update the class probability distribution of the MRT sta-
tions inM, based on the class probability distribution of the
commuters inC andX.

The iterative learning process will end when the number of it-
erations reach a predefined threshold, which is set to 150 in our
practical test. The formula to update each nodexi in X at thek-th
iteration is:

φk

xi
← α � φk−1

xi
+ (1− α) �

∑
m∈N(xi)

wxim
� φk−1

m

∑
m∈N(xi)

wxim

(2)

In the above formula,wxim
is the edge weight betweenxi and

m, i.e., the number of timesxi visitedm. N(xi) returns the neigh-
bor stations ofxi in the graph, andφk−1

m stands for the probability
distribution ofm at the(k-1)-th iteration. The formulas to update
C andM are similar, and omitted in this demo paper.

Finally, after the learning process ends, each commuterxi in X
is assigned a class labell to indicate whether she is a tourist or not,
such that:

l̂ = argmax
l

P (xi|l)

P (xi)
= argmax

c

P (l|xi)

P (l)
(3)

A running example is shown in Figure 3.2.1. Figure 2(a) shows
the initial state of labeled commuters, unlabeled commuters, and

MRT stations with initial scores. In Figure 2(b), the probability dis-
tributions of the both labeled and unlabeled commuter are updated.
As the second step of the first iteration, the updated distributions
of X andC will be used to update the probability distributions of
the stations inM, as shown in Figure 2(c). After a certain number
of iterations, the final state is shown in Figure 2(d). Then wecan
calculate to find the label of, e.g.,x2 asl̂ = argmax(0.71/(0.94+
0.71 + 0.32 + 0.08),0.29/(0.6 + 0.29 + 0.68 + 0.92)). Then
x2 will be labeled as a tourist. Similarly,x3 will be labeled as a
non-tourist.

The details of the iterative algorithm can be found in [9].

3.3 Query Support
After identifying a group of tourists, their detailed public trans-

port trajectories will be extracted and stored in a database. Then an
offline algorithm will be triggered to search the tourists’ trajectories
and construct two OD matrices to support queries on next destina-
tions and co-visited locations. Since there are more than 6 thousand
MRT stations and bus stops in Singapore, and this number may be
larger in other bigger cities and countries, the OD matricesmay be
large in size. We provide two solutions to maintain the OD matri-
ces, i.e., disk based and memory based. In our current deployment
and the online demonstration, we use the memory-based solution.

User queries are in terms of geo-locations on the map. The mul-
tiple input coordinates (we support multiple locations as input) will
be mapped to location ID and searched against the corresponding
OD matrix. The answers will be aggregated and returned to the
frontend, and finally mapped to geo-locations and displayedon the
map.



4. SYSTEM DEMO AND INSIGHTS

4.1 Demonstration Setup
We will use Singapore’s public transport (including MRT and

bus) data to demonstrate our system. The period of the data is
from December 2012 to January 2013. There are totally 5.1 million
unique commuter card numbers (excluding concession card for se-
nior citizens, children and students), which contributed 0.5 billion
MRT and bus riding records during the three months.

After applying our learning algorithm, we have identified 1.4
million tourists. We aggregate the visits of these identified tourists
to the 6 thousand MRT stations and bus stops in Singapore, based
on which, we deploy the interactive system frontend to support user
queries2.

4.2 System Functions
The system provides two main functions to help users understand

tourists’ traveling patterns. In the first function, the system accepts
users’ input locations and visualize the top destinations from those
input places. The second function reveals what other placesare
often visited by tourists together with an input place.

The system offers two ways for users to input query locations. A
user can select popular MRT stations and/or bus stops from a drop-
down list from the left panel. Alternatively, a user can directly pick
any location on the map as input. The system also provides options
for users to change parameters. For example, for the input selected
from the map, a user may specify the area of the input region. Also,
a user can change the threshold of heat map visualization.

4.3 Demo and Insights
Figure 3 show the initial main page of the system, without ac-

cepting any queries. The heat map on the main page visualizes
the distribution of tourist’s favorite destinations in Singapore. This
distribution is consistent with the common understanding on the
tourist POIs in Singapore. We can see the places like Changi Air-
port, Zoo, Sentosa, city center, etc. are all very highlighted. Also,
some MRT stations near to tourist POIs are also highlighted,e.g.,
the Boon Lay MRT station which is near to the Jurong Bird Park.It
is worth mentioning that there are a couple of bus stops in thenorth
of the island being highlighted. That is because there are direct bus
services between those bus stops to the bus terminal in JohorBahru
of Malaysia. Many Malaysian visit Singapore by taking thosebuses
and alight in the north of Singapore.

A user can use the dropdown MRT or bus stop list on the left
panel to add in a single location to query. Besides, a user canalso
click on anywhere of the map to select a region to query. The area
of the region can be changed in the Parameter panel. Once a region
is selected, all the MRT stations and bus stops in the region will
be treated as input locations. The system allows multiple locations
as the input of one query. Figure 4 shows the query specification.
After specifying the query locations, there are two optionson the
bottom of the left panel, prompting the user to either show the next
destinations from the input locations or the places co-visited by
tourists with the input locations.

Figure 5 showcases an example to use the next destination search
to figure out where the tourists stay in Singapore. By searching for
the region of Changi Airport (including 5 bus stops and 1 MRT sta-
tion), we can see the heat map of the next destinations of tourists
coming from the airport, i.e., probably the places they stayin Sin-
gapore. On the left panel, we can see the bar chart of the top 10

2An online demonstration web site can be accessed from:
http://datam.i2r.a-star.edu.sg/tourist-demo/

Figure 3: Interface of FTT system

Figure 4: Query Specification

destinations. By putting the cursor on each bar, the corresponding
destination will be highlighted with the percentage and thename
label on the map. All the top 10 destinations are circled out.From
the result in Figure 5, we know that most tourists prefer staying in
the city center, which is quite reasonable.

One interesting observation is that the Ang Mo Kio station in
Figure 3 (the big circle in the middle of the map) was visited by a
lot of tourists, though it is only a local residence place. Tofigure
out why, we issue a query on Ang Mo Kio (1 MRT station and 4
bus stops are automatically detected), and find that most tourists
are actually going to Singapore zoo from Ang Mo Kio, as shown in
Figure 6. This may not be the best way to visit the zoo, but it was
the recommended route on the zoo’s website in 2011-2012. Thus
Ang Mo Kio became a “POI”. If this kind of information can be
found, potential tourist-related activities can be carried out in those
tourist transfer sites.

Finally, we demonstrate the association between the POIs. As
shown in Figure 7, if we would like to know what other places the
tourists would like to visit given that they have visited theJurong
Bird Park, we can issue such a query on the map. When we search
for the top 5 answers, we can see three of them are actually thebus
stops around the nearest MRT station to the Jurong Bird Park.It is
easy to understand, because most tourists will take bus to the near-
est MRT station for further transfer. Also, we can see the other two
co-visited places are Sentosa (a famous tourist island, with Uni-



Figure 5: Next destinations from Changi Airport

Figure 6: Next destinations from Ang Mo Kio

versal Studio and Casino inside) and Orchard (the main shopping
street in Singapore). That means there are convenient bus services
among these POIs, on which tourists tend to follow. However,there
is no bus service from Jurong Bird Park to Singapore Zoo, though
these two places are often co-visited.

5. CONCLUSION
In this paper, we demonstrate our FTT system for tourist finding

and tracking. The FTT system contains a backend module to dis-
cover tourists from all public transport commuters, and a frontend
module to support user queries for understanding tourists’travel-
ing patterns. At the backend, we devise an iterative learning al-
gorithm for tourist identification. The algorithm takes prior scores
of the MRT stations and a small set of labeled data, to propagate
the knowledge to other commuters so that final decisions can be
made. Based on the tourists and their riding records found atthe
backend, we support location-based user queries to search and vi-
sualize where the tourists travel from any given places, andhow
different places are co-visited by the tourists. We also elaborate
some insights on tourists’ traveling patterns gained through system
demonstration.
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Figure 7: Co-visited places
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