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Spoken Language Recognition with Prosodic
Features

Raymond W. M. Ng, Tan Lee , Cheung-Chi Leung, Bin Ma, and Haizhou Li

Abstract—Speech prosody is believed to carry much language-
specific information that can be used for spoken language recog-
nition (SLR). In the past, the use of prosodic features for SLR has
been studied sporadically and the reported performances were
considered unsatisfactory. In this paper, we exploit a wide range
of prosodic attributes for large-scale SLR tasks. These attributes
describe the multifaceted variations of F0, intensity and duration
in different spoken languages. Prosodic attributes are modeled by
the bag of n-grams approach with support vector machine (SVM)
as in the conventional phonotactic SLR systems. Experimental
results on OGI and NIST-LRE tasks showed that the use of
proposed attributes gives significantly better SLR performance
than those previously reported.

The full feature set includes 87 prosodic attributes and redun-
dancy among attributes may exist. Attributes are broken down
into particular bigrams called bins. Four entropy-based feature
selection metrics with different selection criteria are derived.
Attributes can be selected by individual bins, or by attributes as
batches of bins. It can also be done in a language-dependent or
language-independent manner. By comparing different selection
sizes and criteria, an optimal attribute subset comprising 5, 000
bins is found by using a bin-level language-independent criterion.
Feature selection reduces model size by 2.5 times and shortens
the runtime by 6 times. The optimal subset of bins gives
the lowest EER of 20.18% on NIST-LRE 2007 SLR task in
a prosodic attribute model (PAM) system which exclusively
modeled prosodic attributes. In a phonotactic-prosodic fusion
SLR system, the detection cost, Cavg is 2.09%. The relative
detection cost reduction is 23%.

Index Terms—Language identification, prosody, mutual infor-
mation.

I. INTRODUCTION

Automatic spoken language recognition (SLR) refers to
the process of automatically determining the language of a
spoken utterance [1][2]. It has many applications in computer
processing of multimedia and multi-lingual information [3].
For example, an interactive voice response (IVR) system
catering customers speaking different languages can use a
front-end SLR module to route incoming calls [1]. Huge
amounts of online audio documents can be efficiently indexed
and searched based on the languages being spoken. Law
enforcement organizations may find SLR technologies useful
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for surveillance and security applications in the globalized
world.

In the SLR process, the language-specific properties are
derived from various representations of a spoken utterance.
Earlier studies on SLR investigated the modeling of low-
level temporal and spectral features [4][5]. This is known as
the acoustic approach to SLR. In another approach, phone
recognizers are first used to tokenize the input speech. SLR is
performed by modeling the phone inventory and the rules that
govern the concatenation of phones in individual languages.
This is known as the phonotactic approach. A classical exam-
ple is the PPRLM, abbreviating “Parallel Phone Recognition
followed by Language Modeling” [6]. In recent years, there
have been a number of studies on discriminative model train-
ing of phone recognition front-ends for SLR [2][7][8].

In the SLR approaches mentioned above, cepstral features
are commonly used. The use of another important component
of human speech, prosody, receives less attention in SLR.
Prosody refers to the rhythmic and intonational characteristics,
which are observed over a relatively long time span [9].
These characteristics can be used to classify languages into
broad categories. For example, it is possible to utilize the
rhythmic patterns of speech to identify stress-timed languages
such as English. In these languages, the inter-stress inter-
vals are isosynchronous (i.e. equally spaced). For syllable-
timed languages such as French and Cantonese, syllable is
the isosynchronous unit [10]. Mora-timed languages, such
as Japanese, are distinctive from other languages for their
isosynchronous unit being a mora, which is a short vowel with
an optional onset consonant [11]. Also, languages differ in
their realization of prominence and their use of pitch or stress
to represent lexical differences, giving rise to the categories of
stress-accented, pitch-accented and tone languages. By using
these prosodic cues exclusively, human listeners were found
to be able to distinguish different languages [12][13].

In view of many possible combinations of prosodic features
that may be useful to SLR, their empirical exploitations have
only been studied sporadically. Eady [14] showed that the
degree of fluctuation in F0 (fundamental frequency) contours
is a useful cue to distinguish between Mandarin Chinese
and American English. In [15], the effectiveness of prosodic
features was demonstrated in pairwise discrimination of four
languages. Lin and Wang [16] used Legendre polynomial
coefficients of F0 contours and duration for language identifi-
cation. Biadsy and Hirschberg’s study [17] used intonation and
rhythm for dialect recognition. Yin et al. [18] demonstrated the
effectiveness of duration features in SLR.

Prosodic features were employed in various ways in dif-
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ferent studies. In a previous study, a comprehensive set of
prosodic features was shown essential to SLR [19]. A set
of 20 attributes comprising F0, intensity, duration, regression
and residue features were constructed and an SLR task was
carried out. Excluding any single category of features (except
intensity) led to an increase of equal error rate. As opposed
to another prosody-based SLR approach which mainly relies
on the Legendre coefficients of F0 and/or intensity contours
[20][21], it is of our interest whether SLR performance can be
improved by exploiting a wider range of prosodic features. In
this study, we extend beyond the 20 prosodic features used in
our previous work [19] and stretch the potential of the prosodic
feature inventory.

In this paper, many prosodic features extracted with dif-
ferent measurement and normalization methods, hereinafter
referred to as prosodic attributes, are tested in the SLR tasks.
A common problem to a large prosodic attribute set is a high
degree of feature redundancy. Feature selection algorithm is
applied to the prosodic attribute sets in the tasks such as
automatic speech segmentation [22] and speech summarization
[23]. For other speech and text processing tasks, feature
selection is also common [24][25][26][27][28]. Instead of
treating this as a pure dimension reduction problem by running
feature selection, we would like to study some particular
issues with the use of prosodic features. For example, the
effectiveness of a prosodic attribute can be measured in
different levels of granularity. Rather than the F0 attribute,
it may be a high F0 value (a fine sub-category under the
prosodic attribute) which contributes to language recognition.
Another example is the dependence on language. Different
languages may benefit from different prosodic attributes, and
the effectiveness of prosodic attributes can also be examined
in a language-dependent manner. In this paper, we look into
different selection criteria. An information-theoretic metric
is derived to quantify the effectiveness of each prosodic
attribute under these different criteria. To our knowledge, this
perspective is new in the relevant research.

In Section II, the rationale and extraction method of a large
set of prosodic attributes are introduced. The details on feature
comparison and selection are given in Section III. The design
of our prosody-based SLR system is described in Section IV,
followed by a description of the SLR tasks and experimental
data in Section V. Various experimental configurations are
used to justify the effectiveness of comprehensive prosodic
attributes. Attribute selection is performed. The results are
included in Section VI. In Section VII, a fusion system that
combines the SLR results from the prosody-based system with
that from a phonotactic system is presented. Post-experimental
analysis on the attributes after the feature selection process is
included in Section VIII, followed by the Conclusion.

II. EXTRACTION OF PROSODIC ATTRIBUTES

A. Prosodic attributes: Considerations

Prosody refers to the rhythmic and intonational properties in
speech. Examples of prosodic features are voice fundamental
frequency (F0), F0 gradient, intensity and duration. The use
of prosodic features for language recognition was investigated

in various studies [14][15][16][29][17][18]. From these litera-
tures, two major considerations on the use of prosodic features
can be inferred.

First, prosodic features are generally considered to be long-
ranged. Unlike the short-time modeling approach with cepstral
features, in all of the studies mentioned above prosodic units
are extracted within a syllable or a syllable-like suprasegmen-
tal unit. This is because prosodic events like rhythmic and
intonational patterns in speech are in synchrony with syllable-
level speech units [30]. Regarding this consideration, we will
follow the conventional usage and perform syllabification on
input speech.

Second, the choice of prosodic features are highly
application- and task-dependent. The number of attributes,
which is the prosodic feature with specific measurement and
normalization methods, is generally fewer than a dozen. In
our previous experiment, the joint contribution of different
prosodic attributes was illustrated [19]. In this paper, we will
extend this idea to investigate the joint contribution of prosodic
attributes.

B. Syllabification

It was well known that syllable plays an important role in
speech communication [31], and it was used as a basic unit
for prosodic features in language recognition [16][29][17][21].
There is no consistent and language-independent definition of
a syllable. Several different approaches were used to extract
syllable-like units from speech. In [29] and [17], syllables
were found by grouping consonants and vowels from a vowel
localization frontend. In [21], the syllable-like unit was mod-
eled by a fixed-length segment. The argument was to use
shorter segments and larger overlap to obtain more training
examples and compensate the inaccuracy of the rudimentary
extraction method. Energy contour is an alternative feature
for syllable detection. Energy valley could be used to detect
syllable boundary [16][21], whereas the energy peak could
be used to detect syllable nuclei [32][33]. In the present
study, knowledge to the phonemic identity of multi-lingual
speech is not assumed. A syllabification algorithm based on
the detection of the peaks of the temporal envelope of voiced
speech is implemented to detect syllable nuclei [34][32].
Details of the implementation can be referred to in [34].

The performance of the syllable nuclei detection algorithm
is evaluated with the Oregon Graduate Institute Telephone
Speech (OGI-TS) corpus. The error rate, measured by the
number of insertions and deletions divided by the total number
of syllables, is 21.54% [19]. This result is very close to that
reported in [9], where a vowel-detection method for syllabi-
fication was used. Since there is no consistent and language-
independent definition of syllable, the detected syllable-like
units are named as pseudosyllables, after [29] and [32].

After pseudosyllable nuclei are detected, the F0 and in-
tensity contours are segmented into syllable-level contours
according to the discontinuity in the F0 contour. If the F0
contour is continuous across multiple pseudosyllables, the
contours are segmented at the mid-point of two pseudosyllable
nuclei.
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C. Raw attributes

Prosodic attributes are computed from syllable-level F0 or
intensity contours. Each contour is a sequence of F0 or inten-
sity measurements on a short-time basis. F0 is estimated by
the auto-correlation algorithm and signal intensity is measured
in terms of the RMS energy [35]. Figure 1 depicts the F0
and intensity contours of an example utterance. The syllable-
level F0 contours are the piecewisely continuous dashed curves
extended from pseudosyllable nuclei. Syllable-level intensity
contours are the dark solid lines. They are temporally aligned
with the F0 contours.

The attributes derived from syllable-level contours fall into
three types, which are related to F0, intensity and duration
respectively. There are five F0 attributes, namely nucleus F0,
maximum F0, minimum F0, F0 span and F0 gradient, as
shown in Figure 1. Nucleus F0 is a frame-based measurement
at the detected time instant of a syllable nucleus. Maximum
F0 and minimum F0 are respectively the 95th-percentile and
5th-percentile of the F0 values on the contour. F0 span is
the difference between maximum F0 and minimum F0. F0
gradient is computed as the quotient of F0 span divided by
the temporal offset of maximum F0 from minimum F0. From
the intensity contour of each pseudosyllable, similar mea-
surements are extracted. However, none of the raw intensity
attributes but gradient will be used. Raw intensity attributes
will have to go through the normalization procedures described
in Section II-D.

There are three duration attributes. Nuclei separation mea-
sures the time interval between two neighbouring syllable
nuclei. Syllable width is estimated as the time interval between
the two nearest intensity valleys around the syllable nucleus.
Voicing ratio is the ratio of the length of F0 contour to the
syllable width.

D. Normalized attributes

The raw prosodic attributes are highly variable. They are not
only determined by linguistic properties and content of speech,
but also affected by many paralinguistic and non-linguistic
factors. Normalization is an operation which reduces the
undesirable bias caused by those irrelevant factors. Normalized
attributes are shown to be more robust than raw attributes
in many speech processing tasks [23][36]. There are various
ways to implement the normalization algorithm. In [37], a set

of normalization algorithms is applied to a single prosodic
attribute to create many normalized variants.

Normalization of a prosodic feature is performed based
on the feature statistics over a time window. Take F0 as an
example and consider the F0 contour of a pseudosyllable s
denoted by,

fs = [f0 f1 · · · fT−1]T , (1)

where ft is the F0 value at frame t from the onset of that
syllable. Nucleus, maximum, minimum, span and gradient can
be represented by different measurement functions g(fs). For
a specific g(fs), two methods of normalization are performed,

B-normalized: gB(fs) = g(fs)− µ (2)

Z-normalized: gZ(fs) =
g(fs)− µ

σ
(3)

B-normalized refers to bias removal. It is a simple process
of subtracting the mean (µ) from the attribute (g(fs)). Z-
normalization is done by dividing the bias-removed attribute
by the standard deviation (σ). Apart from F0, the same
normalization operation is conducted for the intensity mea-
surements. Three different normalization windows are used
for the calculation of µ and σ.

The first normalization time window used is File. Maximum
available duration is considered in the computation of µ and σ.
In the case of SLR research, generally the maximum duration
of speech that can be used for normalization is 30 seconds1.
With this window size, the long-term idiosyncratic properties
demonstrated by the speaker can be captured [37][38]. These
properties can then be removed before feeding into the SLR
system.

The second normalization window is defined over Utter-
ance. Here each utterance is treated as an intonational phrase
or a pause-delimited speech segment. By this kind of normal-
ization, some intonation properties for different utterance types
can stand out. An example of this can be a language-dependent
intonation pattern (e.g. interrogative) at a certain position in the
utterance (e.g. utterance end). In our implementation, pauses
between utterances are detected automatically by inspecting
the nuclei separation attribute. We assume there is a pause if

1Depending on the task specification of the popular NIST LRE data, three
nominal durations (3s, 10s and 30s) are used
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TABLE I
Summary of prosodic attributes

No. ofCategory Measurement
attributes

Raw: nucleus, maximum, minimum, span, gradient of F0 5
gradient of Intensity 1
nuclei separation, syllable width, voicing ratio of Duration 3

Z-Normalized: File span (normalized F0 and Duration attributes from the raw category† + Intensity ∗) 11‡

Utterance span (normalized F0 and Duration attributes from the raw category† + Intensity ∗) 11‡
Triplet span (nucleus, maximum, minimum of F0 and Intensity) 6
File span with linear scale (nucleus, maximum, minimum of F0 and Intensity) 6

B-Normalized: File span (normalized F0 and Duration attributes from the raw category† + Intensity ]) 11‡

Utterance span (normalized F0 and Duration attributes from the raw category† + Intensity ]) 11‡
Triplet span (nucleus, maximum, minimum of F0) 3
File span with linear scale (nucleus, maximum, minimum of F0) 3

Regression: { order 1, 2 over 1 syllable }
of F0 and Intensityorder 1, 2, 3, 4 over 2 syllables

12

Residue: over Triplet, over Utterance of F0 and Intensity 4

Total: 87
† Normalization is not needed for voicing ratio. In its definition, syllable width in the denominator is the normalization term.
∗ Intensity nucleus, maximum, minimum, span (4 intensity attributes) are normalized.
] Intensity nucleus, maximum, minimum, gradient (4 intensity attributes) are normalized.
‡ Number of Z-Normalized/B-Normalized measurements is 7 (F0 and Duration except voicing ratio) +4 (Intensity) = 11.

a nuclei separation is in the top fifth percentile among all of
the values obtained from the file.

The third normalization window is defined over even a
shorter span. We consider the unit of word, which is an impor-
tant constituent of every language. By imposing normalization
at the word level, it is expected that the language-dependent
properties related to tones and word stress can be modeled
in a more effective way. Although we did not find explicit
word boundaries in our experiment, we could use a unit which
covers three consecutive pseudosyllables to simulate a word
unit and carry out normalization. This normalization window is
referred to as Triplet. It indicates the relative High/Low levels
in pitch and stress, thus reflect the syntagmatic properties of
tones and prominence.

Now we can go back to Eq.(2) and Eq.(3) to see how these
normalized variants of different measurements with different
normalization windows are computed. Note that g(·) is a
function which maps multiple F0 or intensity points on the
contours to a one-dimensional output (the prosodic attribute of
the pseudosyllable). When g(·) represents the measurement of
nucleus, maximum or minimum, g(·) is just a selection function
which picks a designated point of F0 or intensity from the
contour. Thus, all points on the contour can be used to compute
µ and σ. For span or gradient, the µ and σ statistics can only
be obtained from the function output g(·) of the pseudosylla-
bles. We may run into a data sparseness problem when Triplet
normalization window is used. Therefore, normalization over
Triplet is not done to the span and the gradient attributes.

All the above normalized features are represented in loga-
rithmic scale. We also perform File-level normalization in the
linear scale. A summary of the normalized attributes can be
found in Table I.

E. Regression attributes

Apart from using raw and normalized attributes, it is also
common to use stylized parameters such as regression coeffi-
cients to describe the shape of an F0 or intensity contour. In
Lin and Wang’s study [16], it was found that the second-order
regression of syllable-level F0 contours is effective to SLR.
In [21], Legendre polynomial of F0 and energy contour up to
the fifth order is used.

In this study, regression coefficients are calculated from the
F0 and intensity contours. Following the notation as defined in
Eq.(1), we perform the M th-order regression on fs and obtain
a set of regression coefficients a∗ = [a∗0 a

∗
1 · · · a∗M ]T by,

a∗ = argmin
a

T−1∑
t=0

(
ft −

M∑
m=0

amt
m

)2

. (4)

The highest-order coefficient in a∗ (i.e. a∗M ) is taken as
regression attribute in order M .

Motivated by the notion of supra-tone modeling for lexical
tone recognition [39], regression analysis is also done over
two syllables. Up to the fourth-order regression (i.e. M = 4)
is performed. Some examples of regression contours are shown
in Figure 2.

F. Residue attributes

Residue attributes are calculated to represent the syllable-
level fluctuations of F0 or intensity from a phrase curve. A
phrase curve is derived from the first-order regression line
over a long-ranged contour (e.g. Triplet and Utterance). It
gives an intonation-related representation. An example of F0
phrase curve at utterance level is plotted in Figure 2. The
attributes of F0 residue and intensity residue are calculated at
each syllable nucleus by subtracting the phrase curve from
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the corresponding F0/intensity measurements. Previous test
proved its effectiveness in SLR [19].

G. Quantization of attribute values

Up to this stage, all of the prosodic attributes take con-
tinuous values. To facilitate the formulation of term vectors
for SLR, we perform scalar quantization on each of the
raw, normalized, regression and residue attributes. Similar
approaches were adopted in previous studies [29][37].

A high resolution of quantization is often not required
for prosodic attributes. Two-level distinction is sufficient to
represent the High/Low levels in stress and pitch. For more
complex cases such as describing lexical tones in Mandarin,
up to five tone levels are suggested [40]. Experimental studies
on prosodic features for speaker recognition also show a
significant performance improvement with quantization level
up to five [37]. In the present study, each attribute is quantized
into 6 discrete levels. Uniform quantization to a multilingual
training database was performed to obtain the quantization
levels.

For n-gram modeling, the Cartesian products of quantized
prosodic attributes in neighbouring pseudosyllables are used.
SLR performance improvement was observed when the inter-
utterance pause locations were considered [41]. With 6 quanti-
zation levels plus the “pause” category, the number of n-grams
is equal to 7n.

H. Summary

The complete process of computing and normalizing
prosodic attributes is summarized as in Figure 3. In [19] the
inclusion of some intensity attributes was reported to increase
SLR error. A preliminary experiment was done to evaluate
the effectiveness of every normalized intensity attribute. Non-
effective attributes are excluded from the inventory of prosodic
attributes. In Table I, a total of 87 different attributes are
enumerated to represent each pseudosyllable. According to
the description above, these attributes are listed under the cat-
egories of Raw, Z-Normalized, B-Normalized, Regression
and Residue. This comprehensive set of attributes are expected
to well cover a large diversity of supra-segmental properties
of different spoken languages.

III. FEATURE SELECTION WITH CONDITIONAL ENTROPY

A large number of prosodic attributes have been described
in Section II. They are potentially useful to SLR. However,
prosodic features often suffer from the redundancy problem
[22]. For example, a raw attribute has several normalized
versions which are similar. We also notice that detection of dif-
ferent languages may depend on different prosodic attributes.
For instance, F0 gradient and residue attributes are crucial to
the detection of tone languages. Feature selection, possibly in
a target-language-specific manner, would be carried out.

A. Feature selection techniques

Feature selection can be implemented in various techniques.
Some use a standalone system to select features according to

pre-defined scoring metrics (the filter methods). Others require
the candidate features to be fed into the classifier before they
are selected (the wrapper methods) [42]. With the front-end
like standalone evaluation system, the filter methods often lead
to a simpler setup than the wrapper method.

Feature selection was applied to various speech and text
processing tasks like speaker recognition [24], SLR [25],
speech segmentation [22], speech summarization [23] and text
categorization [26][27][28]. Apart from [22] and [23], other
studies adopt the filter methods. Examples of scoring metrics
include χ2 test [25] and mutual information [24][28]. In [26],
other metrics such as odds ratio, probability ratio, document
frequency are also compared with one another. In this study,
the filter method is adopted. Conditional entropy, which falls
under the information-theoretic paradigm, is used to establish
a meaningful measure of information content of an arbitrary
feature for SLR. The theoretical basis of using conditional
entropy is that it provides bounds for the Bayes error of the
classifier [43][44]. In practice, this method measures arbitrary
dependencies between the analysis variables, such that it can
be applied as a separate process independent of subsequent
classifier training [28].

B. Conditional entropy

SLR is a detection problem that concerns a specific target
language nt. Binary classification is carried out to an input
utterance to decide whether of not it belongs to the target
language nt. The language identity of one or more pseudo-
syllable units in the utterance is regarded as a binary random
variable, denoted by Lnt

. It takes the value 1 (target) or 0 (non-
target). The entropy H(Lnt

) can be computed to quantify the
uncertainty of Lnt ,

H(Lnt
) = −

∑
lnt={0,1}

P (lnt
)logP (lnt

). (5)

In an SLR task, we intend to make use of the information
from multiple prosodic attributes. Let Qi = q be a particular
quantized value for attribute i. For example, if i is F0 gradient,
Qi = q could represent the attribute value that corresponds to
a negative gradient.

We can look at the entropy H(Lnt
) conditioned on Qi=q

to estimate the information of Lnt
provided by the attribute

value q. In mathematical form, it is defined as,

H(Lnt
|Qi=q) = −

∑
lnt={0,1}

P (lnt
|Qi=q)logP (lnt

|Qi=q). (6)

The probability term P (lnt
|Qi = q) can be obtained from

the occurrence statistics of pseudosyllables which take the
attribute value q. Statistics are drawn from a multilingual
training database, which is the training data set for NIST-LRE
2007 (details in Section IV-B). It is not straightforward to
relate the absolute value of H(Lnt

|Qi = q) to the information
content of Lnt

provided by q. Some kind of normalization,
which is described in the next section, is needed.
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C. z-metric: normalized conditional entropy

The value of H(Lnt
|Qi = q) depends on the marginal

probabilities of the target language Lnt
and the occurrence

probability of Qi [27]. Normalization is performed such that
the quantity can be compared across different Lnt and Qi.

We create J binary random variables
R1, R2, . . . , Rj , . . . , RJ . Each of them is generated to
have the same probability as Lnt

. No other relation between
Rj and Qi is assumed. Rj is assumed to be independent
of Qi, and the value of H(Rj |Qi = q) approximates
H(Rj), the information measure for the whole data set. As
P (Rj) = P (Lnt) and both Rj and Lnt are binary random
variables, H(Rj) is equal to H(L). Normalization is done with
this approximated term, H(Rj |Qi = q) ≈ H(Rj) = H(L).

To obtain a more robust measure, multiple values of condi-
tional entropy H(R1|Qi = q),H(R2|Qi = q),. . .,H(RJ |Qi =
q) are used to compute a mean value as follows,

µ =
1

J

J∑
j=1

H(Rj |Qi = q). (7)

µ approximates H(Rj), the information measure for the
whole data set. The extra information of Lnt

provided by Qi =
q can thus be approximated as,

H(Lnt
|Qi = 1)−H(Lnt

) ≈ H(Lnt
|Qi = q)− µ (8)

There is also an issue of the dynamic range of the infor-
mation measure. H(R|Qi = q) is derived from a specific data
subset (where Qi = q) with arbitrary size. With fewer samples
in the subset, a larger variance is expected. The variance of
all values of H(R|Qi = q) is denoted by σ2. If σ is too
large, we would like to discount the difference metric due
to the fluctuation in the numerical value of H(R). Thus, z-
normalization like equation is formulated.

z(nt,i,Qi=q) = |
H(Lnt

|Qi = q)− µ
σ

|, (9)

The normalized quantity is referred to as the z-metric. It
would be used to illustrate the effectiveness of a quantized
attribute value q in the detection of language nt. The larger
the value of the z-metric, the more effective the attribute value
q in detecting nt.

D. z-metric implementation

We extend the unigram case to consider bigram observations
of the attribute. Let qs−kqs denote the observed attribute value
of the pseudosyllables in the (s−k)th and the sth positions in an

utterance. The target language variable Lnt
remains unchanged

because the language identity of any two pseudosyllables
within an utterance would always be the same. In our data set,
we model the statistics of the bigram qs−1qs and the skipped
trigram qs−2qs [20][45]. We also analyze the bigrams qs−1#,
#qs, qs−2# where # denotes an inter-utterance pause. The
z-metric in Eq.(9) becomes,

z(nt,i,qs−kqs) = |
H(Lnt |qs−kqs)− µ

σ
|. (10)

z-metric described in Eq.(10) looks at the effectiveness
of a bigram qk−sqs in detecting the target language nt.
Here we introduce the concept of bin, which is a particular
attribute bigram qs−kqs inside an attribute i. The metric in
Eq.(10) is bin-level z-metric, which quantifies the language
discriminative power of bins.

We could take the average of z(nt,i,qs−kqs) over different
bins q to obtain an attribute-level z-metric, z(nt,i). Compared
with the bin-level z-metric, this metric summarizes the overall
behaviour of the attribute i.

In an SLR task, it is sometimes impractical to assume the
knowledge to each target language. In such case, we take the
average of z(nt,i,qs−kqs) over different languages nt to generate
language-independent metrics z(i,qs−kqs). The average can
also be done on bins and languages altogether to generate
z(i). In summary, four kinds of z-metric are established,
• bin-level language-dependent z-metric:
z(nt,i,qs−kqs),

• bin-level language-independent z-metric:
z(i,qs−kqs) =

1
||N ||

∑
n z(n,i,qs−kqs),

• attribute-level language-dependent z-metric:
z(nt,i) =

1
||Q||

∑
q z(nt,i,qs−kqs),

• attribute-level language-independent z-metric:
z(i) =

1
||N ||×||Q||

∑
n

∑
q z(n,i,qs−kqs).

||N || and ||Q|| denote the cardinality (i.e. total number) of
languages and bins respectively.

IV. PROSODIC ATTRIBUTE MODEL FOR SLR
A. Construction of prosodic attribute model

In the phonotactic approach to SLR, the speech signal is
tokenized into a sequence of phones using a phone recognition
front-end. SLR decision is made based on the occurrence
statistics of the phones. We adopt a similar approach in the
construction of a prosody-based SLR system. In particular, a
bag of sounds, or bag of n-grams approach [2][8] is used to
model the occurrence statistics of the prosodic attributes.

In Section II, 87 prosodic attributes and their quantization
are introduced. For every training utterance, occurrence statis-
tics of bins, which are unigram or bigram of a particular
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prosodic attribute, are computed. Regardless of the length of
the utterances, the occurrence statistics always form a term
vector with a fixed dimension. A term refers to a word or a
phrase in the bag of n-grams approach in natural language
processing. For the prosody-based system in this paper, a
term is equivalent to a bin, indicating a bigram qs−kqs of
a particular prosodic attribute i.

In our implementation, the counts of bigrams (qs−1qs and
qs−2qs−1), and skipped trigrams (qs−2qs) are computed for
each attribute i [46]. For example, the count of the bin
qs−1qs = ab is obtained by,

C(ab)∑
qs−1∈Qi

∑
qs∈Qi

C(qs−1qs)
, (11)

where C(·) denotes the count function. Qi contains the
possible values for the quantized prosodic attribute i (Section
II-G). With 6 quantization levels and an additional category
“pauses”, each attribute has (6 + 1)2 × 3 = 147 bins. The 87
prosodic attributes give 12, 789 bins. Some bins always give
zero counts and are removed, resulting a total of 12, 011 bins.

Term vectors with fixed dimensions are used to trained two-
class classifiers with support vector machines (SVM) [47].
For pairwise language identification, SVM is constructed in a
straightforward manner. For language detection, all non-target
languages are grouped together to be classified against the
target class. This way of modeling prosodic attributes with
fixed-length term vectors and classification with SVM are
referred to as prosodic attribute model (PAM) hereinafter.

B. Feature selection in prosodic attribute model

For feature selection, the training data comprises utterances
with nominal duration of 30 seconds from NIST-LRE 1996,
2003 and 2005 development/evaluation data sets and NIST-
LRE 2007 development data set. From these training utter-
ances, term vectors are constructed. Each element in the term
vector is identified by attribute i and qs−kqs, which is the
bin in a particular attribute from which counts are computed.
In Section III-D, four kinds of z-metrics are established to
evaluate the effectiveness of a bin in different ways. Feature
selection is done by using these metrics.

We take bin-level language-dependent z-metric as an exam-
ple to explain how feature selection is done. For the training
of the SVM detector to every language nt, bins are ranked
according to the values of z(nt,i,qs−kqs). Designated number
of bins are selected. There are seven different numbers of bins
investigated. They are 100, 500, 1, 000, 2, 500, 5, 000, 10, 000,
12, 011 (full set) respectively.

The other three kinds of z-metrics are derived by taking
average of the bin-level language-dependent z-metric over
different factors. This essentially means a batch selection of
bins. In the selection by bin-level language-independent z-
metric, for example, the identical bins are selected for detec-
tors of different languages nt. In the selection by attribute-
level z-metric, selection is done in batches of 147 bins for
every attribute. For example, selecting 6 attributes according
to the attribute-level z-metric gives 882 bins (6 attributes ×
147 bins/attribute). To construct a term vector with 1, 000

dimensions, the remaining 118 bins are selected from the
seventh attributes according to the bin-level z-metric.

V. DATA AND SLR TASKS

The prosodic features introduced in this paper are modeled
by PAM and tested on three data sets, namely OGI telephone
speech corpus, the NIST-LRE 1996 and the NIST-LRE 2007
data sets. Descriptions of test data and the SLR tasks are
given in this section. Experimental results in the SLR tasks
with different PAM configurations are reported in Section VI.
Finally, the fusion experiment with a phonotactic SLR system
is described in Section VII.

A. OGI task: pairwise language identification

The OGI task investigates a pairwise language identification
task with the Oregon Graduate Institute Telephone Speech
corpus [48]. There are 10 target languages as shown in Table
II. Each of the target languages is tested against the other
nine languages. The nine pairwise identification rates are then
averaged to indicate the overall performance for this target
language. Test utterances have two nominal durations, namely
10 and 45 seconds. For the 45-second data set, there are 50
utterances per language for training and 36 for testing. For the
10-second data set, 36 utterances per language are used for
training and about 18 utterances for testing. The experimental
results are used for direct comparison to other prosody-based
approaches to SLR [20][49].

B. NIST-LRE tasks

The other two data sets are from NIST-Language Recog-
nition Evaluations (LRE). NIST-LRE is a continuous effort
on establishing performance benchmarks of language recogni-
tion technology. The 30-second general language recognition
tests in NIST-LRE 1996 and NIST-LRE 2007 are carried
out [50][51]. The actual task is language detection, i.e., to
determine whether the input utterance is spoken in the target
language or not. For each target language, hypothesis tests
are carried out repeatedly with target-dependent detection
thresholds. The system performance is measured in terms
of the average equal error rate (EER) on one or multiple
languages. NIST-LRE 1996 involves 15 target languages. In
our experiments, the training data for each language contains at
least 80 utterances from the NIST-LRE 1996 development data
set. Another 80 utterances from the NIST evaluation data set
are used for testing [50]. For NIST-LRE 2007, the training data
contains all of the NIST-LRE development/evaluation data up
to 2005, in addition to the NIST-LRE 2007 development data.
There are totally 2, 158 test utterances in 14 target languages
[51].

VI. EXPERIMENTS WITH DIFFERENT PAM
CONFIGURATIONS

SLR experiments with three different PAM configurations
are carried out. First, term vectors in PAM with full dimensions
(all bins) are tested. Comparison to other prosody-based SLR
approaches on the OGI data set is given in Section VI-A1. In
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TABLE II
Pairwise language identification rates on OGI

10-second 45-second( Lin and ) (Rouas et) ( Lin and )
Wang [20]

PAM
al. [49] Wang [20]

PAM

English 65.99% 72.75% 69.12% 81.84% 83.70%
Farsi 70.98% 72.27% 70.87% 85.05% 81.96%
French 66.91% 67.63% 58.87% 71.51% 81.79%
German 70.02% 68.10% 64.60% 84.65% 81.96%
Japanese 79.48% 68.21% 62.92% 86.06% 87.85%
Korean 69.57% 71.80% 68.22% 82.71% 80.93%
Mandarin 73.09% 73.04% 67.39% 83.41% 88.98%
Spanish 64.23% 68.76% 67.18% 73.31% 80.82%
Tamil 67.71% 75.57% 67.71% 76.75% 88.67%
Vietnamese 73.24% 77.64% 62.94% 88.21% 91.55%

Average 70.02% 71.58% 65.98% 81.35% 84.82%

Section VI-A2, the two NIST-LRE tasks as standard language
recognition benchmarks are described. They serve to show
the general effectiveness of prosodic features in an SLR
task. In the second configuration, we conduct the SLR tasks
with smaller subsets of prosodic attributes. SLR results are
compared with the use of the full set of 87 prosodic attributes
in Section VI-B to demonstrate the use of the comprehensive
prosodic feature inventory. Finally, feature selection techniques
(described in Section III) are applied to the prosodic attributes
and the results will be given in Section VI-C.

A. SLR tasks with full attribute set

1) OGI task: Table II shows the performance of the PAM
system using term vectors with full dimensions (all bins).
The results of two previously reported systems, namely Lin
and Wang’s system [20] and Rouas et al.’s system [49], are
included for comparison. In the 10-second data set, the PAM
system has a comparable performance to Lin and Wang’s
system [20]. In the 45-second data set, the PAM system
outperforms the other two systems. It is noted that the identi-
fication rates on the language pairs involving Mandarin, Tamil
or Vietnamese are better than those on other languages. The
most easily confused language pairs are [English, German]
and [Farsi, Spanish].

2) NIST-LRE tasks with full attribute set: Table III shows
the performance of the PAM system using term vectors with
full dimensions (all bins) on NIST-LRE 1996 and NIST-LRE
2007 data. The average EERs for NIST-LRE 1996 and 2007
are 19.95% and 20.67% respectively. As an SLR system
relying exclusively on prosodic attributes, PAM attains an
impressive performance. To our knowledge, SLR systems that
are based exclusively on prosodic attributes have rarely been
investigated with large-scale tasks like NIST-LRE. A related
study of prosody-based SLR system reported an EER of 32%
on NIST-LRE 2003 [30].

In NIST-LRE 1996, different dialects of English, Mandarin
and Spanish are treated separately. This is not the case in
NIST-LRE 2007. Therefore a direct comparison of language
detection EER between the two tasks is not appropriate. For
Japanese, Korean, and Tamil, the EERs attained on NIST-LRE
2007 are significantly lower than those on NIST-LRE 1996.

TABLE III
Language detection EER with full attribute set on NIST-LRE 1996 and 2007

NIST-LRETarget language
1996 2007

Arabic 23.97% 25.01%
Bengali N/A 20.01%
English 16.59%(General Ame.) 28.41%

16.44%(South. Ame.)
Farsi 25.00% 23.73%
French 13.95% N/A
German 18.97% 21.23%
Hindi 25.01% 27.92%
Japanese 16.45% 11.25%
Korean 23.28% 16.55%
Mandarin 16.66%(Mainland China) 18.14%

15.66%(Taiwan)
Russian N/A 33.73%
Spanish 34.23%(Highland) 24.09%

22.06%(Caribbean)
Tamil 21.90% 11.74%
Thai N/A 17.50%
Vietnamese 9.08% 10.01%

Average 19.95% 20.67%

This is due to the additional amount of training data. For the
other languages, the performance levels are very close between
the two tasks.

For the NIST-LRE 2007 task, there are six languages with
detection EERs below 20%. Mandarin, Thai, Vietnamese are
tone languages while Japanese has pitch accents [39][40][52].
These languages are expected to benefit from F0 modeling. On
the other hand, although Tamil is a language that has no salient
word-level prosodic characteristic [53], prosody modeling is
very useful to distinguish it from other languages.

B. NIST-LRE tasks with smaller attribute sets

The prosodic attribute set shown in Table I comprises
attributes with different properties. There are regression at-
tributes that resemble the Legendre coefficients investigated in
the recent studies on prosody-based SLR approaches [20][21].
In addition, a significant number of attributes differ only in
the normalization method (Z-normalized, B-normalized with
different spans). To understand the relative contributions of
different attributes, four different prosodic attribute sets are
created and tested for SLR. The NIST-LRE 1996 and 2007
tasks are experimented.

The four sets are to be referred to as Set I-IV. They all
contain 4 residue attributes. Their effectiveness was proved in
our previous work [19], and thus they are not compared here.

Set I contains 11 Z-normalized attributes on the utterance
span. This set is created following the heuristics in our previ-
ous experiments to create a small prosodic attribute set [36].
Together with residue attributes, the 15 attributes give term
vectors with 2, 205 bins. Set II contains Raw, Z-Normalized
and B-Normalized and residue attributes. In total there are 75
attributes (3, 969 bins). By comparing the SLR performance
given by Set I with that given by Set II, the effectiveness
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TABLE IV
Language detection EER with four attribute sets on NIST-LRE 1996 and

2007

Number NIST-LREAttribute Set
of bins 1996 2007

I Z-normalized attributes 2, 205 26.02% 25.13%
II Raw + Normalized attributes 11, 025 22.54% 22.09%
III Regression attributes 3, 969 22.99% 23.76%
IV Full set (II ∪ III) 12, 011 19.95% 20.67%

of the combinatorial use of many normalized variants can
be shown. Set III contains Regression attributes of F0 and
intensity. There are no regression attributes of duration. Raw
and normalized attributes of duration are added to Set III
such that a fair comparison with Set I and II can be made. The
SLR experiment with Set III, which comprises 27 attributes
(or 3, 969 bins), helps to indicate the effectiveness of Legendre
coefficients [20][21]. Set IV is the full prosodic attribute set
with 87 attributes (12, 011 bins).

Table IV is a summary of the four prosodic attribute sets and
the corresponding SLR results. The EER for NIST-LRE 1996
and 2007 for Set I are respectively 6.1% and 4.5% absolutely
higher than using Set IV. Set II shows an improvement over
Set I (3.5% and 3.0% EER reduction in NIST-LRE 1996 and
2007 respectively) with the inclusion of a large number of
normalization variants. Set III demonstrates the robustness of
regression attributes. Although Set III is comparable to Set I
in terms of the number of bins, the resulting EER is similar
to that from Set II, the large attribute set with all normaliza-
tion variants. This explains the popularity of regression-like
attributes such as Legendre coefficients [20][21]. Finally, the
combination of normalized, regression and raw attributes in
Set IV gives the best SLR results.

C. NIST-LRE task with feature selection

More insights on the effect of prosodic attribute dimension
to SLR performance are illustrated by running feature selection
experiment as described in Section IV-B. The experiment is
carried out on NIST-LRE 2007 data.

Figure 4 summarizes the SLR performance with different
feature selection criteria, which select bins or attributes in
a language-dependent or language-independent manner re-
spectively (Section III-D). For each selection criterion, there
are seven sizes (100, 500, 1, 000, 2, 500, 5, 000, 10, 000 and
12, 011). A general trend of EER reduction is observed with
the increasing number of selected bins. When the number of
selected bins is below 5, 000, bin-level z-metrics are found to
be better selection criteria than attribute-level z-metrics. The
best performance is given by bin-level language-independent
metric when the number of selected bins is 5, 000, where
an EER of 20.18% is reported. Other three selection criteria
all attain the best performance when the number of selected
bins is 10, 000. The corresponding EER when using the bin-
level language-dependent z-metric is 20.37%. For the same
number of selected bins, attribute-level language-dependent
and attribute-level language-independent z-metrics lead to
EER figures of 20.43% and 20.53% respectively.

From these statistics, it is shown that the bin-level language-
independent z-metric is the best metric for feature selection.
Table V illustrates the efficiency and SLR performance for
the seven designated bin selection sizes when the bin-level
language-independent z-metric is used. Program runtime is
the time taken by running the language recognition task in a
single core without hyper-threading in a Core2Duo 3.00GHz
machine with 8GHz memory. The runtime factor is calculated
by assuming a total test time of 906, 360 seconds, which
comprises 14 runs of different language detectors to 2, 158
testing files, each being 30 seconds long. When the number of
terms is smaller than 1, 000, recognition runtime increases in
proportion to the VSM size. From 2, 500 onwards, the program
runtime increases more significantly. This is probably due to
the limited system memory.

Number of selected bins
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Fig. 4. EER on NIST-LRE 2007 with different feature selection criteria and
number of selected bins

TABLE V
Runtime factor and EER with different numbers of selected bins on

NIST-LRE 2007 (bins selected by bin-level language-independent criterion)

Number of Recognition Realtime
selected bins time factor

EER

100 80s 0.0001 42.18%
500 458s 0.0005 27.61%

1, 000 1, 247s 0.0014 24.69%
2, 500 6, 534s 0.0072 21.85%
5, 000 25, 400s 0.0280 20.18%

10, 000 106, 943s 0.1180 20.61%
12, 011 159, 050s 0.1755 20.67%

VII. FUSION WITH PHONOTACTIC SLR SYSTEM

We integrate the PAM system with a state-of-the-art phono-
tactic system via score-level fusion and evaluate the perfor-
mance on NIST-LRE 2007. Two prosodic systems are used.
The first one is referred to as selected-PAM, which is the
PAM trained on 5, 000 bins selected by the bin-level language-
independent criterion. It is the best PAM system reported in
previous experiments. The second PAM system is referred to
as full-PAM. It is trained on 12, 011 bins, which represent the
full set of 87 prosodic attributes. The phonotactic system uses
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the method of parallel phone recognition followed by vector
space modeling (PPRVSM) [54]. An LDA-Gaussian back-end
is applied to the scores from individual PAM and PPRVSM
systems [55]. Score fusion is then performed.

The LDA-Gaussian back-end starts with a score vector,
which consists of the multi-class likelihood scores of an
utterance. Assuming the score vectors of all utterances from
the same target class follow a Gaussian distribution, LDA-
Gaussian back-end finds an optimal linear transformation of
score vectors. For fusion, an optimal weight is found and the
calibrated scores from the PAM system are added to those
from the PPRVSM system with this weight.

The linear transformation matrix in LDA-Gaussian back-
end is learnt by the maximum likelihood criterion. The fusion
weights are learnt by logistic regression [56]. We perform
cross-validation trials, in each of which one third of the data
in the LRE 2007 test set are used as the development data
set for parameter learning. The remaining data are used for
test. 50 trials are run. The error rates of the 50 trials are then
averaged to give the final results.

A. Fusion results

Following the practice of NIST evaluations, we adopt the
detection cost metric, Cavg , to measure the SLR performances
in PPRVSM and the fused systems [51]. Compared with
average EER, Cavg is computed with a single detection thresh-
old (at the value zero) for all target languages. It indicates
the average cost performance of detection misses and false
alarms over all languages. The PPRVSM system attains a
Cavg of 2.73%. Score fusion between PPRVSM and selected-
PAM gives a Cavg of 2.09%. A relative reduction of 23% is
observed. Fusion between PPRVSM and full-PAM gives a
slightly lower Cavg of 2.07%, on the expense of 2.5 times
larger PAM dimensions and over 6 times longer for the
prosodic component of language recognition. For the sake
of comparison with the results in former sections, the EER
for PPRVSM system and the fusion system with selected-
PAM and full-PAM is 2.56%, 1.93% and 1.92% respectively.
Figure 5 gives the Detection Error Tradeoff (DET) plots of
the PPRVSM system and the fused systems. The DET curves
illustrate the system performances at different operating points
with different detection thresholds.

VIII. DISCUSSION ON FEATURE SELECTION

This paper deals with a comprehensive set of prosodic
attributes. Compared with other sporadically used prosodic
features as introduced in Section I, we use multifaceted
variations of F0, intensity and duration. There are 12, 011
bins in total comprising 87 attributes. With feature selection,
a 5, 000-bin prosodic attribute subset is selected to give the
lowest EER of 20.18%. Error reduction is also demonstrated
for the PPRVSM+PAM fusion system.

In the following, a brief inspection to the best-performing
5, 000-bin prosodic attribute subset is carried out to reveal the
relative importance of different prosodic attributes in SLR.
We follow Table I which groups prosodic attributes into
5 categories: Raw, Z-Normalized, B-Normalized, Regression
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Fig. 5. DET plot for PPRVSM and with selected and full PAM

and Residue. Under each category, attributes correspond to
one of the 3 types: F0, Intensity or Duration. There is not
any Regression and Residue attributes under the type Dura-
tion. Altogether there are 13 category-types. The 5, 000 bins
are enumerated and categorized under this 13 category-type
scheme. By counting the number of bins in each category-type,
we can get an insight of the relative importance of attributes.

Some category-types such as Z-Normalized F0, B-
Normalized F0 and Z-Normalized Intensity contain more bins
because they have more measurements to start with, and thus
more attributes and more selected bins. Suppose ||Qsel|| is
the number of bins in a category type and I is the number
of attributes in the category type. A normalized count to the
selected bins in this category-type, Cnmz , is defined as,

Cnmz = ||Qsel|| × (5000× I

87
)−1. (12)

Cnmz is a normalized count to the selected bins. The second
term in Eq.(12) is a normalization term. By normalizing with
the total number of attributes (i.e. 87 from Table I), this term
cancels out the effects caused by different number of attributes
I among category-types. Cnmz indicates the importance of
a prosodic category-type. If the value equals 1, the number
of bins selected follows the ratio between different category-
type illustrated in Table I. If it is greater than 1, more bins
than expected are selected, indicating higher importance of
the category-type to SLR. On the contrary, when Cnmz is less
than 1, the category-type is less important to SLR.

A. Analysis on prosodic category-types

Table VI shows the value of Cnmz for the 13 category-
types. On average, attributes under the F0 type are the
most important to SLR. Many F0 attributes show language-
dependent distinctive characteristics. We know that F0 gradient
and F0 regression capture the unique F0 trajectory of a
tonal syllable. They are particularly efficient in distinguishing
tone languages like Mandarin and Vietnamese from other
languages. Attributes under the Duration type are the least
important. Particularly, only 13 bins are selected from Z-
Normalized Duration attributes, bringing Cnmz to 0.06. This
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can be attributed to the fact that duration attributes mainly
represents language irrelevant features such as speakers and
speaking styles.

For a comparison across categories, attributes under the
Residue category show large values of Cnmz . Residue at-
tributes consider the relative fluctuation of the F0 and intensity
attributes from the phrase curves of different lengths. They can
be robust attributes for distinguishing the Mandarin, where the
pitch of tonal syllables deviates from a steady phrase curve.
Intensity residue describes word stress. This attribute can be
used to detect a language with no lexical stress like Tamil [53].
Residue attributes received little attention in previous research
and it is worth further investigation.

Comparing between different normalized attributes, B-
normalized F0 and B-normalized Duration attributes gives
higher Cnmz values than their Z-normalized counterparts. This
trend, however, is not observed in attributes under the Intensity
type.

In Table I, every normalization method is applied to dif-
ferent measurements. We also compare across the five mea-
surements of nucleus, maximum, minimum, span and gradient.
F0 nucleus is the most effective measurement for SLR with
Cnmz equals 1.29. Maximum and minimum of F0 and intensity
give almost the same Cnmz between 1.15 and 1.17. The least
effective measurement is intensity span; its Cnmz value is
0.06.

TABLE VI
Normalized count to the selected bins in different category-type (from the

5,000-bin prosodic attribute subset selected under the bin-level
language-independent selection criterion)

(Type)
(Category) F0 Intensity Duration

Raw 0.78 0.94 0.89
Z-Normalized 0.98 1.04 0.06
B-Normalized 1.37 1.04 0.48
Regression 1.10 0.73 N/A
Residue 1.38 1.51 N/A

Average 1.12 1.05 0.48

IX. CONCLUSION

In this study, a comprehensive set of prosodic attributes
is investigated for SLR. This contrasts with many previous
studies that focused only on specific types of prosodic features.
Experiments show that the inclusion of the whole set of
prosodic attributes would lead to lower language detection
EER than using a specific subset of prosodic attributes.
Nevertheless, different prosodic attributes do carry different
importance to SLR. If we break down prosodic attributes into
smaller units such as bins, feature selection can be applied
to find the most effective bins in every attribute. With the
NIST-LRE 2007 training data set, an optimal prosodic attribute
subset which comprises 5, 000 bins is found. This optimal
attribute subset is independent of the target languages. It gives
the best performance in a stand-alone prosody-based SLR
system and shortens the runtime by 6 times compared with

the full attribute set. The complementary effect of prosodic
information to conventional SLR systems is demonstrated by
a phonotactic-prosodic fusion system. The relative contribution
of different prosodic attributes are also unfolded in Table VI.
Much of the feature selection and analysis process can be
adapted to other speech processing tasks, which sheds light
on a better use of prosodic attributes in speech processing
technology.
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[3] J. Navrátil, “Automatic language identification,” in Multilingual Speech
Processing, T. Schultz and K. Kirchhoff, Eds. Boston: Elsevier, 2006,
pp. 233–272.

[4] D. Cimarusti and R. B. Ives, “Development of an automatic identification
system of spoken languages: Phase I,” in Proc. ICASSP, 1982, pp. 1661–
1663.

[5] M. Sugiyama, “Automatic language recognition using acoustic features,”
in Proc. ICASSP, 1991, pp. 813–816.

[6] M. A. Zissman, “Comparison of four approaches to automatic language
identification of telephone speech,” IEEE Trans. Speech, Audio Process.,
vol. 4, no. 1, pp. 31–44, Jan. 1996.
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