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ABSTRACT
Quantitative measurements obtained from medical images
guide clinicians in several use cases but manually obtaining
such measurements are both laborious and subject to inter-
observer variations. We develop a hybrid deep reinforced re-
gression framework to robustly measure the Cardio-Thoracic
ratio (CTR) from Chest X-ray (CXR) images, thereby directly
identifying the presence of Cardiomegaly. The proposed hy-
brid framework initially employs a CNN based Regressor on
pre-processed images to obtain approximate critical points.
As the actual critical points are based on human expert’s
experience and subject to labeling uncertainties, a deep re-
inforcement learning (deep RL) approach is specifically de-
signed to fine-tune estimated regression points from the CNN
Regressor. The final regressed points are then used to mea-
sure CTR. Wingspan and ChestX-ray8 datasets are used for
validating the proposed framework. The proposed framework
shows generalization ability on ChestX-ray8 and outperforms
the state-of-the-art results on Wingspan.

Index Terms— Deep Reinforcement Learning, Convolu-
tional Neural Networks, Chest X-ray, Cardio-Thoracic Ratio

1. INTRODUCTION

Medical imaging studies provide diagnostic information both
qualitatively and quantitatively. In the latter, there are some
use cases where high-precision, accurate distance measure-
ments are desirable, for example, the Tibial Tuberosity-
Trochlear Groove (TT-TG) distance on CT or MRI studies of
the knee [1]. Even in use cases where pixel-level accuracy
is given lesser importance, manual measurements are subject
to inter-observer variations. This may be ameliorated by a
standardized, consistent, and reproducible technique that re-
duces variability and facilitates comparison with other similar
studies to detect small but potentially important differences.

The Cardio-Thoracic ratio (CTR) [2] is the accepted mea-
surement used to determine the presence of Cardiomegaly
on Chest X-ray (CXR) studies and is calculated using pre-
defined positions of the internal thoracic edges and cardiac
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silhouette. In the context of time pressures in real-world set-
tings, these positions (which is also known as critical points
of measurements or landmark points) are not easy to iden-
tify consistently as the interface between soft tissue and back-
ground may not be sharp and their selection can be influ-
enced by image scaling or radiologists’ personal practice [3,
4]. Hence, accuracy and reliability remain issues due to the
inherent intra-class variability of X-ray images and the inabil-
ity of the relevant methods to account for such intrinsic vari-
ations. Deep learning has revolutionized many of the com-
puter vision tasks, notably in critical landmark point regres-
sion [5, 6]. Regression of critical landmark points for med-
ical image analysis is one of the current challenging areas
of research, for which several related works have been pro-
posed, such as regression systems for detecting cephalometric
points in dental X-ray images [7, 8], aiding decision making
in pelvic trauma surgery [9], and UNet based segmentation to
obtain the heart & lung boundaries [10]. In medical imaging
cases where the target is uncertain or difficult to predict, Re-
inforcement Learning has been shown to be successful. For
instance, [11] introduces a reinforcement learning agent that
searches for anatomical landmark location given a sequence
of annotated images, [12] trains RL for gesture segmentation,
and [13] compares various DQN networks on 3D fetal head
ultrasound dataset.

Our major contributions are summarised as follows: (i)
Design of a multi-stage approach comprising image enhance-
ment and alignment modules accompanied by a Multi-Point
Regression Network for regressing landmark points. (ii) Im-
provement in the stability of the system under conditions of
uncertainty introduced by potential noise during scanning
(equipment heterogeneity); errors caused from the regression
network predictions are minimised by local neighborhood
search by coupling with a RL agent. (iii) By constraining the
state space of RL agent to individual patches obtained using
the regression network, training complexity is reduced and
faster convergence during inference is achieved. (iv) Domain
adaptation to a similar but different chest X-ray dataset is
shown possible with the proposed approach, thereby exhibit-
ing generalization to heterogeneous sources.



Fig. 1. The overall proposed methodology for CTR computation from CXR.

2. HYBRID FRAMEWORK FOR CTR ESTIMATION

In this work, we endeavor to develop a hybrid deep reinforced
regression framework for the critical points regression of CTR
from CXR images. The proposed methodology includes three
sequential steps - multi-stage image enhancement and align-
ment, initial landmark point prediction using CNN Regressor,
and precise location search using Deep Reinforcement Learn-
ing agents on constrained ROI based on above landmark point
patches. The final regressed points are used to measure CTR
and detect Cardiomegaly. The proposed framework is evalu-
ated on two datasets - Wingspan [14] and ChestX-ray8 [15].
The overall methodology is depicted in Figure 1 and the as-
sociated details are presented in the ensuing sections.

2.1. Preprocessing: Image Enhancement and Alignment

Enhancement of CXR uncovers vital features which may oth-
erwise go undetected and lead to loss of information. A mul-
tistage sequential CXR image enhancement and alignment
process that includes histogram equalization, intensity scale
adjustment, edge detection by approximating gradient of im-
age intensity function, intensity thresholding, inversion, and
customized ORB alignment have been used in this work to
improve model robustness and minimize intra-class variation.
For the sake of brevity, trivial details are skipped and an illus-
tration of the entire image enhancement and alignment proce-
dure is depicted in Figure 2.

2.2. CNN Regressor for Multi-point Regression

The CNN regression network architecture takes in a 256 x 256
grey-scale image and estimates the coordinates of the 4 crit-

Fig. 2. Illustration of sequential image enhancement (top row)
and ORB based alignment (bottom row), where a given image
is on the left, the center image shows ORB feature matching,
and the rightmost is the aligned image with green and orange
boxes showing vertical and horizontal translations.

ical landmark points (that are required to calculate the CTR)
on the image. The input image passes through a series of con-
volutional (4 layers, 128 filters per layer) and pooling layers,
and finally a dense layer to extract the features of the image
required to locate the landmark points. 1 ReLU [17] is used
as activation for all convolution and dense layers. The pro-
posed weighted loss function for jth image defined for train-
ing the network is the Mean Absolute Error between actual
landmarks and the predicted landmarks, as defined below:

Lj =

∑4
i=1 wi|xji − x̂

j
i |+ vi|yji − ŷ

j
i |∑4

i=1 wi + vi
, (1)

1The left and right internal thoracic landmark points will be equated with
the left and right lung edges respectively (although they are not anatomically
the same) and referred to as such in the interest of brevity since they are
co-localized in the absence of pathology.



where (xji , y
j
i ) is the ground truth coordinates of the ith

landmark point of jth image, (x̂ji , ŷ
j
i ) is the corresponding

predicted coordinates, wi and vi are the corresponding non-
negative weights. Adam [18] optimizer is used for training
the deep learning model. As a relatively limited number of
samples are used for training, L2 regularizer is used along
with the loss function to make the model robust to overfitting.

2.3. Reinforcement Learning on Constrained Patches

The predicted heart and lung landmark points from the regres-
sion network are further refined using a Deep Reinforcement
Learning (DRL) mechanism. The regression network by itself
is susceptible to moderately incorrect predictions, especially
in scenarios that arise due to potential noise while scanning
and equipment heterogeneity. RL complements by correct-
ing localized errors (labeling uncertainties and image varia-
tions), thereby regressing the CTR landmark point predictions
closer to the ground truth. We design the DRL to formulate a
search strategy to identify landmark points using an agent net-
work (Figure 3), inspired from the Deep Q-Network (DQN)
[19], and specify appropriate reward functions for every ac-
tion leading to the optimal sequence of decisions.

Formally, let us define the state space be S = {(xi, yj) :
1 ≤ i ≤ 64, 1 ≤ j ≤ 64, i, j ∈ I}. Our DRL agent has the
following action setA = {aLeft, aRight, aUp, aDown, aPaint},
where the first four actions denote the four directions move-
ment of 1 pixel, the fifth action ‘paint’ marks the decision
point (updated prediction) and consequently also leads to the
terminal state s∗ of an episode E. Let N be the total steps
taken by the agent in E out of the predefined maximum steps
m. An episode E = {(s′, s1, s2, ..., s∗) : s′, si, s

∗ ∈ S}
comprises the set of states traversed by the agent from start
position to the end (either making the decision to paint or
having reached m). In our context, one episode is synony-
mous with one image patch. The predicted points from the
regression network serve as the starting point s′ for the agent.
The terminal state s∗ is reached when either the action aPaint

is executed or when the agent has traversed m steps without
painting. The pixel annotated as the ground truth / goal label
for a patch is given by g = (x̂, ŷ). The reward functionR that
we propose here is therefore designed from a combination of
four constraints: (i) Comparison of the relative distance be-
tween two consecutive states, (ii) distance of the agent from
the current state to ground truth, (iii) reach the destination
in fewer steps, (iv) paint with responsibility - do not enter
terminal state randomly. For all distance calculations, the
Euclidean norm is employed.

R1(st, st−1, at) =


+1, ||st − g|| < ||st−1 − g||,
−1, ||st − g|| = ||st−1 − g||,
−2, ||st − g|| > ||st−1 − g||,
at 6= aPaint, st 6= g

(2)

R2(st) = −||st − g|| (3)

R3(N) = −δN (4)

R4(st, at) =

{
+10, at = aPaint, st = g
−10, at = aPaint, st 6= g

(5)

R = (st, st−1, at, N) = R1 +R2 +R3 +R4 (6)

During training, the presence of g motivates the agent to-
wards reward accumulation, an indirect way to learn the pol-
icy. During inference, g is unknown, but the learnt policy
comes into effect and guides the agent to make the appropri-
ate actions. The agent either reaches the destination pixel and
enters s∗ through aPaint when it is confident of the landmark
or circles around an approximate pixel in a loop untilm steps.

Fig. 3. Proposed RL Architecture for Regressing CTR land-
mark points.

The final regressed landmark points are then used to com-
pute the CTR as follows:

CTR =
xlh − xrh
xll − xrl

, (7)

where xlh, xrh, xll and xrl are the x-coordinates of left
heart, right heart, left lung, and right lung boundary points re-
spectively. CTR greater than 0.5 is conventionally used to de-
fine Cardiomegaly in PA(posterior-anterior projection) CXRs.
Note only horizontal points are required for CTR calculation.

3. EXPERIMENTAL RESULTS AND DISCUSSION

The Wingspan dataset consists of 221 annotated Chest X-ray
images. 80% of images are used for training and 20% used
for testing. The CNN Regression network is trained on the
images to obtain 4 predicted landmark points. The learning
rate, batch size, L2 regularization constant , maximum num-
ber of epochs, wi and vi (weights in Equation 1) are set as
0.0001, 32, 0.01, 300, 2, and 1 respectively.

A 64 x 64 patch centered at the predicted point is gen-
erated for each landmark and fed to the DRL mechanism.
The agent is trained for 250K iterations (2 days to train
on NVIDIA GTX Titan GPU). Boltzmann Q Policy is
adopted for exploration, and the network is optimized us-
ing the MSE loss, with Adam [18] as the optimizer (learning
rate=0.00055). The maximum number of steps, m is set to be
100. Initial 50 iterations are run as a warm-up which allows
for random sampling of states stored in the memory (with a
limit of 50K frames) using experience replay. Update-delay
in computing the reference values using Double-DQN mech-
anism [20] is introduced for robustness, with a target model



Table 1. Metrics for regressed landmark points using DRL on Wingspan. Each cell contains the metrics for two coordinates of
the landmark point, x and y. Metrics provided are MAE (Mean Absolute Error), MAPE (Mean Absolute Percentage Error) and
RMSE (Root Mean Squared Error).

Metrics Coordinates Lung Right Lung Left Heart Right Heart Left

MAE x 3.29 ± 2.18 4.57 ± 3.26 4.18 ± 3.11 5.64 ± 4.20
y 10.80 ± 9.45 13.69 ± 8.42 5.60 ± 4.46 7.27 ± 6.06

MAPE(%) x 17.49 ± 21.02 1.96 ± 1.39 4.35 ± 3.04 2.83 ± 2.16
y 6.06 ± 5.26 8.09 ± 5.33 3.76 ± 3.07 4.76 ± 3.94

RMSE x 3.94 5.61 5.21 7.03
y 14.35 16.07 7.15 9.82

update of once in 10 episodes. The discounted reward factor
γ is set to 0.9.

It was observed that it takes 10-15 steps to complete an
episode on average. Among the 4 patches, the lung patches
take more steps for episode completion and also result in
higher MAE (Table 1). For the heart regions, the X and Y
points need to be precise to locate the extreme regions of
the heart (which has curved outlines). However, for lung
regions, the extremes lie on a relatively small but straight
vertical line, near the extreme boundaries, which allows a de-
gree of freedom for radiologists to mark the internal thoracic
boundaries.

For CTR calculation, only the X coordinate positions are
relevant (from Eqn. 7). Table 2 provides a comparison of
our method with existing methods for the calculation of CTR.
The hybrid framework achieves state-of-the-art results on the
Wingspan dataset, achieving MAE as low as 0.026 (2.6 %).
The standard deviations for metrics have also reduced, reflect-
ing the reliability of our proposed hybrid framework.

Table 2. CTR measurement Results for Wingspan dataset
based on MAE, MAPE and RMSE metrics. The results for
existing methods are taken from [14].

Method MAE MAPE RMSE
ADDA 5.1% ± 5.8% 9.2% ± 9.9% 0.08

DA-ADV 3.3% ± 5.1% 5.8% ± 8.5% 0.06
Ours 2.6% ± 2.7% 5.4% ± 5.8% 0.04

The ChestX-ray8 dataset contains 723 Chest X-ray im-
ages having Cardiomegaly but their exact CTR scores are
not quantified. To show domain adaptation, we use the hy-
brid framework trained on the Wingspan dataset to predict
the landmark points for the ChestX-ray8 dataset. Table 3 pro-
vides the accuracy score for proposed framework and the cur-
rent state-of-the-art CardioXNet [10]. We achieve 86.7% ac-

Table 3. Comparison with Existing Approaches for Car-
diomegaly Detection over ChestX-ray8 dataset to show do-
main adaptation ability of the proposed framework.

Model Accuracy %
CardioXNet [10] (Train - ChestX-ray8) 93.75

Ours (Train - Wingspan) 86.70

curacy, showing the proposed framework’s ability to general-
ize well for other Chest X-ray datasets.

Visualizations for regressed landmark points on the
Wingspan dataset, along with ground truth landmark points
are shown in Figure 4. Figure 5 shows the landmark points
obtained by using the trained model (on Wingspan) to predict
on ChestX-ray8. This highlights the generalization capability
of the proposed hybrid framework. The ChestX-ray8 dataset
has no ground truth annotated landmark points for CTR pre-
diction, hence the predictions obtained from the model were
validated by a trained radiologist. 2

Fig. 4. Random test samples - Regressed critical landmarks
(blue pts) for CTR measurements with ground truths (red pts)
on Wingspan. Predictions are shown for CTR MAE < 0.03.

Fig. 5. Random samples - Regressed critical landmarks (blue
points) for CTR measurements on ChestX-ray8 dataset.

4. CONCLUSION AND FUTURE DIRECTIONS

Medical image measurements have stringent requirements on
precision, reliability, and reproducibility. However, they are
subject to variations due to intrinsic imaging limitations and
inter-observer variations. The proposed hybrid CNN + DRL
framework reliably regressed the critical landmark points in
CXR images to outperform current state-of-the-art methods
on CTR measurement (achieving 2.6% MAE). We have also
demonstrated the adaptability of the model on a different
CXR dataset. Extending this hybrid framework for measure-
ments in brain MRI (Evans index and callosal angle) and
knee MRI (TT-TG distance) is currently under investigation.

2We thank Mr. Nanqing Dong (author of [14]) for providing the modified
(anonymized) Wingspan data for this study. We thank Akshaya Balamurugan
for discussions during the early draft of the paper.
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