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Abstract 

In this work, we present the results obtained from integrating several machine learning models 

with projection-based reduced order model for modeling the canonical case of flow past a 

stationary cylinder. We demonstrate how machine learning models can be used to model the 

time-varying characteristics of the POD coefficients, and that the locally-interpolating models 

such as regression trees and k-nearest neighbors seem to be better for such models than other 

models like support vector regression or long-short term memory networks. In addition, our 

numerical experiments also show that these POD coefficients are most effectively modeled by 

using their own previous time values, as opposed to the inclusion of high energy POD modes. 

Last but not least, we demonstrate that these models, although trained on inlet velocities of 0.8, 

1.0 and 1.2 m/s, can still predict the POD coefficients of flow fields for inlet velocities of 0.9 and 

1.25 m/s, with root mean squared error of under 10%. 

Introduction 

Numerical simulations are extremely useful in many engineering applications, as they can be 

more cost and time effective than actual experimental testing, especially when parametric studies 

are desired in the design iteration phase. Computational Fluid Dynamics (CFD) in particular, has 

shown great utility as a design tool across many domains, including in industries such as 

aerospace and marine and offshore.  

In addition, numerical simulations can simultaneously provide complete field information across 

the entire domain of interest, reducing the need for adjudicating appropriate measurement 

locations in experimental setups, with sampling optimization being a whole other complex field 

of research [1]. Nonetheless, while CFD has its advantages, the scale required for realistic 
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simulations can make simulations extremely costly computationally. The field of reduced order 

models (ROMs) aims to use low-dimensional representations of these CFD models to reduce 

computational demands with minimal loss in accuracy [2]. One of the most common reduced 

order techniques being used is projection-based, in the form of Proper Orthogonal 

Decomposition (POD), ever since early seminal work by Sirovich and Kunisch and Volkswein 

among others [3, 4]. Over the years, other methods such as the Discrete Empirical Interpolation 

Model (DEIM) have been proposed to further address the remaining non-linear terms in POD, 

thus enhancing their applicability across a wide range of problems, with work by Puzyrev et al. 

in particular an illustration of the wide range of engineering problems to which ROM can be 

applied [5-7].  

Concurrently, much attention has been devoted to the rapid rise in the number of applications to 

which machine learning (ML) techniques such as deep learning have been shown to be very 

effective [8]. This has also extended to the field of fluid dynamics, with authors utilizing 

machine learning in areas such as turbulence modeling and flow prediction [9-13].  

Hence, some research groups have proposed the coupling of ROM models with ML in an effort 

to further speed up simulations for engineering application. The ML methods proposed include 

both more traditional techniques such as polynomial regression and k-nearest-neighbors and 

more recent ML algorithms such as decision trees and neural networks [14-18]. Swischuk et al. 

in particular compared the performance of various machine learning techniques in great detail for 

both a fluid dynamics and solid mechanics problem, and concluded that k-nearest-neighbors 

appeared to be particularly suited to these physical systems, although other authors also reported 

that Long Short-Term Memory (LSTM) models worked well in representing particular flow 

scenarios [15, 19-21]. In addition, other engineering applications for which this strategy has been 

applied with good results include the modeling of pollutant transport process and single-injector 

combustion process [22, 23].  

Interestingly, Swischuk et al. also suggested in their work that POD, as a dimensionality 

reduction technique, can serve as a physics-inspired parameterization for embedding physics-

based constraints [14, 22, 24], while other work by Sun et al. and Stewart et al. suggest that the 

introduction of physics-based constraints can serve as a regularization method to enable label-

free training and prediction [25, 26]. It is thus possible that the use of ROMs could potentially 

mitigate the scarcity of data for typical machine learning approaches to work by leveraging the 

underlying physics-based model as a constraint.  

Hence, in this work, we propose to further investigate the effectiveness of various ML models 

for transient fluid dynamic simulations such as the canonical case of flow past a stationary 

cylinder, similar to other developmental work in literature in this area [27]. More importantly, 

this is a new extension to prior work which have focused largely on steady-state scenarios, or on 

training models to extend a single transient simulation further in time[20, 28]. In particular, we 

evaluate the models’ ability to extrapolate to flow simulations across multiple input velocity 



magnitudes with different temporal evolutions, even when those transient simulations are not 

included in the training data set, similar to recent interesting work by San et al.[29]. 

Methods 

CFD Simulation 

In this work, a set of transient 2-dimensional CFD simulations are run for a scenario depicting 

flow past a stationary cylinder as illustrated in Figure 1. The full CFD simulations comprising 

124,338 cells are run using ‘pisoFOAM’ in OpenFOAM [OpenFOAM Foundation (2015)] with 

2nd-order discretization schemes as previously described [30]. Briefly, a constant inlet velocity 

in the range of 0.8 - 1.25 m/s is imposed, along with a zero pressure outlet, on the flow past a 

stationary cylinder of 1 m diameter (D), with non-slip boundary conditions. As the fluid density 

(ρ) and the kinematic viscosity (ν) are kept constant at 1 kgm-3 and 0.01 m2s-1 respectively, the 

Reynolds number (Re) for these simulations ranges between 80 and 125. A set of 301 snapshots 

of flow velocity and pressure are collected at intervals of 0.1s after the simulation was verified to 

have converged to steady periodic vortex shedding. The set of 301 snapshots cover 

approximately 6 cycles of vortex shedding. The results from these snapshots were used in 

subsequent POD decomposition and machine learning training and prediction. 

 

Figure 1. Schematic of the CFD simulation scenario for flow past a stationary cylinder as studied in this work. The cylinder is 
of diameter, D, while the domain is 16D long and 8D wide, with an inlet velocity as specified by uin.  

It should be highlighted that in the ‘pisoFOAM’ solver, the Pressure-Poisson equation is solved 

explicitly to enforce the divergence-free condition for incompressible flow. In many ROM 

models constructed for similar problems in past studies, the pressure equation was omitted by 

using a specially designed boundary condition in conjunction with Green theory. In the general 

case however, the pressure and velocity fields exhibit strong nonlinear dependency [31] and 

should be modelled via the Poisson equation for pressure in both the CFD and ROM – ML 

coupled models. 

POD Modes 

The representation of the time evolution of various time series data by different machine learning 

models is common in current machine learning literature. Similarly, numerous machine learning 



models utilize principal component analysis as a means of dimensionality reduction for feature 

extraction, which has a direct corollary in current physics-based reduced order models as POD. 

In this work, we therefore use POD to similarly reduce the dimensionality of the flow snapshot 

simulations prior to the application of machine learning models. Critically, it is important to note 

that other ROMs utilizing POD will typically project the governing equations onto the POD basis 

for numerical simulation, however, this operator projection step is not implemented in this work 

as the POD coefficients for the velocity components (𝑢, 𝑣) and pressure (𝑝) are directly modeled 

as a collection of time series datasets. 

The ‘method of snapshots’ introduced by Sirovich is used for the computation of the basis 

vectors and POD coefficients [3]. Briefly, for a set of 𝑚 snapshots of a CFD simulation {𝜔𝑖}𝑖=1
𝑚 , 

the POD basis vectors, 𝜙𝜔𝜖ℝ𝑁, are a linear combination of the snapshots, 

𝜙𝜔 = ∑ 𝛽𝑖𝜔𝑖
𝑚
𝑖=1           

 (1) 

where the coefficients, 𝛽𝑖, are solved from the eigenvalue problem, 

𝑅𝛽 = 𝛬𝜔𝛽            (2) 

with 𝑅 ∈ ℝ𝑚×𝑚 being the correlation matrix as defined by 𝑅𝑖𝑗 ∶= (𝜔𝑖, 𝜔𝑗) and 𝛬𝜔𝜖ℝ𝑚 being the 

eigenvalues as defined by 𝛬𝜔 ∶= {𝜆𝑖
𝜔}𝑖=1
𝑚 .  

The basis vectors obtained by solving this eigenvalue problem have the following properties: 1) 

they are orthogonal and can be normalized such that (𝜙𝑖
𝜔 , 𝜙𝑗

𝜔) = 𝛿𝑖𝑗; 2) the corresponding 

eigenvalues, 𝜆𝑖
𝜔, are positive, decrease monotonically and are indicative of the relative 

importance of the basis vector in construction of the snapshots; and 3) the set of first 𝑟𝜔 basis 

vectors are optimal to represent a snapshot in the sense that it captures more energy on average 

than any other set of orthonormal basis vectors, where the amount of energy captured is 

calculated by the following equation: 

∑ |(𝜔, 𝜙𝑖
𝜔)|2𝑟𝜔

𝑖=1 = ∑ |𝑎𝑖
𝜔|2𝑟𝜔

𝑖=1 = ∑ 𝜆𝑖
𝜔𝑟𝜔

𝑖=1        (3) 

and 𝑎𝜔 ∶= {𝑎𝑖
𝜔}𝑖=1
𝑟𝜔  are the modal coefficients corresponding to the basis vectors in the subspace 

𝑎𝑖
𝜔 = (𝜔,𝜙𝑖

𝜔) ∈ ℝ. When a set of 𝑟𝜔 basis vectors are chosen according to their eigenvalue 

magnitudes to maximize the energy captured by the basis vectors, individual snapshots, �̃�, can 

then be approximated by  

�̃� = 𝜔0 +𝚽
𝜔𝑎𝜔          (4) 

where 𝜔0 is the ensemble mean of the snapshots, 𝚽𝜔 ∶= {𝜙𝑖
𝜔}𝑖=1
𝑟𝜔 ∈ ℝ𝑁×𝑟

𝜔
 is the solution 

subspace comprising the POD basis vectors for the variable ω and N is the number of unknowns 

in ω. Interested readers are referred to previous work by Dao for further details on the POD 



calculations [30]. The corollary to this reduced order model is that we can represent the time 

evolution of a flow field as the time evolution of the coefficients of the individual POD modes, 

as these 𝑢, 𝑣, 𝑝 modes are essentially a lower-dimensional representation of the velocity and 

pressure fields.  

In this work, snapshots obtained from the transient CFD simulations of the flow past cylinder 

under 3 inlet velocities, Uinlet = 0.8, 1.0 and 1.2 m/s, are combined into snapshot ensembles for 

each of 𝑢, 𝑣, 𝑝. As 301 snapshots are obtained per variable per simulation scenario, the POD 

method as applied to these snapshot ensembles will produce an ensemble mean and 903 total 

modes for each of 𝑢, 𝑣, 𝑝.  

Machine Learning Models  

After decomposing the flow and pressure fields into their POD modes, we model the time-

varying behavior of these different modes via different machine learning models, as opposed to 

solving the governing equation projected onto the basis space. In essence, the models are being 

trained according to the following general forms: 

𝑎𝑖
𝑢(𝑡) = 𝑓𝑢

(

 
 

𝑎1…𝑗𝑢
𝑢 (𝑡 − 1), … , 𝑎1…𝑗𝑢

𝑢 (𝑡 − 𝑛𝑢),

𝑎1…𝑗𝑣
𝑣 (𝑡 − 1), … , 𝑎1…𝑗𝑣

𝑣 (𝑡 − 𝑛𝑣),

𝑎1…𝑗𝑝
𝑝 (𝑡 − 1), … , 𝑎1…𝑗𝑝

𝑝 (𝑡 − 𝑛𝑝),

𝑈𝑖𝑛𝑙𝑒𝑡 )

 
 

      (5.1) 

𝑎𝑖
𝑣(𝑡) = 𝑓𝑣

(

 
 

𝑎1…𝑗𝑢
𝑢 (𝑡 − 1), … , 𝑎1…𝑗𝑢

𝑢 (𝑡 − 𝑛𝑢),

𝑎1…𝑗𝑣
𝑣 (𝑡 − 1), … , 𝑎1…𝑗𝑣

𝑣 (𝑡 − 𝑛𝑣),

𝑎1…𝑗𝑝
𝑝 (𝑡 − 1), … , 𝑎1…𝑗𝑝

𝑝 (𝑡 − 𝑛𝑝),

𝑈𝑖𝑛𝑙𝑒𝑡 )

 
 

      (5.2) 

𝑎𝑖
𝑝(𝑡) = 𝑓𝑝

(

 
 

𝑎1…𝑗𝑢
𝑢 (𝑡 − 1), … , 𝑎1…𝑗𝑢

𝑢 (𝑡 − 𝑛𝑢),

𝑎1…𝑗𝑣
𝑣 (𝑡 − 1), … , 𝑎1…𝑗𝑣

𝑣 (𝑡 − 𝑛𝑣),

𝑎1…𝑗𝑝
𝑝 (𝑡 − 1), … , 𝑎1…𝑗𝑝

𝑝 (𝑡 − 𝑛𝑝),

𝑈𝑖𝑛𝑙𝑒𝑡 )

 
 

      (5.3) 

where the ith modal coefficients for 𝑢, 𝑣, 𝑝 at time 𝑡, as represented by 𝑎𝑖
𝑢(𝑡), 𝑎𝑖

𝑣(𝑡), 𝑎𝑖
𝑝
(𝑡), are 

modeled with 𝑈𝑖𝑛𝑙𝑒𝑡, and combinations of the various POD modal coefficients. These 

combinations can vary in the length of historical data used from 𝑢, 𝑣, 𝑝, as represented by 

𝑛𝑢, 𝑛𝑣, 𝑛𝑝, and the number of different POD modal coefficients, as represented by 𝑗𝑢, 𝑗𝑣, 𝑗𝑝. 

However, in this work, the POD modes we have chosen are either the same as the POD mode to 

be predicted, i.e. 𝑖 = 𝑗, or are a combination of the highest energy POD modes. It should be 

noted that the values of 𝑛𝑢, 𝑛𝑣, 𝑛𝑝 and 𝑗𝑢, 𝑗𝑣 , 𝑗𝑝 across Equations 5.1, 5.2 and 5.3 can be different 

as well. 



In total, 6 different types of machine learning models were used: 1) Extreme Gradient Boosting 

(XGB) [32]; 2) Light Gradient Boosting (LGBM) [33]; 3) Random Forest (RF) [34]; 4) Support 

Vector Regression (SVR) [35]; 5) k-Nearest Neighbour (k-NN); 6) Neural Networks (Long-

Short Term Memory Models or LSTM) [36]. These models were selected to cover a spectrum of 

machine learning methods and have been previously been shown to be effective on a different set 

of steady-state fluid dynamic and solid mechanics scenarios [14]. Fundamentally, these set of 

models also correspond to a spectrum of potential algorithms, from regression trees 

(XGB/LGBM/RF) to kernel-based methods (SVR) to neural networks (LSTM), that will be of 

greatest interest to a wide spectrum of academics. 

Due to the amount of hyper-parameters required to be determined for every machine learning 

model for every POD mode of interest, an optimization algorithm (Hyper-Opt) based on prior 

work by Bergstra et al [37, 38] was used to automatically define the best set of conditions for 

each model. This is particularly crucial as most machine learning models involve some degree of 

hyper-parameter optimization, and the use of an automatic algorithm facilitates the creation of 

multiple output models to encompass the range of POD modes necessary for accurate 

representation of more complex flow simulations. Another Gaussian Process-based Bayesian 

optimization package was tested, but did not perform as well in our preliminary experiments 

[39]. 

For the LSTM model, a linear activation function was used, along with the ADAM optimizer 

with parameters (learning rate = 0.0005, 𝛽1 = 0.9, 𝛽2 = 0.999, 휀 = 10−8), and a MAE loss 

function. A final epoch and batch size of 300 and 20 were found to be optimal after hyper-

parameter optimization. Interested readers can refer to work by Hochreiter et al. for further 

explanation of these parameters [36]. 

We then train the different machine learning models to predict the time series evolution of these 

POD coefficients. In this instance, as the models are individually evaluated, the mode 

coefficients obtained from the POD decomposition of the actual CFD simulation is used as the 

ground truth. Data for 3 inlet velocities (0.8 m/s, 1.0 m/s and 1.2 m/s) are used for training and 

testing, with a total of 301 time points per inlet velocity. A normalized Root Mean Square Error 

(RMSE) is used as the evaluation metric, with 50% of the data used as training data (first 151 

time points), 20% of the data used as model validation data (next 60 time points), and 30% of the 

data used as test data (final 90 time points). For evaluating model performance for the scenarios 

with inlet velocities of 0.9 m/s and 1.25m/s, the final 90 time points were used as test data 

similarly to the other inlet velocities, although the first 211 time points were not used for either 

training or validation of the models. 

Due to the difference in magnitudes between the various modes, we present the normalized 

RMSE for each mode according to the following expression: 



𝑅𝑀𝑆𝐸 = 

√∑ (𝑎𝑝𝑟𝑒𝑑−𝑎𝑡𝑟𝑢𝑒)
2𝑛𝑡

𝑖=1
𝑛𝑡

(max(𝑎𝑡𝑟𝑢𝑒)−min (𝑎𝑡𝑟𝑢𝑒))
        (6) 

where apred represents the predicted coefficients of the individual POD modes, and nt refers to the 

number of data points in the test data. The atrue terms are the computed POD coefficients 

obtained from the actual CFD simulations that were previously conducted in OpenFOAM. 

Results 

POD Modes from CFD Simulations 

The time evolution of the coefficients of some of these POD modes from the set of CFD 

simulations described above is plotted in Figure 2, and illustrates the way the coefficients of 

these modes vary in time and across different boundary conditions. These coefficients can vary 

widely in periodicity and magnitudes across the different POD modes, and for different 

magnitudes of inlet velocities for the same POD basis vectors. 

 

Figure 2. (a)-(c) are plots of the coefficients of 3 POD modes for u, v and p respectively for the same time period. Modes 2-4 
are chosen and mode 1 is not shown as mode 1 is largely determined by the magnitude of the inlet velocity. (d) is a plot of 
the coefficients of the fifth u mode for 3 different inlet velocities of 0.8, 1.0 and 1.2 m/s.  

The calculated eigenvalues of the POD modes for 𝑢, 𝑣 and 𝑝 for this particular flow problem are 

plotted in Figure 3, and they illustrate that the relative energies of the POD modes are fairly 

consistent across 𝑢, 𝑣 and 𝑝, and more critically, that the energies of the 10th to 15th mode 

relative to the first mode is about 4 to 5 orders of magnitude smaller. Hence, for this particular 



set of snapshots, the majority of the energy is actually well captured by the first five to ten 

modes. 

 

Figure 3. Plot of the eigenvalues of the POD modes for u, v and p arranged in descending order for the snapshots acquired in 
the case of flow past a stationary cylinder. 

In addition, it is worth noting the actual magnitude of error involved in reconstructing a flow 

field from the individual POD modes and coefficients is quite small as illustrated in Figure 4. 

The velocity and pressure fields depicted are for the same time point and demonstrate that little 

information is lost from the reconstructed POD modes. 

 

Figure 4. (a) and (b) are the pressure and velocity magnitude contour plots for a single CFD simulation, while (c) and (d) are 
the corresponding pressure and velocity magnitude contour plots reconstructed from the POD modes. 

Evaluation of Machine Learning Models 



In the first set of models, the first 10 POD modes for 𝑢, 𝑣 and 𝑝 are predicted based on the prior 

3 time points. The normalized RMSE is plotted in Figure 5, along with additional models 

whereby an increased number of prior time points are included as predictive features in the 

individual models. With reference to Equations 5.1 to 5.3, the models being referenced here are: 

𝑎𝑖
𝑢(𝑡) = 𝑓𝑢(𝑎𝑖

𝑢(𝑡 − 1), … , 𝑎𝑖
𝑢(𝑡 − 𝑛), 𝑈𝑖𝑛𝑙𝑒𝑡)       (7.1) 

𝑎𝑖
𝑣(𝑡) = 𝑓𝑣(𝑎𝑖

𝑣(𝑡 − 1), … , 𝑎𝑖
𝑣(𝑡 − 𝑛), 𝑈𝑖𝑛𝑙𝑒𝑡)       (7.2) 

𝑎𝑖
𝑝(𝑡) = 𝑓𝑝(𝑎𝑖

𝑝(𝑡 − 1), … , 𝑎𝑖
𝑝(𝑡 − 𝑛),𝑈𝑖𝑛𝑙𝑒𝑡)       (7.3) 

where n is the number of prior time points being included as predictive features and varies from 

3 to 50. 

 

Figure 5. Boxplot of the RMSEs observed for the first 10 POD modes for velocity and pressure fields. Individual values are 
colored by the machine learning model used, and arranged in groups of 3 (u, v, then p). The 4 subplots are representative of 
the number of previous data points used in the machine learning model for each mode (varying from 3 to 5 to 10 to 50). 

In general, we observe that the normalized RMSE is typically quite consistent across pressure 

and velocity for the same choice of machine learning models. In addition, the SVR model 

appears to perform consistently worse than the other methods tested.  



In addition to the base model whereby only the mode’s prior 3 data points were used, we next 

evaluate the improvement in performance from incorporating further historical elements into the 

model for each mode. The majority of the models did not improve noticeably in performance 

from incorporating 5 or 10 prior data points into the model, except for the LSTM model. Further 

experiments showed that the LSTM model reached a minimum RMSE with 50 historical data 

points in the predictive model. 

Since the errors here are computed in terms of their deviation from the POD mode coefficients 

computed from the actual CFD simulations, we further evaluate the magnitude of the mean 

absolute error (MAE) for the actual 𝑢, 𝑣 and 𝑝 fields when these coefficients are used to 

reconstruct the fields for the CFD domain. From the representative plot in Figure 6 which is the 

MAE evaluated from reconstruction for a short time period, we notice that similarly to Figure 5, 

the MAE for the SVR models is significantly higher, but the magnitudes for the rest are typically 

between 0.1 and 1 % of the actual range of domain values. 

 

Figure 6. Plot of the mean absolute error (MAE) across the CFD domain for u, v and p when POD mode coefficients predicted 
by the ML models are used to reconstruct the full field and results are compared to actual CFD simulation field values. Only a 
limited representative set of time points are plotted from the transient simulation. 

Further representative contour plots of pressure and velocity are presented in the Supplementary 

Information to illustrate that these coefficients predicted by the ML models can indeed 

regenerate the entire domain well relative to the actual CFD simulations. Only the first 10 modes 

were used to reconstruct the 𝑢, 𝑣 and 𝑝 fields. 



It can also be informative to evaluate the long-time stability of the machine learning models, as it 

is commonly observed that machine learning models exhibit a decay in performance as the 

forecasting horizon extends beyond a few time steps. We thus further evaluated the 6 models’ 

performance when predictions for the previous time steps are used as input features for the next 

time step. All 6 models were evaluated with their optimized parameters, and the first 10 modes 

were used in each case. The results for 50 time steps are presented in Figure 7. In Figure 7a., the 

resulting predictions for a single mode’s coefficients are presented as an example of how the 

various models drift away from the correct POD coefficient as the forecasting horizon is 

extended. As the behavior across the different modes are quite heterogeneous across the models, 

we further evaluate and present the MAE for the 𝑢, 𝑣 and 𝑝 fields across 50 time steps for each 

model in Figure 7b. Using 1% error as a threshold, we note that the LSTM and K-NN models 

seemed to be the most stable across an extended forecasting horizon, whereas the tree-based 

algorithms like XGB, LGBM and RF had errors exceeding 1% after 4 to 5 time steps.   

 

Figure 7. (a) Plot of the coefficients of a single mode as calculated from POD and individually predicted by the different ML 
models for 50 time steps. (b) Plot of the mean absolute error (MAE) for the entire domain for u, v and p relative to the actual 
CFD simulation when POD mode coefficients predicted by the ML models are used to reconstruct the full field for 50 time 
steps. 

We then chose to evaluate the impact of using the high energy (large eigenvalue) POD modes for 

the prediction of each mode, and plot the results in Figure 8. The models being evaluated here 

are: 

𝑎𝑖
𝑢(𝑡) = 𝑓𝑢

(

 
 
 
 

𝑎1…𝑗
𝑢 (𝑡 − 1), … , 𝑎1…𝑗

𝑢 (𝑡 − 𝑛𝑜𝑝𝑡),

𝑎1…𝑗
𝑣 (𝑡 − 1), … , 𝑎1…𝑗

𝑣 (𝑡 − 𝑛𝑜𝑝𝑡),

𝑎1…𝑗
𝑝 (𝑡 − 1), … , 𝑎1…𝑗

𝑝 (𝑡 − 𝑛𝑜𝑝𝑡),

𝑎𝑖
𝑢(𝑡 − 1), … , 𝑎𝑖

𝑢(𝑡 − 𝑛𝑜𝑝𝑡),

𝑈𝑖𝑛𝑙𝑒𝑡 )

 
 
 
 

      (8.1) 



𝑎𝑖
𝑣(𝑡) = 𝑓𝑣

(

 
 
 
 

𝑎1…𝑗
𝑢 (𝑡 − 1), … , 𝑎1…𝑗

𝑢 (𝑡 − 𝑛𝑜𝑝𝑡),

𝑎1…𝑗
𝑣 (𝑡 − 1), … , 𝑎1…𝑗

𝑣 (𝑡 − 𝑛𝑜𝑝𝑡),

𝑎1…𝑗
𝑝 (𝑡 − 1), … , 𝑎1…𝑗

𝑝 (𝑡 − 𝑛𝑜𝑝𝑡),

𝑎𝑖
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where 𝑛𝑜𝑝𝑡 = 50 and 𝑗 = 3 for the LSTM model and 𝑛𝑜𝑝𝑡 = 3 and 𝑗 = 5 for all the other 

models.  

 

Figure 8. (a) Boxplot of the RMSE for the different machine learning models when 3 prior data points are used (left) and 
when 3 prior data points for the first 5 highest energy POD modes are included in the model (right). (b) Boxplot of the RMSE 
for LSTM when only prior data points are used (left) and when prior data points for the first 3 highest energy POD modes are 
included in the model (right). 

Again, we noticed that the individual models themselves are more indicative of the magnitude of 

error. Interestingly, the inclusion of the first few POD modes in the predictive feature set for 

these models produces no improvement in the models’ performance. In fact, for the LSTM 



model, we noticed that results for 𝑗 = 3 yielded a worse RMSE than the prior studies, hence, 

increasing j to 5 was not further studied, unlike the other models.  

In addition, the errors are consistent across the different inlet velocities tested. In Figure 9, we 

plot the errors obtained from the various models for when the optimal set of parameters are used 

to predict the time series for the velocity and pressure POD coefficients for the 3 inlet velocities 

of 0.8 m/s, 1.0 m/s and 1.2 m/s. 

 

Figure 9. Boxplot of the RMSE obtained from the optimized models for different inlet velocities (0.8 m/s, 1.0 m/s, and 1.2 
m/s) 

From the plot of models, the usual consistency in models across 𝑢, 𝑣 and 𝑝 modes is still evident. 

The K-NN model is typically among the best performing models, but the variation in 

performance is large, relative to the other tree-based models like XGB and LGBM. The LSTM 

performance is also good, and fairly consistent among the different conditions tested. In general 

however, the SVR model performs most poorly. 

Model Interpolation Accuracy 



While the models above have demonstrated some ability to reproduce the training data provided, 

the predicted values are expected to be better as the data is ultimately fairly well-represented 

within the training dataset as the simulation case is fairly periodic. We then attempt to use the 

models to interpolate POD coefficients for an inlet velocity (uin = 0.9 m/s) and to extrapolate the 

POD coefficients for another inlet velocity (uin = 1.25 m/s) that were not included in the model 

training dataset. The obtained errors for this prediction are plotted in Figure 10. 

 

Figure 10. Boxplot of the RMSE obtained from the optimized models for different inlet velocities (0.9 m/s and 1.25 m/s) for a 
model that was previously trained on data from 3 inlet velocities (0.8 m/s, 1.0 m/s, and 1.2 m/s). 

Interestingly, while the model errors are indeed higher overall across all models tested, the 

LSTM model seems most affected in performance. This is potentially due to the large amount of 

flexibility in the LSTM model allowing for a model that over-fits the training dataset. The local 

interpolation-based methods like the regression trees (XGB, LGBM and RF) and the K-NN 

model are the better performing models, both for the interpolation case and the extrapolation 

case. The decision trees in particular have results that are in line with our expectations, with the 

errors for the interpolation case (Uin = 0.9 m/s) being generally lower than the extrapolation case 

(Uin = 1.25 m/s). 

Model Optimization and Training Run Times 



In addition to an evaluation of the models’ accuracies, we also quantified the training and run 

times for the different machine learning models used. In order to ensure consistency across 

algorithms, all scripts were run on the same dataset on a Google CoLab instance, which is an 

Intel Xeon machine with 2.2 GHz and 13 GB of RAM. No graphical processing units were used 

in this preliminary evaluation, and it is anticipated that they would impact speed-up relatively 

unevenly. As deep learning models are particularly suited to and typically accelerated with the 

use of GPUs, as compared to the other models, the LSTM model is not included in this 

comparison. 

We first evaluate the model optimization and model training times required for the first 30 

modes of 𝑢, 𝑣 and 𝑝 and plot the results in Figure 11. As the number of features provided to each 

model is consistent, the average model optimization and training time is similar regardless of the 

field variable being tested. For example, the time required for optimization of the XGB method 

is consistent regardless of whether the model is being constructed for 𝑢, 𝑣 or 𝑝.  

 

Figure 11. (a) and (b) are plots of the time required for model optimization and model training respectively for 5 machine 
learning models for the first 30 POD modes of u, v and p.  

In addition, from Figure 12, it is clear that hyper-parameter optimization time required for all of 

these models are typically 2-3 orders of magnitude longer than the model training time.  



 

Figure 12. Plots of the times required for model optimization, training and testing for the different machine learning models 
used in this work for the first 30 modes of u, v and p. The times plotted are organized by the process of optimization, training 
and testing respectively. 

While the results in Figure 12 are for a single feature set, our experiments suggest that this 

observation is consistent across all the models. As the hyper-parameter optimization time is 

generally the longest, we then evaluate the time required for hyper-parameter optimization for 

different combinations of predictive features. The results are plotted in Figure 13, and show that 

for the range of features being used, the choice of machine learning model to use has more 

impact on optimization, and consequently, training time, than the choice of predictive features. 

This thus further provides motivation for proper consideration of the appropriate model to use in 

addition to the choice of predictive features. For example, in this instance, the three decision-tree 

based regression models are consistently slower than the k-NN regression and the support vector 

regression models. 



 

Figure 13. Plot of the hyper-parameter optimization times for different machine learning models and different subsets of 
predictive features.  

Discussion 

POD-based reduced order models are commonly reported as a means of accelerating simulations 

and are physics-based, while machine learning models have been garnering attention in recent 

years as a good data-based surrogate model. Hence, in this work, we extend the combination of 

machine learning models and POD-based decomposition to accelerating the simulation of 

transient CFD cases. In general, we note that choice of models is the primary determinant in 

deciding model performance and optimization and run time. Hence, as researchers increasingly 

strive to combine machine learning methods with their own reduced order models to enable 

faster simulations, the plethora of methods available also mean that individual researchers will 

often have to undergo a time-consuming process of experimentally evaluating multiple machine 

learning algorithms. It is hoped that this comprehensive and quantitative comparison can guide 

and inform researchers as to the trade-offs in performance and optimization/training time 

between these models, and benefit further development in the area of hybrid ML-ROM models. 

While the flow scenario studied in this work is relatively simple, the observations presented are 

for a canonical fluid dynamic case frequently used in method development and benchmarking, 

and would be interesting to further investigate in more complex flow cases. 

In particular, as previously reported by Swischuk et al. [14], the local interpolation-based models 

like the regression trees and the K-NN models perform at least as well as more complicated 



models in this work. While this could potentially be due to the fact that physics-based constraints 

tend to cause smoother response surfaces, this observation should be further verified with more 

complex flow or simulation scenarios. This is particularly interesting as the local models also 

seem to work better at predicting flow cases that have not been previously included in the 

original dataset, possibly as a consequence of being better able to approximate this smooth 

response surface. More excitingly, our experiments also suggest that a simpler model like K-NN 

performs as well as more frequently-used sophisticated methods like LSTM in terms of stability 

over longer forecast horizons as well.  

The SVR model appears to perform least well across all the cases tested, however, it should be 

noted that only the radial basis function was tested for the SVR model in this work. It is possible 

that a different choice of kernel function might be more appropriate, and could be studied 

further. Nonetheless, optimizing the choice of kernel function is an even more complex and time-

consuming process, and might not be appropriate for practical reasons, even if this were to 

potentially lead to better performance. 

In addition, for most of the models, the time required for hyper-parameter optimization is 

dominant over training and actual run time. While this is a factor of the model training time, 

another important consideration is the size of the hyper-parameter space. For example, in this 

work, the small parameter space for the K-NN models is a huge advantage in practical 

implementation. A larger hyper-parameter space necessitates additional optimization time on top 

of the actual model training time, and can be an issue in cases where speed and availability of 

compute resources is a consideration. 

Another important factor to note here is the fact that the machine learning models in this instance 

are operating on a dataset with constant time steps (Δt = 0.1s), hence, this was not included as a 

feature for the predictive model. The models tested here could be further expanded with variable 

time-steps in the training data, to parameterize the time interval for prediction. However, this 

work can serve as a basis for further expanding a predictive model for other flow scenarios of 

interest. Additionally, a consistent data-set of 301 time points was used for all the models, and it 

might be interesting to investigate if a larger training data-set might improve the predictive 

performance further. Nonetheless, all models were provided identical amounts of data to ensure 

that the comparisons of performance across different machine learning methods in this work are 

meaningful. 

Conclusions 

POD is commonly used as a means of reducing simulation requirements for physics-based 

problems. Different machine learning models are evaluated here as a surrogate model for the 

time evolution of transient CFD simulations, in place of other methods such as the projection of 

the Navier-Stokes equations onto the POD basis modes and numerically solving for the transient 

evolution of the POD coefficients. Similar to other related reports, the models based on local 



interpolation like K-NN and the regression tree methods have lower errors in our evaluations, 

while the support vector regression model consistently performs badly. The simpler models like 

K-NN also require less optimization and training time, which can be an advantage. We also 

evaluate the ability for such models to interpolate and extrapolate to other inlet flow velocities 

that were not included in the original dataset, and note that the predictive performance by the K-

NN and regression trees remains good. Nonetheless, more work is required to evaluate if these 

models can truly interpolate well for other more complex cases.  
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